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Abstract

When designing hardware or software, it is important to ensure
that systems behave correctly. This is particularly crucial for life- or
safety-critical systems, in which errors can be fatal. One approach to
the formal verification of such designs is to convert both the system
and a specification of its correct behavior into mathematical objects.
Typically, the system is modeled as a transition system, and the speci-
fication as a logical formula. Then we rigorously prove that the system
satisfies its specification. This paper explores one of the most suc-
cessful applications of formal verification, known as model checking,
which is a strategy for the verification of finite-state reactive systems.
In particular, we focus on the automata-theoretic approach to model
checking, in which both the system model and logical specification
are converted to automata over infinite words. Then we can solve the
model checking problem using established automata-theoretic tech-
niques from mathematical logic. Since this approach depends heavily
on the connections between formal languages, logic, and automata,
our explanation is guided by a discussion of the relevant theory.

1 Introduction

Over the past few decades, the complexity of technological designs has dra-
matically increased. As such, implementations have become more susceptible
to mistakes. It has therefore become necessary to devote significant resources
to the verification of a design’s correctness. One approach to design verifica-
tion is to represent the system as a mathematical object, specify its correct
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behavior in mathematical logic, and then prove that the representation sat-
isfies the specification. This technique of formal verification belongs to the
class of formal methods, which are mathematical approaches to the develop-
ment of hardware and software systems. Formal methods provide engineers
with rigorous techniques for the analysis of systems. Thus, these methods are
often employed when the correctness of a system is of particular importance.
For instance, formal methods can prove that safety-critical systems such as
aircraft control and railway signalling systems are error-free.

We study one of the most successful applications of formal verification,
the validation of finite-state reactive systems. Such systems have a finite set
of states and continuously react to inputs from the environment. Commu-
nication, network, and synchronization protocols are all finite-state systems,
and as such are prime candidates for verification. One technique for the
formal verification of these finite-state systems is known as model checking.
Given some representation M of a system and a formal specification φ of its
desired behavior, a model checking procedure automatically decides whether
M satisfies φ. If the system representation M meets the formal specification
φ, then M is a model of φ, denoted M |= φ.

Typically, the system representation M is given as a transition system,
and the logical specification φ as a formula in a temporal logic. There are
many approaches to model checking, but the technique we discuss here is
the automata-theoretic approach. This strategy involves converting both the
system representation and the negation of the specification into automata
over infinite words. The two automata are then intersected via a cross-
product, which represents behaviors of the system that satisfy the negation
of the specification. Thus, the system satisfies the specification if and only
if the language of the product automaton is empty. This approach is at-
tractive because the model-checking problem can be solved using established
automata-theoretic techniques.

The strategy outlined above depends on a few key results, including that
temporal logic formulas can be converted into an automaton over infinite
words, and that these automata are closed under intersection. Thus, a great
deal of this paper is dedicated to exploring the properties and relative ex-
pressibilities of temporal logics and automata. We assume familiarity with
propositional and predicate logic, but attempt to provide all other necessary
background. The organization of the paper is as follows. Section 2 presents
some preliminaries, including an explaination of how to model a system us-
ing a mathematical structure. Section 3 introduces the temporal logic that
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provides semantics for this structure, and discusses the first-order languages
with the same expressibility. Section 4 is devoted to automata and the family
of second-order languages that they recognize. In section 5 we present the
automata-theoretic model checking algorithm, and we conclude in section 6.

2 Preliminaries

As mentioned in the introduction, model checking is concerned with the ver-
ification of a finite-state reactive system. We usually expect programs to
produce a final output value upon termination. A reactive system, however,
continuously responds to a fixed repertoire of inputs from its environment,
and does not necessarily terminate. We restrict our attention to systems
in which there are only a finite number of configurations, called states. At
each moment in time, the system is in a particular state. The system re-
sponds to an input from the environment by transitioning between states.
We characterize the states of a system as follows. Let AP be a set of atomic
propositions representing the boolean properties of the system. Each state
is uniquely labelled by the current assignment to these variables. That is,
each state is defined by a subset of AP , or equivalently an element of 2AP ,
which contains exactly those propositions that are true in that state. These
subsets are called interpretations.

2.1 Transition systems

A finite-state transition system is a mathematical model of a finite-state
reactive system, and is formally defined as a tuple (I, S, S0, δ, L), where I is
a finite set of environment inputs that effect transitions between states, S
is a finite set of states, S0 ⊆ S is a set of initial states, δ : S × I → S is a
transition function mapping state/input pairs to states, and L : S → 2AP is
a labelling mapping states to their interpretations. Note that L is injective
because we consider two states with the same labelling to be equivalent.
An example transition system is shown in Figure 1, where AP = {off, on},
I = {start, stop}, S = {s0, s1}, S0 = {s0}, δ is defined by the edges in the
figure, and L is defined by L(s0) = {off}, L(s1) = {on}.

A Kripke structure is a type of transition system in which the environment
inputs are treated as additional atomic propositions. The set I is therefore
contained in AP , and so interpretations may now contain propositions that
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Figure 1: Transition system

represent environment inputs as well as system properties. We require that
an input i is contained in a state’s interpretation if and only if there is a
transition to the state in which the system receives the input i. Since the
input information has been absorbed by the states, the transition function
δ : S × I → S is replaced by a transition relation R ⊆ S × S. A pair
(s, s′) ∈ R indicates that there exists a transition from state s to state s′.
Formally, a Kripke structure is defined by the tuple (S, S0, R, L), where S
is a finite set of states, S0 ⊆ S is a set of initial states, R ⊆ S × S is a
transition relation, and L : S → 2AP is the labelling function [EMCGP99].
A run π of a Kripke structure is a sequence of states π0π1... where π0 ∈ S0

and (πi, πi+1) ∈ R. Note that the runs are infinite, since the systems being
modelled do not terminate. Each run π generates the infinite sequence of
interpretations P = P0P1..., where Pi = L(πi). This sequence can be viewed
as an infinite word over the alphabet 2AP . Each interpretation Pi ∈ 2AP is a
letter of the word. The words generated by the runs of a Kripke structure
M are the models of M .

Definition 2.1. Mod(M) consists of all infinite words generated by runs of
the Kripke structure M .

For example, consider a system S with the boolean properties ready and
started. For simplicity, we ignore the environment in this example, and let
I = ∅. Thus, AP = {p, q} where p stands for ready and q for started.
The Kripke structure for S, denoted MS, is shown in Figure 2. We have
S = {s0, s1}, L(s0) = {p}, and L(s1) = {q}. So the system is ready but not
started in state s0, and started but not ready in state s1. The edges between
nodes denote transitions in R, and an incoming edge without a source node
indicates an initial state. One possible run of MS is s0s1s1... with s1 repeating
infinitely. This run generates the infinite word P = {p}{q}{q}... with {q}
repeating infinitely.

We determine whether a word P is a model of M by checking whether
there exists a run of M that generates P . To do so, first check if there exists
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Figure 2: Kripke structure MS

a start state s ∈ S0 such that the interpretation L(s) equals the first letter
P0. Then, for i ≥ 0, check if there exists a pair of states (s, s′) ∈ R such
that the interpretation L(s) equals Pi, and the interpretation L(s′) equals the
next letter Pi+1. If both conditions hold, then there exists a run of M that
generates P . This check can be done using first-order logic over words, which
we refrain from formally introducing until later in the paper. See Section 3.2
for the relevant discussion. Let M = (S, S0, R, L) be a fixed Kripke structure,
and index the states of M by s0, ..., sn. Then P satisfies the formula

ϕM =

(∨
s∈S0

L(s) = P0

)
∧ ∀i ≥ 0

 ∨
(s,s′)∈R

L(s) = Pi ∧ L(s′) = Pi+1


if and only if P is a model of M . For instance, consider the word P =
{p}{q}{p}{q}... with the letters {p} and {q} infinitely alternating. Let π be
a run of MS defined as π = s0s1s0s1... with s0 and s1 infinitely alternating.
Then π generates P , and so P is a model of MS, or equivalently, P |= ϕMS

.

2.2 Formal languages

The set Mod(M) is a language of infinite words. A language L is a set of finite
or infinite words over some alphabet. We introduce the following notation
for formal languages. Let Σ denote a finite alphabet. Then Σ∗ denotes the
language of finite words over Σ, including the empty word ε. We write Σω to
denote the language of infinite words over Σ, and we define Σ∞ = Σ∗ ∪ Σω.
The length of a finite word u is denoted by |u|. When dealing with the
alphabet 2AP , we use P = P0P1... to denote a word. The use of uppercase
for the Pi letters indicates that these letters represent sets of propositions.
When dealing with arbitrary alphabets, we use u = u0u1... instead. In the
finite case, the following operations are defined for languages L1, L2 ⊆ Σ∗:

− Union: L1 ∪ L2 = {u ∈ Σ∗ | u ∈ L1 or u ∈ L2}
− Intersection: L1 ∩ L2 = {u ∈ Σ∗ | u ∈ L1 and u ∈ L2}
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− Concatenation: L1L2 = {uv ∈ Σ∗ | u ∈ L1, v ∈ L2}
− Complement: L1 = {u ∈ Σ∗ | u /∈ L1}
− Kleene star: L∗1 = {u0u1...un ∈ Σ∗ | n ≥ 0, ui ∈ L1}

In the infinite case, the following operations are defined for languages
L1, L2 ⊆ Σω, and L3 ∈ Σ∗:

− Union: L1 ∪ L2 = {u ∈ Σω | u ∈ L1 or u ∈ L2}
− Intersection: L1 ∩ L2 = {u ∈ Σω | u ∈ L1 and u ∈ L2}
− Concatenation: L3L1 = {uv ∈ Σω | u ∈ L3, v ∈ L1}
− Complement: L1 = {u ∈ Σω | u /∈ L1}
− ω-power: Lω3 = {u0u1... ∈ Σω | ui ∈ L3\{ε}}

Note that concatenation for infinite languages is defined as the concate-
nation of a finite language on the left with an infinite language on the right.
Additionally, note that we only take the ω-power of finite languages.

The class of regular languages is the smallest family of languages contain-
ing ∅, {a} for a ∈ Σ, and closed under union, concatenation, and Kleene-star.
As a consequence, regular languages are also closed under complementa-
tion.The following is a recursive definition of the regular languages L ∈ Σ∗:

− The empty language ∅ is regular.
− For all a ∈ Σ, the singleton language {a} is regular.
− If A and B are regular, then A ∪B, AB, and A∗ are regular.

We also have a notion of ω-regular languages, which extend the concept
of regular languages to infinite words [Tho90]. Whereas regular languages
consist of only finite words, ω-regular languages consist of only infinite words.
The following is a recursive definition of the ω-regular languages L ∈ Σ∞:

− If A is regular, nonempty, and does not contain ε, then Aω is ω-regular.
− If A and B are ω-regular, then A ∪B is ω-regular.
− If A is regular and B is ω-regular, then AB is ω-regular.

To illustrate the use of these definitions, we prove a theorem that will be
useful later.

Theorem 2.1. A language L is ω-regular if and only if L is a finite union
of languages of the form JKω, where J and K are regular languages.
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Proof. (⇐): Let L be a finite union of languages of the form JKω, where
J and K are regular languages. By the definition of ω-regular languages,
L is clearly ω-regular. (⇒): Let L be an ω-regular language. We proceed
by induction on the construction of L. In the base case, L = Lω1 where L1

is regular. Clearly, L is in the required form, with J = {ε} and K = L1.
Now assume that ω-regular languages of lower construction complexity than
L can be written in the required form. We have the following cases:

• L = L1 ∪ L2, where L1 and L2 are ω-regular. By the induction
hypothesis, L1 and L2 can be written in the required form, so that
L1 =

⋃
i JiK

ω
i and L2 =

⋃
j LjM

ω
j for regular languages Ji, Ki, Lj,Mj.

Then L = L1 ∪ L2 =
⋃
i JiK

ω
i ∪

⋃
j LjM

ω
j is in the required form.

• L = L1L2, where L1 is regular and L2 is ω-regular. By the induc-
tion hypothesis, L2 can be written in the required form, so that L2 =⋃
i JiK

ω
i , for regular languages Ji, Ki. Then L = L1L2 = L1

⋃
i JiK

ω
i =⋃

i L1JiK
ω
i is in the required form, since L1Ji is a regular language.

2.3 Automata

Automata are abstract mathematical machines that recognize families of for-
mal languages. Like finite-state transition systems, automata consist of states
and transitions. However, whereas transition systems generate words as out-
put during a run, automata either accept or reject words given as input. The
language recognized by an automaton is the set of words it accepts.

Formally, a finite-state automaton A over the alphabet Σ is a tuple
(S, s0, δ, F ) with a finite set of states S, an initial state s0 ∈ S, a transi-
tion function δ, and a set of accepting states F ⊆ S. Automata may be ei-
ther deterministic or nondeterministic, and the transition function is defined
differently in each case. In a deterministic automaton, only one transition
can be made for a given state/input pair. Thus, the function is specified as
δ : S × Σ → S. In a nondeterministic automaton, there may be many such
possible transitions, so the function is specified as ∆ : S × Σ → 2S. Deter-
ministic and nondeterministic automata on finite words are equivalent in the
sense that they recognize the same class of languages. Thus, a nondetermin-
istic automaton can always be converted to a deterministic automaton that
accepts the same language. Yet, as explained in Section 4.2.1, nondetermin-
istic automata on infinite words are more expressive than their deterministic
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Figure 3: Büchi automaton

counterparts, so such a conversion is not always possible. When not otherwise
specified, we use nondeterministic automata.

A run π of an automaton A on a finite word u = u0...u|u|−1 ∈ Σ∗ is a
sequence of states π0...π|u| where π0 ∈ S0 and for all i such that 0 ≤ i < |u|,
πi+1 ∈ ∆(πi, ui). A run π is accepting if π ends in a final state, that is,
if π|u| ∈ F . A accepts u if there exists an accepting run of A on u. The
language L(A) consists of all words accepted by A.

The automata that run on infinite words are known as ω-automata. Since
the runs of these automata are infinite and therefore cannot end in a final
state, we must redefine the acceptance condition. There are several types
of ω-automata, each of which define acceptance differently. We study Büchi
automata only [Tho90]. A run π of a Büchi automaton A on an infinite word
u ∈ Σω is a sequence of states π0π1... where π0 ∈ S0 and for all i ≥ 0, πi+1 ∈
∆(πi, ui). A run π is accepting if π visits states in F infinitely often. Note
that this is equivalent to the condition that π visits a particular state f ∈ F
infinitely often. This is because F is finite, so if π visits F infinitely often,
there must be a single state in F that π visits infinitely often. To define the
notion of acceptance more rigorously, let inf(π) ⊆ S denote the set of states
that occur infinitely often in π. Formally, inf(π) = {s ∈ S | ∀i(∃j > i(πj =
s))}. Then a run π of A is accepting if inf(π) ∩ F 6= ∅.

For example, the deterministic Büchi automaton in Figure 3 is defined
by ({s0, s1}, s0, δ, {s1}). The edges between nodes denote transitions in δ.
An incoming edge without a source node indicates an initial state, and a
double-circled state indicates an accepting state. This automaton accepts
the ω-regular language (b∗a)ω consisting of words over the alphabet {a, b}
that contain an infinite number of a’s.

Kleene’s Theorem states that the languages recognized by automata over
finite words are exactly the regular languages, and the infinite extension of
this theorem establishes that the languages recognized by ω-automata are
exactly the ω-regular languages. We do not prove the finite version of this
theorem, and instead refer to a standard textbook on formal languages, such
as [Kel95]. We prove the infinite version in Section 4.2.2. In the following
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section, we introduce a logic with which to express properties of the infinite
words generated by Kripke structures and accepted by Büchi automata.

3 First-order definability

In order to reason about behaviors of a Kripke structure M , and therefore
indirectly about the system it represents, we analyze the infinite words gener-
ated by the runs of M (i.e., Mod(M)). As will be discussed soon, properties
of infinite words can be expressed using first-order logic. However, when
verifying a system, the properties we are interested in typically refer to the
system’s sequential interactions with the environment. Thus, propositional
linear temporal logic (LTL), which enables reasoning over timelines, provides
a more natural formalism for reasoning about the system’s behavior.

3.1 Linear temporal logic

LTL was first introduced in [Pnu77]. An LTL formula is built from propo-
sitional variables, the logic connectives ¬,∨,∧,→, and the temporal modal
operators X (next), G (globally), F (eventually), and U (until). Formally,
the syntax of LTL is as follows:

− ⊥ and > are LTL formulas.
− If p ∈ AP , then p is an LTL formula.
− If φ and ψ are LTL formulas, then ¬φ, (φ ∧ ψ), (φ ∨ ψ), (φ→ ψ), Xψ,

Gψ, Fψ, and φUψ are LTL formulas.
− There are no other LTL formulas.

For simplicity, we use a stripped-down vocabulary, including only the op-
erators ¬,∧,X, and U. We omit ∨ and→ because of the logical equivalences
p ∨ q ≡ ¬(¬p ∧ ¬q) and p → q ≡ ¬p ∨ q, and we omit G and F because of
two logical equivalences that we prove shortly.

The semantics for LTL are based on the semantics of traditional proposi-
tional logic. Whereas a propositional logic formula is evaluated at one point
in time, an LTL formula is evaluated over a path through time. Thus, a
structure for LTL, that is, the mathematical object over which LTL is in-
terpreted, is essentially a sequence of structures for propositional logic. Let
AP be a set of atomic propositions. Since propositional logic is interpreted
over sets of propositions, a structure for propositional logic is an element
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P ∈ 2AP , where 2AP denotes the set of all subsets of AP . The structure P
contains exactly the atomic propositions that should be interpreted as true.
Then P is a model of a propositional formula φ, denoted P |= φ, if and only
if φ evaluates to true according to the interpretation given by P , based on
the structure of φ.

LTL formulas, on the other hand, are interpreted over sequences of sets of
propositions. A structure for LTL is the tuple (P, i) consisting of an infinite
word P = P0P1... over 2AP and a time i ∈ N. This structure provides an
interpretation for the propositions in AP at each moment in time, starting
from time i. In propositional logic, a proposition is either interpreted as true
or false. In temporal logic, however, the interpretation of a proposition may
change over time. Each letter Pk contains the set of propositions in AP that
are true at the moment k. That is, a proposition p is true at time k if and
only if p ∈ Pk. The satisfaction relation between infinite words and LTL
formulas is defined as follows, where P = P0P1... is an infinite word over the
alphabet 2AP , and φ, ψ are LTL formulas:

− (P, i) |= >
− (P, i) 6|= ⊥
− (P, i) |= p for p ∈ AP ⇔ p ∈ Pi
− (P, i) |= ¬φ ⇔ (P, i) 6|= φ
− (P, i) |= (φ ∧ ψ) ⇔ (P, i) |= φ and (P, i) |= ψ
− (P, i) |= Xφ ⇔ (P, i+ 1) |= φ
− (P, i) |= Gφ ⇔ ∀k ≥ i, (P, k) |= φ
− (P, i) |= Fφ ⇔ ∃k ≥ i, (P, k) |= φ
− (P, i) |= φUψ ⇔ ∃k ≥ i, (P, k) |= ψ and ∀j(i ≤ j < k), (P, j) |= φ

We write P |= φ to mean (P, 0) |= φ. So an infinite word P is a model of
an LTL formula φ if (P, 0) |= φ.

Definition 3.1. Mod(φ) consists of the infinite words over the alphabet 2AP

that are models of an LTL formula φ.

Note that the semantics of the until operator vary from the natural lan-
guage definition of “until.” The formula pUq requires that p remain true
until q becomes true, and that q does eventually become true. So if p forever
remains true and q forever remains false, the formula will not be satisfied. To
further illustrate the semantics of LTL, we prove the two logical equivalences
that allow us to omit G (globally) and F (finally) in the vocabulary.
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Proof of Fφ ≡ >Uφ. The following statements are equivalent:

− P |= Fφ
− ∃i ≥ 0 such that (P, i) |= φ
− ∃i ≥ 0 such that (P, i) |= φ, and ∀j < i, (P, j) |= >
− P |= >Uφ.

Thus, P |= Fφ if and only if P |= >Uφ.

Proof of Gφ ≡ ¬F¬φ. The following statements are equivalent:

− P |= Gφ
− ∀i ≥ 0, (P, i) |= φ
− ∀i ≥ 0, (P, i) 6|= ¬φ
− ¬∃i ≥ 0 such that (P, i) |= ¬φ.
− P |= ¬F¬φ

Thus, P |= Gφ if and only if P |= ¬F¬φ.

Due to the sequential execution of hardware and software programs, tem-
poral logics are the most convenient languages for writing system specifica-
tions. It turns out, however, that linear temporal logic is actually equivalent
in expressibility to the more traditional first-order logic. Before discussing
this equivalence, we review the semantics of first-order logic over words.

3.2 First-order logic over words

The objects over which first-order logic is interpreted are known as first-order
structures. These structures consist of a domain, functions, and relations,
also called predicates. We refrain from giving a full explanation of first-
order logic, and refer to a textbook such as [CH07]. Here we restrict our
attention to the interpretation of first-order logic over words. Both finite
and infinite words have corresponding first-order structures. The finite word
u = u0...u|u|−1 ∈ Σ∗ determines the first-order structure 〈{0, ..., |u| − 1}, <
, S, {aP | a ∈ Σ}〉. The domain {0, ..., |u| − 1} refers to all positions in u.
The successor function S can be defined in terms of the less than relation <,
but we include it in the signature for simplicity. Most importantly, note the
presence of a unary relation aP for each a ∈ Σ, defined aP = {i | a = ui}.
So aP (x) if and only if ux = a, that is, the letter a occurs at position x in
u. We drop the superscript and simply write a(x) when the word P that
determines the structure is clear from context.
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Similarly, the infinite word u = u0u1... ∈ Σω determines the first-order
structure 〈N, <, S, {aP | a ∈ Σ}〉, where the domain N refers to the infinitely
many positions in u. We adjust the structure slightly when dealing with an
infinite word P = P0P1... over the alphabet 2AP . Instead of defining a relation
for each element of 2AP , we define a relation for each proposition in AP , such
that aP = {i | a ∈ Pi}. Thus, aP (x) if and only if a ∈ Px. For example,
let AP = {a, b} and consider the infinite word P = {a}{a, b}{a}{a, b}...
over 2AP . Every even position in P contains the letter {a} and every odd
position contains the letter {a, b}. The first-order structure determined by
P is 〈N, <, S, aP , bP 〉, which we simply refer to as P . The formulas a(1) and
b(1) are true in P , because both a and b occur in the letter P1 = {a, b}. The
formula ∀x(a(x)) is true in P because a occurs in all letters of the word.
Finally, the formula ∀x((a(x) ∧¬b(x))→ b(S(x))) is also true in P , because
a letter containing a and not b is always followed by a letter containing b.

Recall that an LTL structure is of the form (P, i). We check satisfaction
of an LTL formula φ by determining whether (P, i) |= φ, according to the
semantics of LTL. Note that the structure (P, i) includes the assignment of
i to a hidden free variable representing the starting time, or letter position.
Similarly, we augment a first-order structure P with a tuple of natural num-
bers i1, ..., in corresponding to the free variables of ψ, in the order in which
they appear. So we check satisfaction of a first-order formula ψ(x1, ..., xn) by
determining whether (P, i1, ..., in) |= ψ(x1, ..., xn), according to the semantics
of first-order logic. Recall that we write P to refer to the entire first-order
structure generated by the infinite word P . Having discussed these prelimi-
naries, we are ready to give the equivalence of LTL and first-order logic.

3.3 LTL to FO

The equivalence of LTL and first-order logic over infinite words is due to
[Kam68], and was explored more recently in [Tho96, VW08] and the survey
[DG08]. Given an LTL formula φ, we can construct a first-order formula of
one free variable, ψ(y), such that (P, i) |= φ if and only if (P, i) |= ψ(y) for
all infinite words P . We can express this result in terms of the definability
of LTL and first-order logic.

Definition 3.2. A language L is definable in a logic if and only if there exists
a sentence φ (that is, a formula with no free variables) in that logic such that
u ∈ L if and only if u |= φ for all words u.
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Essentially, a language is definable in a given logic if and only if there is a
formula in that logic containing no free variables that decides exactly which
words belong to the language.

Theorem 3.1 ([Kam68]). A language L is definable in LTL if and only if L
is definable in first-order logic.

Proof. We prove only the forward direction of the above theorem, and refer
to [DG08] for the more difficult proof of the converse. (⇒): ([Tho96]) Let φ
be an LTL formula. We construct a first-order formula with one free variable,
ψ(y), such that (P, i) |= φ if and only if (P, i) |= ψ(y), for all infinite word
structures (P, i). We proceed by induction on the complexity of φ. In the
base case, φ = p for some p ∈ AP . Let ψ(y) = p(y). Then (P, i) |= p if and
only if p ∈ Pi if and only if (P, i) |= p(y). Now assume that any subformula
φ′ of φ can be translated to a first-order formula ψ′(y) such that (P, i) |= φ′

if and only if (P, i) |= ψ′(y). We have the following cases:

• φ = ¬φ1. Let ψ(y) = ¬ψ1(y).

• φ = φ1 ∧ φ2. Let ψ(y) = ψ1(y) ∧ ψ2(y).

• φ = Xφ1. Let ψ(y) = ψ1(S(y)).

• φ = φ1Uφ2. Let ψ(y) = ∃z((y ≤ z)∧ψ2(z)∧∀w((y ≤ w < z)→ ψ1(w)).
This formula essentially states that there exists some point in time z
such that φ1 is true until z, and φ2 is true at z.

As mentioned in the introduction, the automata-theoretic approach to
model checking requires that given an LTL formula, we can construct an
equivalent automaton. More specifically, given the LTL formula φ, there
exists a Büchi automaton A such that L(A) = Mod(φ). This construction
will be given in Section 5.2. Right now we are only concerned with explaining
why such a construction is possible. The reason, as we will see shortly, is
that first-order logic is less expressive than Büchi automata. In the remainder
of this section, we provide a further characterization of first-order definable
languages by explaining the following theorem, although we prove only a
handful of the stated equivalences.

Theorem 3.2 ([MP71], [Tho79], [Sch65], [DG08]). Let L be a language of
finite (or infinite) words. The following statements are equivalent:
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− L is first-order definable.
− L is star-free (ω-)regular.
− L is recognized by a counter-free (Büchi) automaton.
− L is aperiodic.

3.4 Star-freeness

First-order definable languages are a strict subset of the regular languages.
For example, the regular language (ΣΣ)∗, which consists of words of even
length, cannot be defined in first-order logic. It turns out that a language is
definable in first-order logic over words if and only if it is a regular language
that does not have the Kleene star operator (or ω-power operator, in the
infinite case) in its construction, but may have complementation. We call
such languages star-free. Formally, we have the following recursive definition:

− The empty language ∅ is star-free regular.
− For all a ∈ Σ, the singleton language {a} is star-free regular.
− If A and B are star-free regular, then A ∪ B, AB, and A are star-free

regular.

We also have a class of star-free ω-regular languages, which are the ω-
regular languages that do not have ω-power in their construction. We have
the following recursive definition:

− The empty language ∅ is star-free ω-regular.
− If A and B are star-free ω-regular, then A ∪ B and A are star-free
ω-regular.

− If A is star-free regular and B is star-free ω-regular, then AB is star-free
ω-regular.

Although counterintuitive, some languages formed with the Kleene star
operator are, in fact, star-free. For instance, Σ∗ is star-free because Σ∗ = ∅.
So for Σ = {a, b}, the following are also star-free:

{a}∗ = Σ∗{b}Σ∗

({a}{b})∗ = {b}Σ∗ ∪ Σ∗{a} ∪ Σ∗{a}{a}Σ∗ ∪ Σ∗{b}{b}Σ∗.

Similarly, in the infinite case, some languages formed with the ω-power
operator are still star-free ω-regular. For example, with Σ = {a, b}, we have:
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{a}ω = Σ∗{b}Σω.

The equivalence of star-free and first-order languages was proven for
languages of finite words in [MP71] and for languages of infinite words in
[Tho79]. Thus, we have the following theorems:

Theorem 3.3 ([MP71]). A language L of finite words is a star-free regular
language if and only if L is first-order definable.

Theorem 3.4 ([Tho79]). A language L of infinite words is a star-free ω-
regular language if and only if L is first-order definable.

Proof. ([DG08, Lib04]) We prove the forward direction of the finite case only,
although the infinite case is almost identical. The result follows from the
semantic similarities between the first-order operations of negation, disjunc-
tion, and conjunction, and the regular language operations of complementa-
tion, union, and concatenation, respectively. For proof of the converse, see
[DG08]. (⇒): Let L be a star-free regular language. We proceed by induc-
tion on the construction of L. If L = ∅, then L is defined by the first-order
formula ψ = ⊥. If L = {a}, then L is defined by the first-order formula
ψ = ∃!x(x = x) ∧ ∀x(a(x)), where ∃! stands for “there exists a unique.”
Thus, the term ∃!x(x = x) ensures that the word contains only one letter.
We also need a first-order structure corresponding to the empty word ε. Al-
low finite structures to have an empty domain, and identify the unique such
structure with ε. Now assume that star-free languages of lower construction
complexity than L can be defined by a first-order sentence. We have the
following cases:

• L = L1 ∪ L2. Then ψ = ψ1 ∨ ψ2. If ε ∈ L1 or ε ∈ L2, then it may be
that L = ε, so ψ may be the ε structure defined above.

• L = L1L2. Essentially, define ψ = ψ1 ∧ ψ2, but first relativize the
quantifiers in each subformula to the position x of concatenation. Note
that if ε ∈ L1 or ε ∈ L2, then the number of possible concatenation
positions is one less than the number of positions in the domain. First
we assume ε /∈ L1 and ε /∈ L2, and then show that this is sufficient.
Define ψ≤1 (x) by replacing every quantifier ∃y or ∀y in ψ1 by ∃y ≤ x
or ∀y ≤ x, respectively. Similarly, define ψ>1 (x) by replacing every
quantifier ∃y or ∀y in ψ2 by ∃y > x or ∀y > x, respectively. Then
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ψ = ∃x(ψ≤1 (x) ∧ ψ>2 (x)). Now, if ε ∈ L1, it may be that L1L2 = L2, so
we let ψ = ∃x(ψ≤1 (x)∧ψ>2 (x))∨ψ2. Similarly, if ε ∈ L2, it may be that
L1L2 = L1, so we let ψ = ∃x(ψ≤1 (x) ∧ ψ>2 (x)) ∨ ψ1. Finally, if ε ∈ L1

and ε ∈ L2, we let ψ = ∃x(ψ≤1 (x)∧ψ>2 (x))∨ψ1∨ψ2. In this case, since
it may be that L = ε, ψ may also be the ε structure.

3.5 Aperiodicity

Aperiodicity, called noncounting in [MP71], is a property of first-order defin-
able languages. The notion of aperiodicity gives a more intuitive characteri-
zation of this family of formal languages.

Definition 3.3. A language L is aperiodic if there exists an integer n > 0
such that for all x, y, z ∈ Σ∗, xynz ∈ L⇔ xyn+1z ∈ L.

The following theorem states the equivalence of star-free regular and ape-
riodic languages, and therefore allows us to determine whether a given regular
language is star-free by checking if the language is aperiodic.

Theorem 3.5 ([Sch65]). L is a star-free regular language if and only if L is
aperiodic.

Proof. The forward direction of the proof is easy, but the converse requires
results from the advanced algebraic theory of monoids and semigroups. Thus,
we refrain from giving it here, and instead refer to the original source [Sch65].
(⇒): Let L be a star-free regular language. We proceed by induction on the
construction of L. If L is ∅ or {a} for some a ∈ Σ, then the condition for
aperiodicity is trivially satisfied with n = 1 in the first case and n = 2 in the
second. Now assume that star-free regular languages of lower construction
complexity than L are aperiodic. We have the following cases:

• L = L1 ∪ L2, where L1 and L2 are aperiodic. By the induction hy-
pothesis, there exist constants n1 and n2 satisfying the condition for
aperiodicity for L1 and L2, respectively. Let n = max(n1, n2). So
n = n1 + m for some integer m ≥ 0. Let xynz ∈ L. Then xynz ∈ L1

or xynz ∈ L2. Assume without loss of generality that xynz ∈ L1.
Then xynz = xyn1+mz = xyn1ymz. By the induction hypothesis,
xyn1ymz ∈ L1 ⇔ xyn1+1ymz ∈ L1. Since xyn1+1ymz = xyn+1z, we
have xyn+1z ∈ L1, and therefore xyn+1z ∈ L. Since the above state-
ments imply each other in both directions, it is easy to show that
xyn+1z ∈ L⇒ xynz ∈ L.
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• L = L1L2, where L1 and L2 are aperiodic. By the induction hy-
pothesis, there exist constants n1 and n1 satisfying the condition for
aperiodicity for L1 and L2, respectively. Let n = n1 + n2, and take
xynz = xyn1+n2z ∈ L. Then xyn1+n2z = ab where a ∈ L1 and b ∈ L2.
Either a is of the form xyn1z′, or b is of the form x′yn2z ∈ L2, or both,
defining x′, z′ to “absorb” extra letters as necessary. Assume without
loss of generality that a is of the form xyn1z′. Then xyn1+n2z = xyn1z′b,
so z′b = yn2z. By the induction hypothesis, xyn1+1z′ ∈ L1. Therefore,
xyn1+1z′b = xyn1+1yn2z = xyn1+n2+1z = xyn+1z ∈ L. Since the above
statements imply each other in both directions, it is easy to show that
xyn+1z ∈ L⇒ xynz ∈ L.

• L = L1, where L1 is aperiodic. Suppose xynz ∈ L1 and xyn+1z /∈ L1.
Then xyn+1z ∈ L1, so by the induction hypothesis, xynz ∈ L. But
since xynz ∈ L1, xynz /∈ L1. This is a contradiction. Again, the other
direction follows trivially.

The following corollary provides another characterization of the first-order
definable languages. First we informally introduce the notion of a regular
expression, which is a syntactic representation of a regular language. Let w ∈
Σ∗ be a finite word. Then the regular expression w describes the language
{w0}{w1}...{w|w|−1}, formed from the concatenation of singleton languages.
For instance, the expression ab describes the language {a}{b}. We can apply
the usual language operations, such as concatenation and Kleene star, to the
regular expression w. So for example, (ab)∗ is the regular expression denoting
the language ({a}{b})∗.

Corollary 3.5.1 ([RS97]). The language w∗, w 6= ε, is star-free if and only
if w is primitive, that is, if and only if w 6= un with n > 1 for any word
u ∈ Σ∗.

Proof. We prove only the forward direction, and refer to [RS97] for the con-
verse. (⇒): Suppose w is not primitive. Then w = un for some u ∈ Σ∗

with n > 1. So for any integer m > 0, we can choose an integer i such
that n | (m + i), so nk = m + i. Let x = ui, y = u, and z = ε. Then
xymz = ui+m = (un)k ∈ w∗. However, xym+1z = ui+m+1 /∈ w∗. So w∗ is not
aperiodic, and therefore not star-free.

For instance, since aa is not primitive, (aa)∗ is not star-free. These notions
of aperiodicity and primitivity also help characterize the class of automata
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that recognize star-free regular languages, and therefore lead us to the final
piece of this discussion of first-order definability.

3.6 Counter-Free Automata

The study of the relationship between mathematical logics and automata
dates back to the work of the mathematician Büchi [Büc62]. This automata-
theoretic paradigm has since been explored in many contexts, such as the
decidability of mathematical theories, and, as seen here, algorithms for veri-
fication. We now describe automata that recognize first-order definable lan-
guages; later, we will return to Büchi’s work and examine the automata that
recognize second-order definable languages. A result from [MP71] shows that
star-free regular languages correspond to counter-free automata. Thus, the
automata with the same expressive power as first-order logic, and therefore
LTL, are these counter-free automata. If we are dealing with infinite words,
we use counter-free Büchi automata [DG08]. Intuitively, an automaton is
counter-free if it cannot tell how many times a sequence of letters repeats.

Before giving a formal definition of counter-free automata, we introduce
the concept of a transition on a word. We know how to interpret ∆(p, u)
where u ∈ Σ, that is, where u is a letter. Define ∆(p, u), where u ∈ Σ∗

(that is, where u may be a word instead of a letter) recursively as follows.
If |u| = 1, then ∆(p, u) is defined as a typical transition. Else, if |u| > 1,
then ∆(p, u) = ∆(∆(p, u0), u1...u|u|−1). Intuitively, q ∈ ∆(p, u) if u labels a
path from p to q. Let Lp,q = {u ∈ Σ∗ | q ∈ ∆(p, u)} denote the set of words
labeling the runs from p to q.

Definition 3.4. The automaton A = (S, s0,∆, F ) on finite or infinite words
is counter-free if um ∈ Lp,p for m > 1 implies u ∈ Lp,p for all states p ∈ S
and all words u ∈ Σ∗.

First we use this definition to prove the following proposition, which will
be necessary for the proof of the equivalent expressibility of first-order logic
and counter-free automata.

Proposition 3.1. If a nondeterministic automaton is counter-free, then the
corresponding deterministic automaton is also counter-free.

Proof. Let A = (S, s0,∆, F ) be a nondeterministic counter-free automaton.
According to the powerset construction, we can define a deterministic au-
tomaton A′ such that L(A) = L(A′) by A′ = (2S, {s0}, δ, F ′), where for
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all P ∈ 2S, for all a ∈ Σ, δ(P, a) = {δ(p, a) | p ∈ P}, and F ′ = {P ∈ 2S |
P ∩F 6= ∅}. We refer to [Kel95] for a further explanation of this construction.
Below, we use capital letters to denote states of A′, and the corresponding
lower case letters to denote states of A.

Assume um ∈ LP,P for m > 1, u ∈ Σ, P ∈ 2S. Then there exists a cycle
from P to P with m states (not necessarily distinct) and transitions on input
u. Index the states and let P = P0. So there is a sequence P0, P1, ...Pm−1

such that δ(Pn, u) = Pn+1 for 0 ≤ n ≤ m − 2, and δ(Pm−1, u) = P0. By
the powerset construction, for all q ∈ δ(P, a), there exists p ∈ P such that
q ∈ ∆(p, a). Let p0 ∈ P0. Since δ(Pm−1, u) = P0, there exists pm−1 ∈ Pm−1

such that p0 ∈ ∆(pm−1, u). Similarly, since δ(Pn, u) = Pn+1 for 0 ≤ n ≤ m−2,
there exists pm−2 ∈ Pm−2 such that pm−1 ∈ ∆(pm−2, u). We continue to
“move backwards” in this way through m transitions on u, at which point
we arrive at another state p′0 ∈ P0. Now we repeat the process, generating
another m-length cycle from p′0 to p′′0, where p′0, p

′′
0 ∈ P0. If there are n states

in P , then by the pigeonhole principle, we need to cycle backwards at most
n − 1 times before we land on some previously visited q ∈ P0. Since each
cycle is of length m, we have that ukm ∈ Lq,q. Since we cycled backwards
from p0 to reach q, we also have that ujm ∈ Lq,p0 , where j + k ≤ n − 1. To
illustrate, let

s→n
u s
′

indicate a path from state s to state s′ consisting of n cycles on the letter u,
or equivalently, un ∈ Ls,s′ . Thus, we have:

q →km
u q →jm

u p0

and so ukm+jm ∈ Lq,p0 . Since A was assumed to be counter-free, ukm ∈ Lq,q
implies u ∈ Lq,q. So we actually have:

q →u q →jm
u p0

and therefore, u1+jm ∈ Lq,p0 . Recall that un ∈ Lp,q if and only if q ∈
∆(p, un). So the initial assumption um ∈ LP0,P0 implies δ(P0, u

m) = P0, and
the conclusion ujm+1 ∈ Lq,p0 from above implies p0 ∈ ∆(q, ujm+1). Since
q ∈ P0, according to the definition of δ from the powerset construction, we
have p0 ∈ δ(P0, u

jm+1). Because δ(P0, u
m) = P0, the jm cycles on u from P0

simply bring us back to P0, and thus p0 ∈ δ(P0, u
jm+1) implies p0 ∈ δ(P0, u

1).
Since p0 was arbitrary, we have shown P0 ⊆ δ(P0, u).
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(a) ∅ (b) {a} (c) A1 ∪A2 (d) A1A2

Figure 4: Automata for star-free regular languages

It remains to be shown that δ(P0, u) ⊆ P0. Since δ(P0, u
m) = P0, we

can instead show δ(P0, u) ⊆ δ(P0, u
m). Note that, by the definition of δ

from the powerset construction, A ⊆ B implies δ(A, u) ⊆ δ(B, u) for states
A,B and u ∈ Σ∗. This is because δ(A, u) is the union of states reached by
transitions out of states in A. So if B contains A, the union δ(B, u) con-
tains the union δ(A, u). Then, because we have P0 ⊆ δ(P0, u), we also have
δ(P0, u) ⊆ δ((δ(P0, u)), u) = δ(P0, u

2). Continuing in this manner, δ(P0, u) ⊆
δ(P0, u

2) ⊆ δ(P0, u
3) ⊆ ... ⊆ δ(P0, u

m). Thus, δ(P0, u) ⊆ δ(P0, u
m) = P0. So

we have shown P0 = δ(P0, u), which implies u ∈ LP0,P0 . Thus, the determin-
istic automaton A′ is counter-free.

Theorem 3.6 ([MP71]). A language L of finite words is first-order definable
if and only if L is recognized by a counter-free automaton.

Theorem 3.7 ([DG08]). A language L of infinite words is first-order defin-
able if and only if L is recognized by a counter-free Büchi automaton.

Proof. We prove only the forward direction of the finite case. The infinite
case is almost identical, because we can easily build a counter-free Büchi
automaton instead. The proof assumes some familiarity with the fact that
given a regular language, a corresponding automaton can be constructed, as
illustrated for the star-free regular languages in Figure 4. See [Kel95] for a
more thorough treatment of this basic automata theory. (⇒): Let L be first-
order definable. Then by Theorem 3.3, L is star-free regular. We proceed
by induction on the construction of L. In the base cases, L = ∅ or L = {a}
for some a ∈ Σ. It is clear from Figure 4 that none of the corresponding
automata have cycles. Thus, Ls,s = ∅ for all states s, so the condition in the
definition is satisfied vacuously. Now assume that star-free regular languages
of lower construction complexity than L are recognized by a counter-free
automaton. We have the following cases:
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• L = L1 ∪ L2. By the induction hypothesis, both L1 and L2 are
recognized by counter-free automata A1 = (S1, s1,∆1, F1) and A2 =
(S2, s2,∆2, F2), respectively. Then L is recognized by A = (S1 ∪ S2 ∪
{s0}, s0,∆

′, F1 ∪ F2), where s0 is a new initial state, and ∆′ augments
∆1 and ∆2 with the transitions ∆′(s0, ε) = {s1, s2} (Figure 4c). As-
sume um ∈ Lp,p for m > 1, u ∈ Σ∗, and p ∈ S. If p = s0, then there
are no cycles from p to p, so Lp,p = ∅, a contradiction. If p ∈ S1, then
all cycles from p to p are in A1. If p ∈ S2, then all cycles from p to p
are in A2. In either case, by the induction hypothesis, u ∈ Lp,p. Thus,
A is counter-free.

• L = L1L2. By the induction hypothesis, both L1 and L2 are recognized
by counter-free automataA1 = (S1, s1,∆1, F1) andA2 = (S2, s2,∆2, F2),
respectively. Then L is recognized by A = (S1 ∪ S2, s1,∆

′, F2), where
∆′ augments ∆1 and ∆2 with the transitions s2 ∈ ∆′(f, ε) for f ∈ F1

(Figure 4d). These additional transitions in ∆′ connect the accepting
states in A1 to the initial states in A2. Assume um ∈ Lp,p for m > 1,
u ∈ Σ, p ∈ S. If p ∈ S1, then all cycles from p to p are in A1. If p ∈ S2,
then all cycles from p to p are in A2. In either case, by the induction
hypothesis, u ∈ Lp,p. Thus, A is counter-free.

• L = L1. By the induction hypothesis, L1 is recognized by a counter-free
automata A1. Then L is recognized by the complement automaton A1,
which is constructed by building the deterministic automaton A′1 that
recognizes the same language as A1, and then switching the accepting
and non-accepting states of A1. See [Kel95] for a more complete ex-
planation of complementing determinisitic automata over finite words.
By the previous proposition, determinizing A1 preserves the property
of being counter-free. Clearly, switching accepting and non-accepting
states preserves the property as well. So A1 is counter-free.

Thus, in the finite case, first-order definable languages, star-free regular
languages, and languages recognized by counter-free automata are all the
same. In the infinite case, the equivalence is between star-free ω-regular lan-
guages and languages recognized by counter-free Büchi automata. The nat-
ural next step is to examine the family of second-order definable languages.
It turns out that these are the (ω)-regular languages, and are exactly the
languages recognized by (Büchi) automata.
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4 Second-order definability

Büchi originally studied the connection between second-order logic, regular
languages, and automata [Büc62]. The results have been further explored in
[VW08, Tho96]. We present the following theorem, although we will again
prove only a handful of the stated equivalences.

Theorem 4.1 ([Büc62]). Let L be a language of finite (or infinite) words.
The following statements are equivalent:

− L is second-order definable.
− L is (ω-)regular.
− L recognized by a (Büchi) automaton.

In this section, we review these relationships with the goal of proving
relevant properties of Büchi automata, such as their closure under intersec-
tion and complementation. The latter proof, which takes an combinatorial
approach based on Ramsey’s Theorem, is especially interesting. We will see
that complementing Büchi automata, although possible, is quite inefficient,
and therefore typically avoided when implementing model checkers.

4.1 Closure Properties for Büchi automata

The family of languages recognized by Büchi automata is closed under union,
intersection, concatenation, ω-power, and complementation. The construc-
tions for union and concatenation are analogous to the finite case, as de-
scribed in the proof of Theorem 3.6 and shown in Figure 4. Since the other
properties are useful throughout the remainder of the paper, we give the
constructions and proofs below.

Theorem 4.2. Given Büchi automata A and B, there exists a product Büchi
automaton A×B such that L(A×B) = L(A) ∩ L(B).

Before presenting the proof, we give an informal overview of the construc-
tion of the product automaton A×B. The states of A×B are three-tuples,
where the first two coordinates correspond to states in the original automata,
and the last indicates the automaton to which we are currently “paying atten-
tion”. We refer to this as being on the “track” of one automaton or the other.
This last coordinate determines whether both original automata would have
accepted the input. We start by running on the track of the first automata,
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and when an accepting state is reached, we switch to the track of the second.
When that automata reaches an accepting state, we switch back to the first
track. The product automaton accepts an input if we switch back and forth
infinitely many times, because this means both automata visit an accepting
state infinitely often. So the accepting states of the product automaton are
those in which we transition from one track to the other.

Proof. ([LS04]) First we give the construction of A×B, and then show that
L(A×B) = L(A)∩L(B). Let A1 = (S1, s1,∆1, F1) and A2 = (S2, s2,∆2, F2)
be Büchi automata. Define A1 × A2 = (S, s0, δ, F ) to be their product. We
have S = S1×S2×{1, 2}, s0 = 〈s1, s2, 1〉, and F = {〈p, q, 2〉 | p ∈ S1 and q ∈
F2} (we can equivalently define F = {〈p, q, 1〉 | p ∈ F1 and q ∈ S2}). Define
the transition function ∆ : S × Σ→ 2S as:

∆(〈p, q, 1〉, a) = {〈p′, q′, 1〉 | p′ ∈ ∆1(p, a) and q′ ∈ ∆2(q, a)} if p /∈ F1

∆(〈p, q, 1〉, a) = {〈p′, q′, 2〉 | p′ ∈ ∆1(p, a) and q′ ∈ ∆2(q, a)} if p ∈ F1

∆(〈p, q, 2〉, a) = {〈p′, q′, 2〉 | p′ ∈ ∆1(p, a) and q′ ∈ ∆2(q, a)} if q /∈ F2

∆(〈p, q, 2〉, a) = {〈p′, q′, 1〉 | p′ ∈ ∆1(p, a) and q′ ∈ ∆2(q, a)} if q ∈ F2

We prove that the above construction is correct by showing L(A×B) =
L(A)∩L(B). Let u ∈ L(A×B). Then there is an accepting run π of A×B
on the input u, so π visits at least one state 〈p, q, 2〉 ∈ F infinitely often.
According to the definition of F , p ∈ S1 and q ∈ F2. So π visits states q ∈ F2

infinitely often while on B’s track. Thus, π is an accepting run of B, and
so B accepts u. According to the definition of ∆, after visiting a state in
F , we switch back to A’s track. But because we must visit the state in F
infinitely often, we are guaranteed to switch back to B’s track infinitely many
times. Again, according to ∆, we only switch to B’s track after visiting a
state q ∈ F1 on A’s track. So we must visit an accepting state of A infinitely
often. Thus, A also accepts u, and so u ∈ L(A) ∩ L(B).

Now let u ∈ L(A) ∩ L(B). Then there are accepting runs πA and πB
of A and B on the input u, respectively. Let π be the run of A × B on u.
Since πA visits states in F1 infinitely often, whenever we are on A’s track,
we are guaranteed to reach a state 〈p, q, 1〉, where p ∈ F1, q ∈ S2, infinitely
often, and therefore switch to B’s track. Similarly, since πB visits states in
F2 infinitely often, whenever we are on B’s track, we are guaranteed to reach
a state 〈p, q, 2〉, where p ∈ S1, q ∈ F2, infinitely often, and therefore switch
back to A’s track. Since 〈p, q, 2〉 ∈ F , we will visit a state in F infinitely
often, so π is an accepting run of A×B. Therefore, A×B accepts u.
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Figure 5: Aω

Theorem 4.3. Given an automaton A on finite words, there exists a Büchi
automaton Aω such that L(A)ω = L(Aω).

Proof. Let A = (S, s0,∆, F ) be an automaton on finite words. Define Aω =
(S∪{ι}, ι,∆′, {ι}), where ∆′ augments ∆ with transitions of the form ∆(ι, ε) =
{s0} and ι ∈ ∆′(f, ε) for f ∈ F (Figure 5). The new accepting state ι forces
A to loop over itself infinitely in an accepting run. It is easily checked that
L(A)ω = L(Aω).

4.2 Büchi Complementation

We now turn to the issue of complementing Büchi automata. The com-
plementation construction for Büchi automata is highly nontrivial, and as a
result, such constructions are typically avoided. A survey of the development
and improvement of complementation constructions is given in [Var07]. The
original construction, based on Büchi’s proof that Büchi automata are indeed
closed under complementation, is of doubly exponential complexity [Büc62].
New algorithms have since been designed, and the complexity has been re-
duced to singly exponential, but we do not explore those here. First we
give a comparatively simple construction that works for deterministic Büchi
automata (DBAs) only, and then we give Büchi’s original proof.

4.2.1 Complementing DBAs

Recall that a deterministic automaton can make only one transition for each
state/input pair, whereas a nondeterministic automaton may choose between
several possible transitions. Deterministic and nondeterministic automata
over finite words recognize the same languages, so given a nondeterministic
automaton, we can apply the powerset construction to build a deterministic
automaton that recognizes the same language. Unlike automata on finite
words, Büchi automata are not closed under determinization. Nondetermin-
istic Büchi automata (NBAs) are strictly more expressive than deterministic
Büchi automata (DBAs).
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(a) NBA (b) DBA

Figure 6: Powerset construction

As an example, consider the language ({a} ∪ {b})∗{a}ω, which is recog-
nized by the NBA in Figure 6a. We can try to determinize the NBA using
the powerset construction, which generates the DBA in Figure 6b. However,
this automaton accepts words that are not in the language ({a}∪{b})∗{a}ω,
such as the word (ab)ω. In fact, there exists no DBA accepting the language
({a} ∪ {b})∗{a}ω. Suppose that such an automaton A exists, with the set F
of accepting states. Then there is an accepting run of A on the word aω. So
A visits some state in F after reading some finite prefix ai of aω. Now A also
accepts the word aibaω ∈ ({a} ∪ {b})∗{a}ω. So A must visit some state in F
even farther along the word, after reading some finite prefix aibaj of aibaω.
In this way, we can construct a word aibajbak... for which A visits states in
F infinitely often. Yet such a word is not in the language ({a} ∪ {b})∗{a}ω.

The complement of a Büchi automaton A = (S, s0,∆, F ) accepts exactly
those runs that do not visit states in F infinitely often. Thus, one may expect
that we can complement deterministic Büchi automata by complementing the
acceptance condition, that is, by replacing F by S − F in the complement
automata. But not visiting F infinitely often is not the same as visiting
S − F infinitely often. A run could visit both F and S − F infinitely often,
and therefore be accepted by both the original and complement automata.
Therefore, the complementation of DBAs is more complicated than one might
suspect. We present a construction from [LS04]. First we give an overview,
and the formal construction and proof follow below.

Let A = (S, s0, δ, F ) be a deterministic Büchi automaton. To complement
A, we first make make two copies of A: A0, with states of the form 〈q, 0〉,
and A1, with states of the form 〈q, 1〉. The complement automaton A will
be constructed from A0 and A1. There are transitions from A0 to A1, but
not in the other direction. We build A by making the following changes
to the copies A0 and A1. In the A0 copy, we change all accepting states to
ordinary states. In the A1 copy, we remove all accepting states of the original
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automaton, and make all remaining states accepting. For all transitions in A
of the form δ(q, a) = q′ where q′ is non-accepting, we add a nondeterministic
transition in A from 〈q, 0〉 to 〈q′, 1〉 on a.

Intuitively, the construction works as follows. Suppose A accepts a run.
Then the run visits states in F infinitely often. Since the accepting states of
the original automaton only exist in A0, and there are no transitions from
A1 back to A0, the run must remain in A0. As a result, A will not accept,
because all of A’s accepting states are in A1. Now suppose A rejects a run.
Then the run visits states in F only finitely often, so at some point, no more
states in F are visited. At this point the run can transition to A1, because
every non-accepting state in A0 can move to A1. Then, since there are no
transitions from A1 to A0, the run must remain in A1 from that point on.
Since all states in A1 are accepting states of A, A accepts this run.

Construction ([LS04]) Let A = (S, s0, δ, F ) be a deterministic Büchi au-
tomaton. Let A = (S, s0, δ, F ) be its nondeterministic complement. Define
the set of states S = {S×{0}}∪{S\F×{1}}, the initial state s0 = 〈s0, 0〉, and
accepting states F = {S\F × {1}}. Note that {S × {0} are the states of A0

and {S\F ×{1} are the states of A1. The transition function δ : S×Σ→ 2S

is defined as follows:

δ(〈s, 0〉, a) =

{
{〈δ(s, a), 0〉} if δ(s, a) ∈ F
{〈δ(s, a), 0〉, 〈δ(s, a), 1〉} if δ(s, a) /∈ F

δ(〈s, 1〉, a) = {〈δ(s, a), 1〉} if δ(s, a) /∈ F

Proposition 4.1. A accepts u ∈ Σω if and only if A rejects u.

Proof. Let A = (S, s0, δ, F ) be a deterministic Büchi automaton, and let
A = (S, s0, δ, F ) be its nondeterministic complement, constructed as given
above. (⇒): Suppose A accepts u ∈ Σω, and let π be the accepting run
of A on u. Then π visits F infinitely often, so at some point (call it k), π
must have moved into A1. Then π is of the form 〈π′0, 0〉...〈π′k, 0〉〈π′k+1, 1〉....
According to the definition of δ, π′ = π′0π

′
1... must be the run of A on u.

Since there are no states of F in A1, ∀i > k, π′i /∈ F . So π′ visits F finitely
often, and therefore, A rejects u. (⇐): Since the above statements imply
each other in both directions, this direction follows trivially.

As an example, apply this construction to the deterministic automaton
A over the alphabet {a, b}, defined by A = ({s, f}, s, δ, {f}), and shown in

26



(a) A (b) A

Figure 7: Complementation of a DBA using an NBA

Figure 7a. Note that A accepts words with at least one occurrence of the
letter b. The nondeterministic complement of A is defined by A = (S, s0, δ, F )
with S = {〈s, 0〉, 〈f, 0〉, 〈s, 1〉}, s0 = 〈s, 0〉, and F = {〈s, 1〉} (Figure 7b). The
transition function δ is defined by the edges in the figure. As expected, A
accepts words with no occurence of the letter b.

4.2.2 Complementing NBAs

We now give Büchi’s proof that Büchi automata are closed under comple-
mentation. In fact, the proof is of the equivalent statement that the comple-
ment of a Büchi recognizable language is also Büchi recognizable. Although
this approach seems nonconstructive, we can turn it into a complementation
construction of doubly exponential complexity. The proof is originally from
[Büc62], but our presentation borrows ideas from [Str94]. First we prove that
the ω-regular languages are exactly those recognized by Büchi automata, and
then we give a series of supplementary propositions.

Theorem 4.4. A language L is ω-regular if and only if L is recognized by a
Büchi automaton.

Proof. (⇒): Let L be an ω-regular language. By Theorem 2.1, L can be writ-
ten as a finite union of languages of the form JKω, where J and K are regular
languages. Because Büchi automata are closed under union, concatenation,
and ω-power, there exists a Büchi automaton that recognizes L. (⇐): Let
L(A) be the language recognized by a Büchi automaton A = (S, s0,∆, F ).
For s, s′ ∈ S, let Ls,s′ = {u ∈ Σ∗ | s′ ∈ ∆(s, u)} denote the set of words
read on the finite runs from s to s′. So Ls,s′ is a regular language. The word
u ∈ Σω is accepted by A if and only if there is some f ∈ F that is visited
infinitely often by a run of A on u. This implies that infinitely many finite
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prefixes of the run end at f . So u can be written as the conjunction of such a
finite prefix with an infinitely repeating suffix that continues to visit f . The
prefix is in the language Ls0,f and the suffix is in Lωf,f . Thus, we have:

L(A) =
⋃
f∈F

Ls0,fL
ω
f,f .

By Theorem 2.1, L(A) is an ω-regular language.

Our first supplementary proposition depends on the following definition
of an equivalence relation on finite words with respect to a given Büchi au-
tomaton A = (S, s0,∆, F ). Let s, s′ ∈ S be states and u ∈ Σ∗. We use the
notation s →u s

′ to indicate the existence a path from s to s′ on u, and
the notation s →f

u s
′ to indicate the existence of such a path including an

accepting state f ∈ F .

Definition 4.1. Two words u, u′ ∈ Σ∗ are equivalent, denoted u ∼ u′, if the
following conditions are satisfied:

1. For all pairs of states s, s′ ∈ S, s→u s
′ if and only if s→u′ s

′.

2. For all pairs of states s, s′ ∈ S, s→f
u s
′ if and only if s→f

u′ s
′.

Proposition 4.2. The relation ∼ defined above is an equivalence relation
of finite index, and each of the equivalence classes defined by ∼ are regular
languages.

Proof. It is easy to see that the relation ∼ is reflexive, symmetric, and tran-
sitive. Therefore, ∼ is an equivalence relation. To show that ∼ is of finite
index, we must show that there are only finitely many equivalence classes
defined by ∼. The equivalence class of a word u is determined by the set of
pairs of states s, s′ ∈ S for which s →u s

′ and the set of pairs s, s′ ∈ S for
which s→f

u s
′. Call the former set P and the latter P f . Formally, we define

the equivalence class [u] of a word u:

[u] =
⋂

p,p′∈P

Lp,p′ ∩
⋂

p,p′∈P f

Lp,p′ ∩
⋂

p,p′ /∈P

Lp,p′ ∩
⋂

p,p′ /∈P f

Lp,p′

Since sets of the form Ls,s′ are regular languages, and regular languages are
closed under intersection and complement, [u] is a regular language. Further,
since S is finite, P, P f ⊆ S × S are finite. So ∼ is of finite index.

28



Proposition 4.3. Let u ∈ Σω. Then there exist ∼-equivalence classes V,W
such that u ∈ VW ω.

Proof. Let u ∈ Σω. For integers i < j, let uij denote the subword of u
beginning at the ith position and ending at the j − 1th position. Color the
pair {i, j} ∈ 2N with the equivalence class of uij. Since there are only finitely
many equivalence classes, this gives us a finite coloring of the infinite set
{S ∈ 2N | |S| = 2}. We use Ramsey’s Theorem:

Theorem 4.5 (Ramsey’s Theorem). Let X be some countably infinite set.
Color the elements of X(n) (the subsets of X of size n) in c different colors.
Then there exists some infinite subset M of X such that the size n subsets
of M all have the same color.

So there exists an infinite subset I ⊆ N such that the size two subsets of
I all have the same color. That is, all size two subsets of I all belong to the
same equivalence class, call it V . So uab ∈ V for all a, b ∈ I. We can order I
as {i1 < i2 < ...}. So ui1i2ui2i3ui2i3 ... ∈ V ω. Let U be the equivalence class of
u1i1 . Then u = u1i1ui1i2ui2i3 ... ∈ UV ω.

Proposition 4.4. Let V,W be ∼-equivalence classes. Let L(A) be the lan-
guage recognized by a Büchi automaton A. If VW ω ∩ L(A) 6= ∅, then
VW ω ⊆ L(A).

Proof. Let V,W be ∼-equivalence classes. Let L(A) be the language rec-
ognized by a Büchi automaton A. Suppose VW ω ∩ L(A) 6= ∅. Let u ∈
VW ω ∩ L(A). Then u = vw1w2... where v ∈ V,wi ∈ W . So there is a se-
quence of states s0s1s2... ∈ S such that s0 →v s1, si →wi

si+1 for all i ≥ 1,
and si →f

wi
si+1 for infinitely many i. Now let t ∈ VW ω. We will show that

t ∈ L(A). We have u = v′w′1w
′
2... where v′ ∈ V,w′i ∈ W . So v ∼ v′ and

wi ∼ w′i for all i. Thus, by definition of the ∼ equivalence relation, s0 →′v s1,
si →w′

i
si+1 for all i ≥ 1, and si →f

w′
i
si+1 for infinitely many i. So there is

an accepting run of A on t, and therefore t ∈ L(A).

Theorem 4.6 ([Büc62]). Büchi automata are closed under complementation.

Proof. ([Str94]) Let L(A) be the language recognized by the Büchi automaton
A = (S, s0,∆, F ). By Theorem 4.4, the ω-regular languages are exactly those
recognized by Büchi automata. By Theorem 2.1, all ω-regular languages can
be expressed as a finite union of languages of the form JKω, where J and
K are regular languages. Thus, to prove that L(A) is Büchi recognizable,
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and therefore that Büchi automata are closed under complementation, it is
sufficient to show that L(A) is of the form described by Theorem 2.1. We
claim that L(A) equals the union of languages of the form JKω where J
and K are ∼-equivalence classes and JKω ∩ L(A) = ∅. Since none of the
languages in the union contain words in L(A), the union is contained in
L(A). To show that L(A) is contained in the union, and that therefore the
two are equal, we proceed as follows. Let u ∈ L(A). By Proposition 4.3,
there exist ∼-equivalence classes J,K such that u ∈ JKω. Since u ∈ L(A)
and u ∈ JKω, JKω ∩L(A) 6= ∅. Then, by Proposition 4.4, JKω ⊆ L(A). So
JKω ∩L(A) = ∅. Therefore, JKω is contained in the union described above.
Since u ∈ JKω, we have that u is contained in the union as well. Because
u ∈ L(A) was arbitrary, we have that L(A) is contained in the union, and
therefore the two are equal. Thus, L(A) is Büchi recognizable.

4.3 Second-order logic

We conclude this discussion by presenting Büchi’s theorem that the (ω)-
regular languages recognized by (Büchi) automata are exactly those definable
in monadic second-order logic. Although this result is not necessary to un-
derstand automata-theoretic model checking, we present it for completeness.
First, we review second-order logic, an extension of first-order logic. Whereas
the variables in first-order logic only range over individual elements in the
domain, variables in monadic second-order logic can also range over subsets
of elements in the domain. Such second-order variables are distinguished by
the use of capital letters, e.g. X instead of x. We interpret these variables as
we do unary predicates in first-order logic, except that these predicates are
not defined in the vocabulary, and thus introduce two new types of formulas:
∃X(ψ(X, ...)) and ∀X(ψ(X, ...)). The former is true if and only if there ex-
ists some subset of the domain that satisfies ψ, and the latter is true if and
only if every subset of the domain satisfies ψ. As an example, consider the
regular language (ΣΣ)∗ consisting of even-length words. The corresponding
second-order formula φ must ensure that, given a word u, there exists a set
X of even positions of u such that (1) the first position 0 of u is in X, (2) a
position x is in X if and only if the next position x+ 1 is not in X, and (3)
the last position of u is not in X. We specify these conditions as follows:

1. X(0)
2. ∀x(X(x)↔ ¬X(S(x))
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3. ∀x((∀y(y < x))→ ¬X(x)))

Let ψ be the conjunction of the above formulas. Then φ = ∃Xψ.

Theorem 4.7 ([Büc62]). A language L is regular if and only if L is definable
in monadic second-order logic.

Theorem 4.8 ([Büc62]). An language L is ω-regular if and only if L is
definable in monadic second-order logic.

Proof. ([Tho96], [Str94]) We only show one direction. First, we give a con-
struction for the forward direction of the finite case. The proof of correctness
is presented along with the construction, and is therefore perhaps not entirely
rigorous. However, the idea should be intuitively clear. We will then extend
the construction to the infinite case. As a first step, we use the fact that
regular languages are exactly those accepted by automata on finite words.
A proof of this theorem may be found in a textbook on automata theory,
such as [Kel95]. (⇒): Let L be a regular language, and let A = (S, s0,∆, F )
be an automaton such that L = L(A). Index the states of A by s0, ..., sn.
We construct a second-order formula φA such that for all u ∈ Σ∗, u ∈ L(A)
if and only if u |= φA. Let u ∈ Σ∗, and let π be a run of A on u. Then
u ∈ L(A) if and only if there is a run π that is accepting. A run is accepting
if and only if (1) each step of the run visits exactly one state, (2) the run
begins in the initial state, (3) the run moves between states according to the
transition relation, and (4) the run ends in an accepting state.

We formalize these conditions by introducing a second-order variable Xi

for each state si. Since a second-order variable is a set of letter positions
of u, we have Xi ⊆ {0, ..., |u| − 1}. Assign to each Xi variable the set of
all positions of u at which the run π visits state si. Recall that πx denotes
the state of the automaton when reading the xth letter of u. So we have
Xi = {x ∈ {0, ..., |u| − 1} | πx = si}. Thus, Xi(x) is true if and only if
πx = si. For instance, if π = s0s5s8..., then X0(0), X5(1), and X8(2) are
true. In fact, π begins in state s0 if and only if X0(0) is true. Indeed, we
can formalize all four acceptance conditions described above in this way. We
have that π is accepting if and only if the following formulas are true:

1. Each step of the run visits exactly one state. So for all positions x of
u, we have πx = si for some 0 ≤ i ≤ n, and it is not the case that
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πx = si = sj where i 6= j.

∀x

(( ∨
0≤i≤n

Xi(x)

)
∧

(∧
i 6=j

¬(Xi(x) ∧Xj(x)

))

2. The run begins in the initial state: X0(0)

3. The run moves between states according to the transition relation. So
for all non-maximal positions x of u, there is some transition sj ∈
∆(si, a) such that πx = si, πx+1 = sj, and a occurs at position x. Note
that the length of a run π on a word u is one more than the length
of u. This is because the automaton transitions to the last state in π
after reading the final letter of u. As a result, we cannot quantify over
the last state visited by π, and must separately ensure that this final
transition is correct, which we do in #4.

∀x

∃y(y > x)→
∨

sj∈∆(si,a)

(Xi(x) ∧ a(x) ∧Xj(S(x)))


4. The run ends in an accepting state. So if x is the last position in u,

there is some transition sj ∈ ∆(si, a) such that sj is an accepting state,
πx = si, and a occurs at position x.

∀x

∀y(y < x)→
∨

sj∈∆(si,a)∩F

Xi(x) ∧ a(x)


Let ψ be the conjunction of these formulas, and define φA = ∃X0...Xnψ.
Intuitively, φA guesses potential assignments of letter positions of u to the
Xi variables, and then checks if the assignment satisfies the conjuction ψ.
A word u ∈ Σ∗ is a model of φA if and only if such a satisfying assignment
exists. We know the assignment Xi = {x ∈ {0, ..., |u| − 1} | πx = si} satisfies
ψ if and only if the run π of A on u is accepting. Indeed, we explicitly wrote
ψ to model the acceptance conditions of a run, in order for this to be the
case. So u is a model of φA if and only if A accepts u. Thus, the construction
of φA is correct.

The above proof can easily be extended for the infinite case of the theo-
rem. By Theorem 4.4, given an ω-regular language, we can construct a Büchi
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Figure 8: Kripke structure MS

automaton that recognizes it. Then we construct the corresponding second-
order formula exactly as in the finite case, with one modification. Instead of
specifying that the run ends in a final state, we guarantee that the run visits
a final state infinitely often. So the fourth part of the formula becomes:

∀x

(
∃y

(
(y > x) ∧

∨
si∈F

Xi(y)

))
.

This concludes our discussion of second-order definability. Having studied
the theory of linear temporal logic and Büchi automata, we are finally ready
to discuss the automata-theoretic approach to model checking.

5 Model Checking

Recall that the model checking problem involves determining whether a sys-
tem, represented as a Kripke structure M , is a model of a specification,
written as an LTL formula φ. We say that M is a model of φ, denoted
M |= φ, if and only if all the infinite words generated by M are models of φ.

Definition 5.1. For a Kripke structure M and an LTL formula φ, M |=
φ⇔ Mod(M) ⊆ Mod(φ).

Thus, to determine whether M |= φ, we check if all words that are models
of a Kripke structure M are also models of an LTL formula φ. To illustrate,
consider the example system S from Section 2.1. The Kripke structure rep-
resentation of the system is in Figure 8. Suppose we want to ensure that the
system is ready, denoted by the proposition p, until it is started, denoted by
the proposition q. Then the LTL specification is φ = pUq. It should be clear
that all words generated by runs of MS are models of φ, because from the
ready state, MS must transition to the started state. For instance, the words
{p}{q}{q}{q}... and {p}{q}{p}{q}... are both generated by MS, and we can
easily verify that these words are models of the formula pUq. Yet, there are
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Figure 9: Automata-theoretic model checking

an infinite number of runs through MS, and therefore an infinite number of
models of M . We cannot test each individually.

One approach to the model checking problem is to frame it in the context
of traditional logic. As shown in Section 2.1, there exists a formula ϕM whose
models are exactly the words generated by the runs of M . So M |= φ if and
only if all models of ϕM are also models of φ. Thus, the model checking
problem reduces to checking the validity of the formula |= ϕM → φ. We do
not take this approach, and instead solve the model checking problem from an
automata-theoretic perspective. Automata provide a unifying framework in
which to examine a system’s representation and specification. As previously
mentioned, it is possible to convert both a Kripke structure and LTL formula
to Büchi automata [WVS83]. Then, as first explained in [WV86], the model
checking problem can be solved by performing simple constructions on these
two automata. A tutorial on the relationship between LTL, automata, and
model checking is found in [Var96].

To be more precise, given a Kripke structure M and an LTL formula φ,
we can construct Büchi automata AM and Aφ such that L(AM) = Mod(M)
and L(Aφ) = Mod(φ). Thus, to determine whether M |= φ, we simply check
whether the language of the Kripke structure’s automaton is contained in the
language of the LTL formula’s automaton. If so, Mod(M) ⊆ Mod(φ), and
therefore M |= φ. The standard approach to deciding language containment
L(A) ⊆ L(B) of two automata A,B follows directly from the equivalence
A ⊆ B ⇔ A∩B = ∅. We build a product automaton AM ×A¬φ whose runs
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represent the behaviors of M that do not meet the specification φ. Note
that we construct A¬φ instead of taking the complement of Aφ, since the
latter construction is so difficult. If the language of the product automaton
AM×A¬φ is empty, then M has no behaviors that violate φ, and therefore M
is a model of φ. This strategy is illustrated in Figure 9. Since we already know
how to construct Kripke structures, write LTL formulas, and take the product
of Büchi automata, all that remains to be discussed is the construction from
Kripke structures and LTL formulas to Büchi automata, and the emptiness
check for the language of the product automaton. Of these tasks, only the
construction from LTL to automaton is nontrivial.

5.1 Kripke to Büchi

Theorem 5.1 ([EMCGP99]). Given a Kripke structure M , there exists a
Büchi automaton AM such that L(AM) = Mod(M).

Proof. ([EMCGP99]) Let M = (S, S0, R, L) be a Kripke structure over 2AP .
Define a Büchi automaton AM = (S∪{s0}, s0,∆, S∪{s0}) over the alphabet
2AP where s ∈ ∆(s0, L(s)) for all s ∈ S0 and s′ ∈ ∆(s, L(s′)) if and only
if (s, s′) ∈ R. Essentially, convert M to AM by adding a new initial state,
making all states accepting, and moving the labels from the states to the
transitions (Figure 10). It is easy to see that L(AM) = Mod(M). If u /∈
Mod(M), and therefore no run of M generates u, then a run of AM on u will
eventually reach a point where no valid transition exists. Thus, L(AM) ⊆
Mod(M). Else, if u ∈ Mod(M), and therefore some run of M does generate
u, then a run of AM on u will always be able to make valid transitions.
Further, since all states in AM are accepting, this implies that u ∈ L(AM).
So L(AM) = Mod(M).

As an example, we show the conversion from the Kripke structure MS to
the Büchi automaton AMS

in Figure 11.

5.2 LTL to Büchi

There is a long history of developing and improving translation algorithms
from LTL to Büchi automata. The first key result came from [Büc62], which
gives a translation of first-order logic to Büchi automata. Since LTL can be
translated to first-order logic, this result proved that an LTL to Büchi trans-
lation was possible. However, the algorithm has a high complexity as a result
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(a) Initial state (b) Transitions

Figure 10: Kripke to Büchi conversion

(a) MS (b) AMS

Figure 11: Kripke to Büchi example

of the difficulty of complementing a Büchi automaton. Later, the traditional
exponential algorithm was proposed [WVS83] and then refined [VW94]. The
algorithm has since been improved greatly, but we refrain from exploring
such optimizations. A survey of these algorithms and their history, along
with a tutorial explanation, can be found in [Wol00]. The first algorithm we
discuss works by induction on the structure of φ. Due to the complexity of
the complementation step, this algorithm is rarely implemented.

Theorem 5.2 ([Büc62, WVS83, VW94]). Given an LTL formula φ, there
exists a Büchi automaton Aφ such that L(Aφ) = Mod(φ).

Näıve Construction ([Var98]) Let φ be an LTL formula. In the base
case, φ = p for some p ∈ AP . Let Aφ be the automaton shown in Figure
12a. Assume that for any subformula φ′ of φ, there exists a Büchi automaton
Aφ′ such that L(Aφ′) = Mod(φ′). We have the following cases. Note that we
include cases for the G and F operators because, although technically not
necessary, they make the case for the U operator significantly more intuitive.

If φ = ¬φ1, let Aφ = Aφ1 , the complement of Aφ1 . Recall from Theorem
4.6 that Büchi automata are closed under complementation. If φ = φ1∧φ2, let
Aφ = Aφ1×Aφ2 , according to the construction from the proof of Theorem 4.2.
If φ = Xφ1, let Aφ be the automaton shown in Figure 12b. We have simply
added a “dummy” initial state to Aφ1 to delay its execution by one step. If
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(a) Ap (b) AXφ1

(c) AFφ1
(d) Aφ1Uφ2

Figure 12: Näıve LTL to Büchi

φ = Fφ1, let Aφ be the automaton shown in Figure 12c. Again, we have added
an initial state to Aφ1 , but here the self-loop on Σ allows its execution to be
delayed indefinitely. If φ = Gφ1, let Aφ be the automaton AF¬φ. It is easy
to see that Gφ1 ≡ ¬F¬φ1. Finally, if φ = φ1Uφ2, let Aφ be the automaton
shown in Figure 12d, with the accepting states of AGφ1 converted to normal
states, and with transitions added from the former accepting states of AGφ1

to the initial states of Aφ1 . The construction of this automaton ensures that
φ1 remains true until φ2 becomes true, and φ2 must eventually become true
because there are there are no longer accepting states in AGφ1 .

Due to the nontrivial Büchi complementation step, this construction is
of nonelementary complexity. The alternative, which we give below, avoids
complementation and is therefore of only exponential complexity. This ap-
proach is based on the LTL tableau construction, and was first given in
[WVS83, VW94]. Our treatment of the construction is based on [Muk97].
First we give an overview, and the formal construction and proof follow.

Given an LTL formula φ, the idea of the construction is as follows. We
generate a set of subformulas of φ and their negations. Each state of the
constructed automaton is a consistent subset of this set. A consistent set of
formulas does not contain two contradictory formulas. Thus, it is possible
that all formulas in the set can be true at the same time. In fact, we build
the automaton such that an automaton visits a given state if and only if all
formulas represented by that state are currently true. The initial states are
those that contain the original LTL formula φ. Thus, φ must be true in any
run of the automaton that begins in the initial state. We guarantee this by
creating transitions according to the semantics of the X and U operators.
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That is, if p ∈ si and Xp ∈ sj, we add a transition from si to sj. If pUq ∈ si
and either q ∈ sj or pUq ∈ sj, we add a transition from si to sj. However,
note that this condition does not fully guarantee that pUq is true in si. We
could always move between states containing pUq without q ever becoming
true. Thus, we choose a set of accepting states specifically designed to prevent
the satisfaction of pUq from being forever delayed.

Efficient Construction ([WVS83, VW94]) Let φ be an LTL formula. We
begin by defining the closure of φ, which is (with one exception) the set of
all subformulas of φ and their negations.

Definition 5.2. The closure of φ, Cl(φ), is defined to be the smallest set of
formulas containing φ and satisfying:

− ¬φ1 ∈ Cl(φ) ⇔ φ1 ∈ Cl(φ)
− If φ1 ∧ φ2 ∈ Cl(φ), then φ1, φ2 ∈ Cl(φ)
− If Xφ1 ∈ Cl(φ), then φ1 ∈ Cl(φ1)
− If φ1Uφ2 ∈ Cl(φ), then φ1, φ2,X(φ1Uφ2) ∈ Cl(φ)

We illustrate this construction with an example LTL formula Xp. The
closure of Xp is {p,¬p,Xp,¬Xp}. Note that we identify ¬¬φ1 with φ1. Ad-
ditionally, note that if φ1Uφ2 ∈ Cl(φ), the larger formula X(φ1Uφ2) is added
to the closure. However, the following proposition ensures that the closure
of a formula eventually stops increasing in size.

Proposition 5.1. Cl(φ) is finite.

Proof. If φ has no subformula of the form φ1Uφ2, then to build Cl(φ), we
simply add all subformulas of φ and their negations. Since φ has a finite
number of subformulas, Cl(φ) is clearly finite. If φ does have a subformula
of the form, φ1Uφ2, then we also add the formula X(φ1Uφ2) to Cl(φ), along
with its subformulas and their negations, but no larger formulas. Since all
subformulas of X(φ1Uφ2) are also subformulas of φ, the only new additions
to Cl(φ) are X(φ1Uφ2) and ¬X(φ1Uφ2). Thus, Cl(φ) is again finite.

The atoms of a formula to be the maximally consistent subsets of Cl(φ).
These atoms form the states of the Büchi automaton Aφ.

Definition 5.3. The atoms of φ, denoted Q = {s1, ...sn}, are the subsets of
Cl(φ) such that:
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− For φ1 ∈ Cl(φ), φ1 ∈ si ⇔ ¬φ1 /∈ si
− For φ1 ∧ φ2 ∈ Cl(φ), φ1 ∧ φ2 ∈ s1 ⇔ φ1 ∈ si and φ2 ∈ si
− For φ1Uφ2 ∈ Cl(φ), φ1Uφ2 ∈ si ⇔ φ2 ∈ si or φ1,X(φ1Uφ2) ∈ si
A generalized Büchi automaton (GBA) (S, S0,∆, F1, ..., Fn) is a Büchi

automaton with multiple initial states and multiple sets of accepting states.
A run is accepted if and only if, beginning in some starting state, it visits at
least one state of every accepting set infinitely often. In this construction, it
is easiest to define Aφ as a GBA. However, this is technically irrelevant, since
GBAs are equivalent in expressibility to standard Büchi automata. First
note that the multiple initial states can be eliminated if a new initial state ι
is introduced with the additional transitions s0 ∈ ∆(ι, a) for s0 ∈ S0. Also,
if A is the GBA defined by (S, S0,∆, F1, ..., Fn) and Ai is the standard Büchi
automaton defined by (S, S0,∆, Fi), then L(A) =

⋂
L(Ai). Thus, we can

convert A to a standard Büchi automaton by taking the cross product of the
Ai automata, using the construction from the proof of Theorem 4.2.

Now, define Aφ = (S, S0, δ, F1, ..., Fn) such that:

− S = Q (where Q is the set of atoms defined above)
− S0 = {s ∈ Q | φ ∈ s}
− If si, sj ∈ Q and P ∈ 2AP , then sj ∈ ∆(si, P ) if and only if:

– P = si ∩ AP and
– for all Xφ1 ∈ Cl(φ),Xφ1 ∈ si ⇔ if φ1 ∈ sj.

− For all φ1Uφ2 formulas in Cl(φ), add a generalized Büchi acceptance
condition F = {s ∈ Q | φ1Uφ2 /∈ s or φ2 ∈ s}.

For the example formula Xp, we would construct the automaton AXp =
(S, S0,∆, F1, ..., Fn), shown in Figure 13. Note that there are no generalized
acceptance conditions, because there are no φ1Uφ2 formulas in Cl(Xp). Thus,
every run of the automaton is accepting.

Proposition 5.2. According to the above construction, L(Aφ) = Mod(φ).

Proof. First we show L(Aφ) ⊆ Mod(φ). Let P = P0P1... be an infinite word
accepted by Aφ, that is, P ∈ L(Aφ). Then there exists an accepting run π
of Aφ on P . Claim: (P, i) |= ψ if and only if ψ ∈ πi. By the construction, φ
is contained in every initial state. Thus, φ ∈ π0, and so proof of this claim
is sufficient to show that P |= φ. Proof of claim: Let ψ be a formula. We
proceed by induction on the subformulas of ψ. As the base case, let ψ = p
for some p ∈ AP . By the semantics of LTL, (P, i) |= p if and only if p ∈ Pi.
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Figure 13: The Büchi automaton AXp

Since π is an accepting run on P , πi+1 ∈ ∆(πi, Pi). By the definition of ∆,
this implies that Pi = πi ∩ AP . Since p ∈ AP , p ∈ Pi if and only if p ∈ πi.
So (P, i) |= p if and only if p ∈ πi. Now assume that for all subformulas ψj
of ψ, (P, i) |= ψj if and only if ψj ∈ πi. We have the following cases:

• ψ = ¬ψ1

By the semantics of LTL, (P, i) |= ¬ψ1 if and only if (P, i) 2 ψ1.
By the induction hypothesis, (P, i) 2 ψ1 if and only if ψ1 /∈ πi. By
the definition of an atom, ψ1 /∈ πi if and only if ¬ψ1 ∈ πi. Thus,
(P, i) |= ¬ψ1 if and only if ¬ψ1 ∈ πi.

• ψ = ψ1 ∧ ψ2

By the semantics of LTL, (P, i) |= ψ1∧ψ2 if and only if (P, i) |= ψ1 and
(P, i) |= ψ2. By the induction hypothesis, (P, i) |= ψ1 and (P, i) |= ψ2

if and only if ψ1 ∈ πi and ψ2 ∈ πi. By definition of an atom, ψ1 ∈ πi
and ψ2 ∈ πi if and only if ψ1 ∧ ψ2 ∈ πi. Thus, (P, i) |= ψ1 ∧ ψ2 if and
only if ψ1 ∧ ψ2 ∈ πi.

• ψ = Xψ1

By the semantics of LTL, (P, i) |= Xψ1 if and only if (P, i + 1) |= ψ1.
By the induction hypothesis, (P, i + 1) |= ψ1 if and only if ψ1 ∈ πi+1.
By the definition of the transition relation, ψ1 ∈ πi+1 if and only if
Xψ1 ∈ πi. Thus, (P, i) |= Xψ1 if and only if Xψ1 ∈ πi.

• ψ = ψ1Uψ2

40



Let ψ1Uψ2 ∈ πi. By the construction, there must be some set of ac-
cepting states F corresponding to ψ1Uψ2. Recall that F is defined as
{s ∈ Q | ψ1Uψ2 /∈ s or ψ2 ∈ s}. Since F is visited infinitely often,
there exists k ≥ i such that πk ∈ F . Choose the smallest such k. Thus,
for j such that i ≤ j < k, πj /∈ F . So ψ1Uψ2 ∈ πj and ψ2 /∈ πj. Then,
by the definition of an atom, ψ1,X(ψ1Uψ2) ∈ πj. So by the induction
hypothesis, (P, j) |= ψ1. Also, ψ1Uψ2 ∈ πj+1. So for j = k−1, we have
ψ1Uψ2 ∈ πk. Thus, by the definition of F , it must be that ψ2 ∈ πk. By
the induction hypothesis, (P, k) |= ψ2. Since there exists k ≥ i such
that (P, k) |= ψ2 and (P, j) |= ψ1 for j such that i ≤ j < k, by the
semantics of LTL, (P, i) |= ψ1Uψ2. Because the statements above im-
ply each other in both directions, the other direction follows similarly.
Thus, (P, i) |= ψ1Uψ2 if and only if ψ1Uψ2 ∈ πi.

We have that shown (P, i) |= ψ if and only if ψ ∈ πi. Thus, since φ ∈ π0,
P |= φ. So we have shown L(Aφ) ⊆ Mod(φ). Now we show Mod(φ) ⊆
L(Aφ). Let P = P0P1... be a model of φ. We show that Aφ accepts P
by demonstrating an accepting run π of Aφ on P . Construct π by letting
πi = {ψ ∈ Cl(φ) | (P, i) |= ψ}. We verify that such πi exist by proving
that each πi is an atom. Suppose πi is not an atom. Then πi is not a
maximally consistent subset of Cl(φ). So either πi is not maximal, or πi is not
consistent. If πi is not consistent, it has no model. This is a contradiction,
since (P, i) |= ψ for all ψ ∈ πi. If πi is not maximal, then there exists
χ,¬χ ∈ Cl(φ) such that χ,¬χ /∈ πi. Yet this is a contradiction as well, since
either (P, i) |= χ or (P, i) |= ¬χ. So πi must be an atom, and therefore is a
valid state of Aφ.

It remains to be shown that π is a valid run of Aφ on P . First, we show
that π0 is an initial state of Aφ. We have π0 = {ψ ∈ Cl(φ) | P |= ψ}.
By definition of Cl(φ), φ ∈ Cl(φ), and by the initial assumption, P |= φ.
Thus, φ ∈ π0, so π0 is an initial state. Now we show that πi+1 ∈ ∆(πi, Pi)
by showing Pi = πi ∩ AP and Xφ ∈ πi if and only if φ ∈ πi+1. To see
that Pi = πi ∩ AP , let p ∈ Pi. Then (P, i) |= p, so as was shown in the
first direction of the proof, p ∈ πi. We know p ∈ AP , so p ∈ πi ∩ AP .
Containment in the other direction follows similarly. To see that Xφ ∈ πi
if and only if φ ∈ πi+1, note that πi = {ψ ∈ Cl(φ) | (P, i) |= ψ} and
πi+1 = {ψ ∈ Cl(φ) | (P, i + 1) |= ψ}. If Xφ ∈ πi, then (P, i) |= Xφ, and
(P, i) |= Xφ if and only if (P, i + 1) |= φ. Then φ ∈ πi+1. Again, the other
direction follows similarly. So π is a valid run of Aφ on P .
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(a) AMS
(b) A¬(pUq)

Figure 14: Automata to be Intersected

Finally, we must check that π visits each Fi infinitely often and therefore
satisfies the generalized acceptance condition. Suppose there is some F =
{s ∈ Q | φ1Uφ2 /∈ s or φ2 ∈ s} where φ1Uφ2 ∈ Cl(φ) that is not visited
infinitely often. Then there is some k such that for all j ≥ k, πj /∈ F . So
for all j ≥ k, ψ1Uψ2 ∈ πj and ψ2 /∈ πj. Thus, by the first direction of the
proof, (P, k) |= ψ1Uψ2, and for all j ≥ k, (P, j) 2 ψ2. But this violates the
semantics of LTL. So it must be that all F are visited infinitely often, and
therefore π is a valid run of Aφ on P .

5.3 Final Steps

After constructing AM and A¬φ, take the cross product as described by the
proof of Theorem 4.2. Then L(AM × A¬φ) = L(AM) ∩ L(A¬φ). To continue
with our example, we build the product automaton AMS

× A¬(pUq). For ref-
erence, both automata are shown in Figure 14. We start on the track of
automaton AMS

, in state 〈q0, s0, 1〉. Since the only letter that can be read
from both states q0 and s0 is {p}, AMS

takes the transition on {p} to q1,
and A¬(pUq) takes the transition on {p} back to s0. Since q0 is accepting, we
move to the track of automaton A¬(pUq). Then the current state is 〈q1, s0, 2〉.
According to the definition of F given in the construction, this state is ac-
cepting. However, there are no letters that can be read simultaneously from
states q1 and s0, and so there are no more transitions to be made. Therefore,
the construction is finished. The product automaton, which represents runs
of M that violate φ, is shown in Figure 15. It should be clear that this au-
tomaton accepts no infinite words, and that therefore all runs of M satisfy φ.
In order to prove this formally, we perform an emptiness check on AM×A¬φ,
which determines whether L(AM × A¬φ) = ∅.

Theorem 5.3 ([EL86, VW94]). The emptiness problem for Büchi automata
is decidable.
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Figure 15: AMS
× A¬(pUq)

Proof. We give an sketch of the proof, which relies on basic graph theory.
For a Büchi automaton A = (S, s0,∆, F ) to accept any input, there must be
a path from the start state s0 to an accepting state s ∈ F . Furthermore, this
accepting state must be part of a cycle (in particular, a strongly connected
component, in which there is a path from each state in the cycle to every
other state), since the automaton must be able to visit it infinitely often.
Since we do not care which word the automaton accepts, but simply whether
it accepts one at all, we can ignore the labels on the transitions, and treat
the automaton as a directed graph. We run a search (such as a depth-first
search), to determine the set SF of accepting states that are reachable from s0.
Then we decompose the graph into its strongly connected components, which
can be done in linear time by using another depth-first search. Finally, we
check if some s ∈ SF is part of a strongly connected component. If so, L(A)
is nonempty. If no s ∈ SF is a member of a strongly connected component,
then A is empty.

Use the result of the emptiness check on AM ×A¬φ to determine whether
M |= φ. As proven below, M |= φ if and only if L(AM ×A¬φ) = ∅. So if the
language of the product automaton is empty, the system model meets the
specification.

Theorem 5.4. For a Kripke structure M and an LTL formula φ, M |= φ if
and only if L(AM × A¬φ) = ∅.

Proof. We require the equality L(A¬φ) = L(Aφ), which is easily verified
using the previously proven equality L(Aφ) = Mod(φ) and the definition
L = {u ∈ Σ∞ | u /∈ L}. Then the following statements are equivalent:

− L(AM × A¬φ) = ∅
− L(AM) ∩ L(A¬φ) = ∅
− L(AM) ∩ L(Aφ) = ∅
− L(AM) ⊆ L(Aφ)
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− Mod(M) ⊆ Mod(φ)
− M |= φ.

To wrap up the example, we check that the language of the product
automaton AMS

× A¬(pUq) from Figure 15 is empty. The accepting state is
not part of a cycle, and therefore cannot be visited an infinite number of
times. So we have formally proven that MS |= pUq. As we predicted, the
system S does, indeed, remain ready until started.

6 Conclusion

We have explained the automata-theoretic model checking algorithm and
given an overview of the theory of the logics and automata used in this
approach. There is, of course, a great deal more to be said on the topic.
We neglected to discuss alternatives to LTL, such as computation tree logic
(CTL), a branching instead of linear time logic. Whereas linear time tem-
poral logics express properties of a single timeline, branching time temporal
logics allow reasoning about multiple timelines simultaneously. The relative
merits of each approach are still debated.

We also refrained from discussing model checking for infinite-state sys-
tems, those that have an infinite number of possible configurations. Hard-
ware designs, such as logical circuits, can usually be modeled as finite-state
systems, but software designs typically require infinite-state models. The
approach we presented fails in this case because some of the algorithms, such
as emptiness checking, rely on an input with a finite number of states.

Perhaps the most interesting extension of the work outlined here is syn-
thesis, in which a design is automatically generated from its specification.
This eliminates the need for verification, since the design will be “correct-by-
construction.” As such, synthesis from specification has long been considered
the holy grail of the design process. It turns out that we can base a synthesis
algorithm on the theory of Büchi automata outlined above.

Indeed, the automata-theoretic paradigm is an extremely versatile frame-
work in which to apply formal methods. There are other approaches to ver-
ification, including symbolic model checking with binary decision diagrams,
and graph- and proof- theoretic techniques. The benefit of using automata,
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though, is that we can reason about complex systems by performing famil-
iar constructions on finite state machines. Thus, the verification problem
reduces to one in an already well-established domain. As model checking is
still a fairly young field, we expect that the coming years will witness yet
more innovation in the application of automata theory to verification.
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