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Abstract
Population genetics is a study of genetic variations in populations and evolutionary
forces that explain these variations. Relevant studies are usually based on simulated
genomic data in matrix form. Many existing methods, such as statistical likelihood
inferences and SVM, can only deal with the summary statistics of simulated matrices,
which suffer a loss of information and reduced accuracy. CNNs, with their ability to
process raw genomic data and stable performance, have outperformed the existing
methods in solving many population genetic problems such as detecting natural
selection. However, since the inner architecture of CNNs is complex, it is usually
difficult for researchers to understand what their models are learning and why the
models make certain decisions on the given inputs.
To enhance the interpretability of CNN models, we look into two techniques that
have been successfully applied in other fields, where the application of CNNs is more
mature than population genetics. One technique is an intrinsically interpretable
CNN design called SincNet in speech recognition, which utilizes band-pass filters
to limit the number of learnable parameters and thereby improve interpretability.
The other is a post-hoc interpretation technique known as saliency maps which
visualize the importance of each input unit to the final decisions, and have been
widely applied in computer vision and natural language processing. In the end, we
propose two approaches to fit these two techniques accordingly into the studies of
natural selection.
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1
Introduction

1.1 An Introduction to Population Genetics
Population genetics is a study of genetic variations within or between populations
and evolutionary forces that explain these variations. This study mainly focuses
on the examination and modeling of population gene frequency distributions and
their changes over time and space. Examining the patterns of these variations,
geneticists identify demographic events like population shift and gene flow (Yang
et al. 2020), deduce the rates of mutation and recombination (Hinch et al. 2011),
reveal the impact of natural selection (Elyashiv et al. 2016), and therefore infer
the natural history of populations. In particular, population genetics is helpful in
improving human health: it helps to identify genes related to heritable diseases and
develop effective medical interventions to reduce the population frequency of these
diseases.

1.1.1 Natural Selection
The evolutionary force that this thesis focuses on is natural selection. Natural
selection occurs when individuals in a population have different traits and some traits
are better suited to the environment than others. At the genetic level, differences
of traits result from genes that have multiple variants (alleles) at the same position
(genetic locus) on the chromosome. These allelic variations of genes are usually
caused by mutations. Some alleles are beneficial to the adaption, survival, and
reproduction of their carriers, while others are neutral or even harmful. As a
result, individuals carrying beneficial alleles can pass on more genes to the next
generation. These alleles are “naturally selected” to dominate the population;
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their frequencies increase rapidly and tend to reach “fixation” in the population.
Meanwhile, the genetic variants around the beneficial alleles “hitchhike” to fixation
as well. This process is also called a selective sweep, which reduces genetic diversity
at the corresponding locations in the genome, and is usually regarded as a signature
of natural selection.
However, such a signature is usually hard to detect, due to the occurrences of
recombination. Recombination is a process by which genetic sequences are broken
and recombined to form new alleles. It breaks the signature of natural selection by
reshuffling the combinations of genes. On the other hand, recombination contributes
to identifying the specific locations of selected mutations. By breaking up the
genetic sequences into fragments, it narrows down the region to identify beneficial
mutations (otherwise, the entire chromosome would “hitchhike” to fixation and
it is impossible to determine which mutations are actually beneficial and selected
by nature). Consequently, because recombination increases “entropy” in genetic
variation, it is difficult for humans to detect natural selection and identify selected
sites from genomic data entirely on their own. That’s why many models have
been developed that help researchers learn about the effects of natural selection
on populations. Understanding natural selection has been increasingly helpful
in the development of certain fields such as medicine, agriculture, and resource
management (Gregory 2009).

1.1.2 Data and Methods
Typically, the studies of population genetics are based on simulated genomic data to
examine and model the influence of natural selection and other basic evolutionary
factors on shaping genetic variation. One reason for using simulated data is that it is
difficult to obtain a large number of real and complete population genomic data sets.
Even with such data sets in hand, it is difficult to explain which evolutionary forces
are in play for the given population and what their impact is on genetic variation
(basically, there is no “ground truth” for genomic data), and therefore it is hard to
construct a model that describes this evolutionary process.
Simulated genomic data can overcome these challenges. Many simulation tools have
been devised so that researchers can easily simulate a large number of genomic data
by setting a few parameters that define the effect of evolutionary forces. For example,
in the studies of natural selection, researchers manually set the mutation rate and
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Fig. 1.1: (A) A genealogical tree of the genes of eight individuals with eight segregating
sites falling on different branches, and the corresponding SNP matrix where rows
are the individuals and columns are the segregating sites. Mutations occurring
in a certain lineage are inherited by all its descendants and coded as 1’s in the
matrix. Using this data can infer whether the population with mutations has
undergone (B) a neutral evolution (where mutations (white dots) do not influence
individuals), or (C) a positive selection (where an increased number of individuals
are carrying a beneficial mutation (the green dot)). Figure from (Ronen et al.
2013).

selection coefficient (i.e. reproduction rate) for each mutation to mimic the impact
of natural selection on different types of mutations in a population. Based on the
simulated data and the knowledge of evolutionary forces, researchers may construct
a model that describes the evolutionary process of the simulated population and
apply this model to the real genomic data to learn about the real evolution.
In more detail, population genome simulators like MSMS (Ewing and Hermisson
2010) usually first generate a genealogical tree that describes the changes in the
distribution of alleles of a sample population under pre-defined selections. Then a
matrix is derived from the tree, where the rows are the individuals in the sample
and columns are segregating sites, i.e. the loci where mutations occur. The entries in
this matrix are either 1’s when mutations are observed at certain sites or 0’s when
ancestral alleles are observed. As the set of segregating sites is also known as a
set of single-nucleotide polymorphisms (SNPs), this matrix is also called the SNP
matrix. Most population genetic studies, including those on natural selection, are
based on this type of matrix. Fig.1.1 shows an example of an SNP matrix and its
corresponding genealogy tree.
Statistical methods have been commonly used in population genetic studies for
analyzing and inferring genomic data. Likelihood-based statistical inferences like
Approximate Bayesian Computation (ABC) (Beaumont et al. 2002) have been popular because of their statistical efficiency. However, instead of working directly
with a SNP matrix, these current methods use summary statistics derived from the

4

4

matrix. One common type of summary statistics is a site frequency spectrum (SFS). A
site frequency spectrum is the distribution of allele frequencies in the given set of
SNPs. For example, the SNP matrix in Fig.1.1 has a SFS ξ as [4, 1, 1, 1, 0, 0, 1], where
ξi denotes the number of segregating sites having mutations at frequency ni in a
sample size of n and 1 ≤ i ≤ n − 1. To be more specific, the value of x1 is 4, as the
SNP matrix has four segregating sites (2, 3, 5, and 8) that have new alleles with a
frequency of 18 .
One major drawback of using summary statistics is the loss of information which
reduces the accuracy of models. For example, SFS loses the order of segregating sites
that provide evidence for a selective sweep on the genes of the sample population.
Thus, statistical methods usually fail to capture the full picture of the evolutionary
factors affecting the population. Moreover, distilling raw genomic data into summary
statistics usually takes a long time to process (e.g. 75 CPU days for a comprehensive
set of summary statistics) (Sheehan and Y. S. Song 2016). Therefore, researchers
are seeking approaches to address these problems and in recent years they have
turned their attention to machine learning.

1.2 An Introduction to Machine Learning
Machine learning (ML) is a study of computer algorithms used to predict future based
on past experience. In comparison to traditional programming which combines data
with manually created rules to generate output to a task, ML uses data, and output
sometimes, to discover the rules behind the task. This process requires computers
learning from the provided data, which explains why this study is known as machine
learning.
Supervised learning, which this thesis is mainly concerned with, is one of the main
approaches of ML. In supervised learning, a set of example inputs and their known
outputs (labels or classes) is given to computers, and the goal is to derive a general
function (the rules) that maps the inputs to the outputs by following a learning
algorithm. Each input consists of a set of features, i.e. measurable properties of
the observed phenomenon. The process of learning labeled inputs and deriving a
function is also called training. Then this function would be evaluated on another
set of data which it has never seen in training, a process known as testing. A machine
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Fig. 1.2: Supervised machine learning method: a supervised learning algorithm takes in a
labeled training data and constructs a function f . Such an f can automatically
predict labels for future examples that f has never seen before. Figure from
(Daumé III 2012).

learning algorithm is successful if its accuracy on the unseen data is high. Fig.1.2
depicts the general process of supervised learning as described.
ML brings a lot of benefits to the work of researchers. First, it has the ability to
identify the underlying patterns of observed phenomena that are not apparent to
humans, by reviewing a large volume of data. These rules and patterns identified
by computers are often more accurate than the ones created by human experts and
therefore have been adopted in many areas of research (Flagel et al. 2019). Second,
ML methods are good at handling multi-dimensional data and making accurate
predictions. Moreover, the property that having computers to make data-driven
decisions only based on the input data enables researchers to do studies even without
a perfect theory. Therefore, ML allows researchers to proceed with their studies in
an efficient way.

1.2.1 Convolutional Neural Network
The learning algorithm associated with this thesis is a convolutional neural network
(CNN). CNN is a class of neural networks and is commonly applied in computer
vision as its strong ability to capture important characteristics of images. Because of
its high accuracy and stable performance on difficult classification tasks, CNN has
become one of the most popular learning algorithms employed in various areas, such
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Fig. 1.3: Left: A regular neural network using a stack of fully-connected layer. Right: A
CNN with 3D layers. Every layer transforms the 3D input volume to a 3D output
volume through neuron activations. In image-related tasks, the leftmost input
layer will be an image, and thus its width and height are the dimensions of the
image, and the depth is 3 (red, green, and blue channels). Figure from (Karpathy
et al. 2016)

as image classification (Ciregan et al. 2012), brain electrical activity recognition
(Roy et al. 2019), and natural language processing (Johnson and Zhang 2015).
In general, the architecture of neural networks consists of different layers: an
input layer, an output layer, and a series of hidden layers—intermediate layers
hidden between the input and output. Each layer is composed of a set of nodes,
known as artificial neurons, in analogy to the neurons in the biological brain that
are responsible for transmitting signals. The artificial neurons in the input layer
initialize the network data by having each neuron contain a real number. Then each
neuron in the hidden layers receives inputs from its previous layer, processes the
sum of its inputs with some nonlinear function, and sends the result to the neurons
connected to it in the next layer. Typically, each pair of connected neurons has a
weight that changes with the learning process. Pairs with higher weights have a
greater impact on the result of the next layer. Lastly, the output layer compiles all its
weighted inputs and produces a final output (Karpathy et al. 2016).
The left part of Fig.1.3 shows an example of a regular neural network. Notice that
this example uses a stack of fully-connected layers. A fully-connected layer (FC) is
one of the most common layer types, where neurons in adjacent layers are fully
connected in pairs, while neurons in the same layer function independently and do
not share connections.
The architecture of CNNs is built upon the regular neural networks. The layers
of CNNs usually arrange neurons in three dimensions—width, height, and depth.
Meanwhile, each neuron in a layer usually connects to a small region of neurons
in its previous layer, as compared to the regular neural networks described above
where every neuron is in a fully-connected manner. The main idea of these layers is
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to reduce the dimensionality of the data without losing features that are critical to
the final result. There are three types of layers commonly used in CNNs: one is FC
which has been introduced above, and the others are convolutional layer (CONV)
and pooling layer (POOL). In more detail:
• CONV has a set of learnable filters as its parameters. Each filter is a vector of
weights that represents some predefined pattern. It is small along the width
and height but its depth is equal to the depth of the input volume. In this layer,
each filter slides along the width and height of the input volume, and elementwise matrix multiplication is computed between the entries of the filter and
the region of input it covers at any position. This process is called convolution
(Karpathy et al. 2016). In essence, it is a process of trying to look for the
similarity between the filters and different locations of the input, extracting
high-level features, while reducing data dimensionality. The hyperparameters
of this layer, i.e. the parameters that are manually set to control the learning
process, are filter size and stride, i.e. the number of units that a filter slides.
The output of this layer is called feature map.
• POOL is typically inserted in-between successive CONV layers. It is responsible
for reducing the spatial size of the data and therefore the amount of computation required in the network. POOL operates independently on each depth
slice of the input volume, sliding a window across the slice and taking a mathematical operation on the entries inside the window (Karpathy et al. 2016). The
two most common operation is max and average, where the former preserves
the most important features while the latter takes context into consideration.
• A set of FC layers is usually applied at the end of CNN architectures, and
maps the features extracted from CONV and POOL layers to the final output
of the networks (e.g. the probability distributions of classes in classification
tasks). The output layer usually has as many neurons as classes, and the
value of each neuron is usually computed by an activation function softmax
which normalizes the outputs from the previous FC layer to the target class
probabilities, where the probability of each class is between 0 and 1 and all
probabilities sum to 1 (Yamashita et al. 2018).
Fig.1.4 displays a visualization of a CNN on image inputs. This example involves
another type of activation functions besides softmax: ReLU (Rectified Linear Unit).
Activation functions are usually non-linear in neural networks. They are attached to
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Fig. 1.4: Visualization of an entire CNN with image inputs.
Figure from MathWorks: https://www.mathworks.com/solutions/deep-learning/convolutionalneural-network.html.

each neuron and set a threshold for the output of neuron operation that is sent to
the next layer, introducing non-linearity to the output. ReLU has the formula of
(1.1)

f (x) = max(0, x)

, i.e. it directly outputs the input if the input is positive, and otherwise outputs 0.
ReLU has become popular as it is simple to compute and may speed up the learning
process as compared to other more complex activation functions.

1.3 CNN in Natural Selection
Before CNNs, many population genetic studies have introduced some other machine
learning approaches (Schrider and Kern 2018). For example, a support vector
machine (SVM), another supervised machine learning algorithm that analyzes data
for classification and regression tasks, has been popular in identifying loci responsive
to natural selection (Ronen et al. 2013). While SVM models have been proved to
have more stable performance and higher accuracy than existing statistical methods,
the dependence on summary statistics makes SVM models face the same issue
as statistical methods do—loss of information. Missing information such as the
signature of selection (e.g. the order of segregating sites) might reduce the accuracy
of models significantly. For instance, it is still a challenge to distinguish the types
of selections with subtle differences through current methods (Flagel et al. 2019).
Therefore, some researchers have turned their attention to CNNs.
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In fact, CNNs are well suited for learning genomic data. First, CNNs take matrices
as inputs. That is to say, they can directly work with raw SNP matrices presented
in Fig.1.1 (with input depth equal to 1) and therefore naturally overcome the issue
of the loss of information addressed above. Second, CNNs have a strong ability to
automatically detect the most important characteristics of data. This ability allows
researchers to investigate the data without coming up with a precise theory, and even
sometimes suggest a discovery that has never been found by humans. With their
efficient use of raw data and optimal performance, CNNs have been successfully
applied not only in detecting and identifying positive selection (Flagel et al. 2019),
but also in many other population genetic problems, such as finding recombination
hotspots (Chan et al. 2018), extracting demographic information (Flagel et al. 2019),
and estimating historical recombination rates (Flagel et al. 2019).
It is worth noting that although CNNs take raw SNP matrices as inputs, standard
CNN models are sensitive to the format of these population genetic alignments. The
order of individuals, i.e. the rows of a matrix, might have a significant influence
on the accuracy, and sometimes it is helpful to sort individuals based on the similarity of their genes (Flagel et al. 2019). However, the alignment of individuals
should not be a factor affecting the results. Therefore, some permutation-invariant
CNN architectures have been constructed such that they return the same outcome
regardless of the order of inputs (Zaheer et al. 2017; Chan et al. 2018). For example,
Chan et al.’s network (2018) avoids combining information across individuals on
every convolution and pooling operation (by having the height of each filter as 1)
until a permutation-invariant function (e.g. sum, max, or average) that collapses
each column of the matrix down to a single value. This design not only ensures
permutation-invariant but also improves both training speed and final accuracy of
their CNN model in detecting recombination hotspots. The full architecture of their
model is shown in Fig.1.5.
While CNNs have been proven to be successful in analyzing genomic data for various
population genetic problems, the weak interpretability of CNNs has become one
major challenge. Due to their complex inner structure, it is hard for researchers
to understand why a CNN model made a particular prediction on the given input.
In the studies of computer vision, an area where CNNs are most widely used and
developed, one common approach for understanding what CNNs are learning is
to visualize each internal representation (Simonyan et al. 2013). However, this
approach is not directly applicable to population genetic studies; theories need to
be constructed to interpret gene alignments from an image perspective. Therefore,
it is currently difficult for population geneticists to know what CNNs are learning
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Fig. 1.5: The architecture of Chan et al.’s permutation-invariant CNN. It avoids combining
information across individuals on the CONV and POOL layers by making each
filter with a height of 1. Later it use a permutation-invariant function (e.g. sum,
max, or average) to merge each column into a single value before the FC layers.
Figure from (Chan et al. 2018)

in hidden layers, which characteristics of the data their models have captured
for making decisions, and whether these characteristics are reasonable according
to the theories of population genetics. Moreover, understanding CNNs may help
researchers to explain why the models would make certain mistakes so that the
researchers can adjust the architecture of their models correspondingly and improve
accuracy.
As a result, this thesis is going to focus on techniques that are promising to enhance
the interpretability of CNNs employed in population genetics, especially in the
studies of natural selection. We will start with two approaches that have been
successfully applied in the fields where the application of CNNs is more mature than
population genetics: SincNet in speech recognition and saliency map in computer
vision and natural language processing. In the end, we will discuss what we can learn
from these two techniques and how to construct new methods that are applicable to
genomic data and the studies of natural selection.
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2
Literature Review

2.1 An interpretable CNN design: SincNet
One way to enhance the interpretability of CNN models is to develop an intrinsically
interpretable architecture, i.e. an architecture designed for easy interpretation.
Efforts have been made to develop interpretable filters that force the training models
to focus on certain parameters that have clear physical meanings and filter out less
meaningful parameters and noises. One successful attempt is a model called SincNet
which is employed in the field of speech recognition (Ravanelli and Bengio 2018).

2.1.1 Ravanelli and Bengio, Interpretable Convolutional Filters with
SincNet
Neural network models have been widely employed in speech and speaker recognition. The ability to deal with raw waveform allows neural network models, especially
CNNs, to learn low-level representations and specialize in each type of speech-related
tasks. The disadvantage of processing the raw waveform is, however, that it is difficult to interpret the filter bank learned in the first convolutional layer, a layer that
plays a critical role in current waveform-based CNNs.
To solve this problem, Ravanelli and Bengio (2018) introduced a novel model called
SincNet that processes speech from the raw waveform. As the name suggests, this
model convolves the waveform in its first layer with a set of parametrized sincfunctions. These sinc-functions form band-pass filters that pass the frequencies
within a certain range and rejects those outside that range. In the end, only two
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Fig. 2.1: Architecture of SincNet, where the model employs parametrized sinc-functions in
its first layer and a standard CNN pipeline (pooling, normalization, activations,
dropout) afterwards. Figure from (Ravanelli and Bengio 2018).

parameters of the filters—the low and high cutoff frequencies—are learned from
data, so that it is easy for humans to understand the model.
Here is how a SincNet model differs from standard CNNs in terms of the first layer.
Standard CNNs perform a series of convolution operations between waveform inputs
and Finite Impulse Response (FIR) filters in the first layer, where FIR filters are the
ones whose impulse response, i.e. the reaction in response to any changes in signal
processing, is of finite duration. Each convolution operation can be defined as:
y[n] = x[n] ∗ h[n] =

L−1
X

x[l] · h[n − l]

(2.1)

l=0

where x[n] is a fragment of a speech signal, h[n] is a filter of length L, and y[n] is the
filtered output. Typically, standard CNNs need to learn all L elements of each filter
from the data. In contrast, SincNet convolves the waveform data with a predefined

13

13

Fig. 2.2: Examples of filters learned by a standard CNN and by SincNet on a speakeridentification task trained on Librispeech data set. The first row displays the filters
in the time domain and the second row shows their magnitude frequency response.
Figure from (Ravanelli and Bengio 2018).

function g that works with few learnable parameters θ, which is defined as follows:
y[n] = x[n] ∗ g[n, θ]

(2.2)

In SincNet, g is defined in the following way so that only two parameters are
learnable from data:
g[n, f1 , f2 ] = 2f2 sinc(2πf2 n) − 2f1 sinc(2πf1 n)

(2.3)

where f1 and f2 are the learned low and high cutoff frequencies and the sinc-function
is defined as sinc(x) = sinc(x)/x.
Limiting the number of learnable parameters enables SincNet to create a more
meaningful set of filters than standard CNNs. Fig.2.2 shows that by implementing
the pre-defined function g as the band-pass filters in the first layer, the SincNet
model can learn filters that have well-defined frequency responses, as compared to
the filters learned by a standard CNN where some frequency responses are noisy
(e.g. the first CNN filter) and some have multi-band shapes (e.g. the third CNN
filter).
SincNet has been applied in speaker recognition tasks, i.e. identifying the speaker
from a speech signal, with TIMIT (Garofolo et al. 1993) and Librispeech (Ravanelli,
Cristoforetti, et al. 2015) data sets. These two data sets are characterized by minimal
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Fig. 2.3: Cumulative frequency response of the filters learned by SincNet and a standard
CNN on a speaker-identification task, where the cumulative frequency response
is obtained by summing up all the existing filters and is able to indicate which
frequency bands are covered by the learned filters. SincNet captures three peaks
at the frequency of the pitch, the first formant, and the second formant, i.e.
the characteristics of a speaker, while the standard CNN does not. Figure from
(Ravanelli and Bengio 2018).

training data (12-15 seconds per speaker) and short test sentences (lasting 2-6
seconds) (Ravanelli and Bengio 2018). The results show that SincNet can converge
faster and achieve better performance than standard CNNs by forcing the networks
to focus on the only two parameters that are critical to the final decision. Moreover,
SincNet has higher interpretability than its counterparts. For example, SincNet is
able to catch the characteristics of a speaker. As Fig.2.3 indicates, SincNet captures
three outstanding peaks at the frequency of the pitch (133 Hz for a male and 234
Hz for a female on average), the first formant (around 500 Hz over English vowels),
and the second formant (around 1000 Hz for the vowel /a/). But the standard CNN
model does not exhibit this meaningful pattern.
Another property of SincNet is its low error rate. The classification error rate (CER)
of SincNet in a speaker identification task, i.e. the proportion of inputs misclassified
over the whole data set, is 0.85% for data set TIMIT that contains 462 examples,
while two standard CNN models, CNN-Raw and CNN-FBANK, have 1.65% and
0.86% respectively. In other tests over different data sets, SincNet outperforms its
competing alternatives as well.
The performance of SincNet has attracted the attention of other fields that also
work with waveform inputs. In the studies of decoding brain activity from electroencephalographic (EEG) data, a model Sinc-ShallowNet is built upon the sinc
convolutional layer of SincNet (Borra et al. 2020). This model has been tested on
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motor-execution and motor-imagery data sets, and the results indicate that limiting
the number of trainable parameters not only generates results that are easy to
interpret, but also leads to a better performance than other standard CNNs in EEG
decoding tasks.

2.2 A post-hoc interpretation technique: Saliency Map
Besides improving the design of CNN models that are intrinsically interpretable,
using post-hoc interpretation techniques, i.e. applying interpretation methods
on trained models, is another way to better understand CNNs. In recent years,
several efforts have been made in the development of post-hoc techniques such as
decomposition (Bach et al. 2015), visualization (Ribeiro et al. 2016), and saliency
maps (Simonyan et al. 2013).
Saliency maps, as the name suggests, show the qualities of inputs that have a
prominent impact on the final decision. This technique enables researchers to
understand which parts of the inputs their models focus on. Saliency maps were first
introduced in computer vision, where the salience of an image is known by ranking
all its pixels based on their influence on the score of a given class (Simonyan et al.
2013).
A linear score function for the class c is defined as:
Sc (I) = wcT I + bc

(2.4)

where I is any image represented in vector form, wc is the weight vector, and bc is
the bias. In this case, the importance of each pixel of I for class c is indicated by the
magnitude of the corresponding element of w.
As for the cases where non-linear score function is needed, Sc (I) can be approximated with a linear function of a specific image I0 by computing the first order
Taylor expansion:
Sc (I) ≈ wT I + b
(2.5)
where w is the derivative of Sc with respect to image I at the image I0 .
w=

∂Sc
∂I

(2.6)
I0
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Then a saliency map can be constructed by rearranging the elements of vector w
into the same shape of the given image. In this way, the saliency map turns out to
be a simplified representation of the image, which usually highlights the shape, or
the location of objects, helping researchers to analyze what their model is actually
learning.
The benefits of saliency maps in uncovering the hidden interests of neural network
models are not limited to the field of computer vision. Studies of natural language
processing (NLP) (Li et al. 2016; Koupaee and W. Y. Wang 2018) and brain activity
recognition (Borra et al. 2020), for example, have used saliency maps to enhance
the interpretability of their neural network models. This thesis is going to discuss
the work of Li et al. (2016) who first adopted saliency maps in NLP.

2.2.1 Li et al., Visualizing and Understanding Neural Models in NLP
Although neural networks have been successfully employed in many NLP tasks,
researchers usually find it hard to understand the resulting vector-based models.
One unclear thing is how neural networks process compositionality, i.e. construct the
meaning of a sentence by hierarchically combining the meanings of its words and
phrases. To understand what neural networks learn from inputs to build the meaning
of a sentence, Li et al. inspired by the studies of computer vision use saliency maps.
A saliency map is a technique showing how much each input unit (e.g. a word)
contributes to the final decision (e.g. the meaning of a given sentence), which can
be approximated by first-order derivatives. Based on saliency maps, researchers may
learn which part of the sentence is considered important to the sentence meaning by
their models.
More formally, given embeddings E for input words and a class score function Sc (E),
the goal of saliency maps is to decide which unit of E makes most contributions to
Sc (E) and therefore the choice of class c. In the case of neural networks, Sc (E) is
highly-nonlinear, so researchers approximate it with a linear function of a specific
dimension E0 , such that:
Sc (E) ≈ wT E + b
(2.7)
where w is the derivative of Sc with respect to embeddings E at the specific dimension E0 .
∂Sc
w=
(2.8)
∂E E0
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Fig. 2.4: Saliency heatmaps for “I hate the movie I saw last night” of three neural networks:
RNN, LSTM, and Bi-Directional LSTM. Each row represents the saliency scores for
different embedding dimensions. For this sentence, the sentiment indicator “hate”
tells that the sentiment of this sentence (i.e. the class) is “very negative”. Figure
from (Li et al. 2016).

Similar to the definition given by Simonyan et al. (2013), the magnitude of the
elements of w indicates the importance of each unit in E0 for class c, which is also
called the saliency score.
In this study, three types of neural networks (rather than CNNs) are trained on
the data set Stanford Sentiment Treebank (Socher et al. 2013), which contains
sentiment labels for every parse tree constituent, for a sentiment analysis task. The
three models are: a recurrent neural network (RNN, which is able to deal with
temporal information, or data that comes in sequence like a sentence), a long
short-term memory (LSTM, a special kind of RNN capable of learning long-term
dependencies), and a Bi-Directional LSTM (an extension of LSTM). In the end,
saliency maps for a few sentences are created based on the resulting models.
Fig.2.4 is an example of the results. In this example, the researchers apply the three
models to the sentence “I hate the movie I saw last night” and all of them get the
correct sentiment. The resulting saliency maps show that all of these trained models
have successfully captured the most important sentiment indicator “hate” when
determining the sentiment of this sentence. Meanwhile, the saliency maps expose
the weakness of the RNN model on filtering out irrelevant information, as it tends to
give too much salience to words that are unrelated to the sentiment (e.g. the word
“saw”), while the other two models perform better in this regard. Therefore, with
the help of saliency maps, researchers may not only know what neural networks are
learning from data but also explain the strengths and weaknesses of each model.
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However, there are a few limitations of saliency maps. First, the calculation of
saliency scores (i.e. the first-order derivatives on the class score function) can not
capture all the information people want to visualize. As the first-order derivatives
are the rough approximations of individual contributions to the class score function,
they might not be sufficient to describe the importance of each unit when the class
score function is highly non-linear (Li et al. 2016). Second, saliency maps only
measure the contribution of each individual, while a combination of input units
(e.g. the context of a sentence) may be more important to the decision (e.g. the
sentiment of the sentence). Moreover, since saliency scores are computed after the
training of models, they are calculated based on all feature maps. That is to say, not
much information can be extracted about the internal structure and the parameters
of neural network models (Koupaee and W. Y. Wang 2018).
Even so, saliency maps in recent years have been widely adopted in NLP tasks. This
widespread employment has promoted the development of some similar but simpleto-implement techniques that could fill the holes left by saliency maps. Koupaee
and Wang (2018), for example, utilize the feature maps that CNN models generate
at each CONV layer. They generate heatmaps based on the values of convolution
features for each word in every feature map, instead of using the saliency scores.
It turns out that their proposed method produces similar results as saliency maps
do in highlighting the most contributing words, while the former could be easily
implemented for different values of hyperparameters and various architectures
(Koupaee and W. Y. Wang 2018).
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3
Statement of The Problem

The machine learning algorithm CNN has been increasingly attractive to population
genetic studies because of its efficient use of raw genomic data and optimal performance. However, one major drawback is the lack of interpretability: the complex
inner structure of CNN models hinders researchers from understanding what their
models are learning and why they make certain decisions on the given inputs. Several approaches to address this problem have been developed in other fields where
the application of CNNs is more mature than population genetics. In particular,
two methods have been discussed in the previous section: SincNet, a model that
is designed for easy interpretation, and saliency map, a post-hoc interpretation
technique applied after the training of models.
However, since these two methods are introduced and developed in areas where
their input formats are not similar to that of genomic data, we need some approaches
to make them more applicable to the context of population genetics, especially to the
problems of natural selection. Ideally, the adjustment should preserve the property of
permutation-invariance in the CNN architecture as proposed by Chan et al. (2018),
where the order of individuals (i.e. the rows of an SNP matrix) does not affect the
final results. In the rest of this section, we will propose two methods to enhance
the interpretability of CNN models in the studies of natural selection based on the
inspiration from SincNet and saliency maps.

3.1 Interpretable CNN design
The idea of constructing an intrinsically interpretable CNN architecture has proven
to be promising, according to the successful application of SincNet in speech recog-
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nition. The SincNet model contains a set of parameterized band-pass filters that
retain only two learnable parameters—the low and high cutoff frequencies—in the
first layer. These band-pass filters limit the range of data that may contribute to the
final decision while throwing away the extreme cases (noises) that might disturb the
learning process. Therefore, SincNet not only enhances interpretability by limiting
the number of parameters but also improves accuracy as compared to standard CNN
architectures.
However, one major gap between the use of SincNet and natural selection studies
is the difference in data format. SincNet processes waveform data while genomic
data is the alignment of genetic sequences. The former has the notion of low and
high in nature, and therefore band-pass filters can be easily applied to reduce the
range of learnable parameters (e.g the low and high cutoff frequencies). However,
the genomic data essentially does not have such notion, i.e. it is hard to define the
lower and upper limits of the genetic sequence alignment learned by the models.
In order to implement the band-pass filters onto the raw genomic data (i.e. the SNP
matrix), some transformation on the data needs to be done. One approach is to
collapse each column of the matrix to a single value by summing up all the entries
in that column. For example, the SNP matrix in Fig.1.1 on page 4 can be converted
into a 1D vector ς = [3, 1, 1, 4, 1, 2, 7, 1] where each entry ςi is the total number of
mutations at segregating site i. Then a band-pass filter that defines the upper and
lower limits to the number of mutations can be applied to the vector ς.
It is worth noting that ς is a form of summary statistics and looks similar to the site
frequency spectrum (SFS), another form of summary statistics introduced on page
5. However, ς is better than SFS because it preserves the order of segregating sites
while SFS does not. The order of segregating sites matters, as normally a positive
selection exerts a “sweep” on a group of alleles nearby the beneficial mutations;
the patterns of the allele frequency around the selected sites are the signatures of
selection. That is to say, although the vector ς we define ignores information of each
individual’s mutations, it remains one of the most important features that contribute
to detecting and identifying natural selection by retaining the order of segregating
sites. Moreover, the summation operation converting the raw SNP matrix into ς
makes the network permutation-invariant, i.e. the order of the individuals does
not affect the final result. Therefore, although this model is not built upon the
architecture proposed by Chan et al. (2018) directly, it keeps the same property as
their model does.
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Fig. 3.1: The proposed function of the band-pass filters.

The band-pass filters used in the first layer may be constructed by the following
function:

x if v1 ≤ x ≤ v2 ,
f (x) =
(3.1)
0 otherwise.

where v1 and v2 are the lower and upper limits respectively. We may start by
defining a set of (v1, v2) pairs rigidly (e.g. a set like {(50, 55), (65, 70), (90, 95)} if
there are 100 individuals in the data), and then the values of these pairs could be
hyperparameters that are adjusted in the process of training (or even learned from
the data). Intuitively, the upper limit for the number of mutations at a segregating
site could be at most the total number of individuals minus one, which strongly
indicates a selection has occurred in favor of the mutation at this specific site. As for
the lower limit, 10% of the individuals may be a reasonable minimum value.
A standard CNN pipeline (pooling, activation, etc.) can be employed after the
first layer where the band-pass filters convolute with the genomic data ς. Multiple
standard CONV, POOL, or FC layers can be stacked together to finally perform
classification on whether a positive selection has occurred with a softmax classifier.
Fig.3.2 is the visualization of the proposed interpretable CNN architecture.

3.2 Saliency maps
A saliency map, a post-hoc interpretation technique employed after the training of
models, may be relatively easier to implement than the previous one. This approach
enhances the interpretability of CNN models by measuring the contribution of
each input unit to the final decision, and have been applied successfully in the

22

22

Fig. 3.2: A prototype of an interpretable CNN architecture inspired from SincNet working
on genomic data.

fields of computer vision and NLP. However, saliency maps have no application in
population genetics. It is still uncertain whether this method could help improve
the interpretability in the context of population genetics and whether the resulting
maps can be explained by population genetic theories. Nevertheless, we still want to
take it a try.
In the context of natural selection studies, saliency maps can be constructed in
different ways, depending on the architecture of CNNs employed and the format
of data that is fed into the models. First, if our study uses the model of Chan et
al. (2018), the data of the network is the entire SNP matrix. Then like in image
recognition tasks of computer vision where the saliency score is computed for each
unit of pixel (Simonyan et al. 2013), in natural selection tasks the saliency score is
computed for each entry in the matrix, i.e. each segregating site for every individual.
In other words, given an SNP matrix M0 , a class c, and the class score function Sc (M )
of the model, we would like to rank each entry of M0 , based on their influence on
the score Sc (M0 ).
Since Sc (M ) is highly non-linear in the case of CNNs, we approximate Sc (M ) with
the linear function of M0 by computing the first-order Taylor’s theorem:
Sc (M ) ≈ wT M + b

(3.2)

where w is the derivative of Sc with respect to matrix M at the specific M0 .
w=

∂Sc
∂M

(3.3)
M0
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After that, saliency maps can be obtained by reshaping the elements of vector w into
the shape of the given matrix. The value of each element of w indicates the salience
of each unit of the genes of individuals to the final decision. Ideally, some specific
columns (i.e. segregating sites) will highlight the actual sites of selection and the
neighbors of the selected sites will display a signature of positive selection. Moreover,
changing the order of rows (i.e. individuals) should not have a significant impact on
the information provided by the saliency maps (i.e. the highlighted columns remain
the same regardless of the order of rows).
Second, if we use a model as previously proposed in section 3.1, which works with a
1D vector representing the number of mutations at each segregating site, then what
we need to rank is the saliency score of each segregating site of all individuals. In
this way, the problem is more similar to sentiment analysis of NLP (Li et al. 2016): in
sentiment analysis, researchers measure which words are critical to determining the
meaning of the sentence, while here we estimate which segregating sites contribute
most to identify a natural selection. Similar formulas can be applied to calculate the
vector w by taking the first derivative on the class score function, and reshaping the
elements of w may result in a saliency map with a height of 1.
Another method worth trying is to create heatmaps based on the convolution values
of each feature map as proposed by Koupaee and Wang (2018). This method is easyto-implement as compared to the saliency maps, and may reveal more information
about what CNNs are learning at each layer.
In general, saliency maps should be easier to implement than designing a new
intrinsically interpretable CNN architecture. The performance of this method is
worth looking forward to.
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4
Conclusion and Future Work

In conclusion, CNNs have many advantages in population genetic studies. They have
a strong ability to work with raw genomic data directly and accomplish tasks with
high accuracy. They may automatically detect the most important characteristics
of data so that researchers could investigate the genomic data even without a
perfect theory. However, poor interpretability is the main drawback of this learning
algorithm, which hinders researchers from understanding what the models are
actually learning from the genomic data. Given that the application of CNNs in
population genetic studies, especially on natural selection problems, is still at an
early stage, we looked into two techniques in other areas that may enhance the
interpretability of CNN models.
The first one is SincNet, an interpretable CNN architecture design, firstly introduced
in the studies of speech recognition and then adopted to brain activity analysis. This
approach makes the models easier to understand by limiting the number of learnable
parameters with a set of band-pass filters in their first layer. We suggested that in
order to apply similar ideas in genomic data, we need to convert the data (i.e. SNP
matrices) into 1D vectors by summing up all the entries of each column. Although
the exact information of the mutations of each individual is lost in this operation,
we may still preserve the ordering of segregating sites (i.e. columns) that may signal
an occurrence of positive selection. In addition, there are a few hyperparameters,
such as the values of upper and lower limits used in band-pass filters, that need to
be investigated during the training process.
The second technique we looked into is saliency maps which have been widely used
in computer vision and are becoming popular in NLP. Saliency maps measure the
importance of each input unit to the final decisions by calculating the first-order
derivative of the class score function. We proposed that there are several ways to
apply saliency maps depending on the architecture of CNN models used in our study
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and the format of genomic data. We also encouraged to try on a variant of saliency
maps, which is to draw heatmaps on the convolution values of each feature map.
Although both methods look promising based on their performance in the existing
studies, since they have never been applied in the studies of population genetics,
it is difficult to guarantee that their performance will be optimal and meaningful
on genomic data. But this uncertainty is exactly where we feel excited about this
research and we are looking forward to future work.
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