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Abstract

In this thesis, I study an approach inspired by game theory to explain how features
in the input data affect the output of machine learning models without access to
the models’ internal working. This approach assigns a number called Shapley value
to each feature to indicate its contribution to the model output, but has a few
limitations and uncertainty. I investigate three sources of uncertainty of Shapley
value and respective methods to quantify the uncertainty, using Shapley Residuals
to capture missing information in the game theory representation, Mean-Standard-
Error to quantify the sampling error in Shapley value estimation, and Bayesian SHAP
to calculate the statistical variations in SHAP explanation model. I aim to investigate
and decompose the cause for each type of error and evaluate their combined effect
on the trust-worthiness of Shapley explanations for real-life models. My goal is
to make machine learning models more interpretable to humans so we can gain
meaningful knowledge from them.
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1
Introduction

1.1 Motivation

Machine learning models are trained to perform accurately on a task by learning
from existing data. As more sophisticated models such as neural networks are used
to achieve higher accuracy, they also become increasingly difficult for humans to
interpret and understand their decision mechanism. We call these complex models
whose internal workings are obscure to human understanding black box.

The lack of interpretability for black box models can lead to practical and ethical
concerns (Molnar 2019). Passengers want to understand how self-driving cars
process vision information and make decisions before they can trust the cars. Banks
may use a machine learning model to grant loans for millions of people, but if the
model learns biases from existing data and grants loans based on the applicant’s race,
we will perpetuate racial biases if we do not understand and improve the model. In
scientific discoveries, machine learning models are applied to make predictions on
the outcome of chemical experiments and expedite material discoveries (Raccuglia
et al. 2016). Despite the models’ high accuracy, chemists still need to be able to
interpret the models to gain more knowledge about the mechanism behind chemical
reactions.

As a result, we want to explain black box models in a human interpretable manner,
so humans can understand what the models are doing with input data, and what
are driving the decisions for the output.
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1.2 Previous Work

1.2.1 Machine Learning

Machine learning is a set of methods that computers use to make and improve
predictions or behaviors based on data (Molnar 2019). It has three major compo-
nents: a representation of data we want to learn from, a loss function to quantify
the difference between machine prediction and actual data, and an optimization
method to minimize the loss function.

Supervised learning is a type of machine learning where the data comprises of
features and labels. A feature is an individual measurable property or description of
a data instance, such as the size of a house. A label is a property we want to make
predictions on, such as the price of a house. A supervised machine learning model is
essentially a function that maps a set of features to labels. The goal of supervised
learning is to find such function given a set of known features and labels, so the
difference between machine output and actual label (measured by loss function) is
minimized in a process called training. After training, we can then apply the model
to make predictions for new, unlabelled data in a processed called testing.

One supervised machine learning model is decision tree, where every node in the
tree is a feature and every branch is a feature value, and each leaf is a predicted
label. For example, we can predict the number of rented bikes on a certain day with
a decision tree, using the number of days since 2011 to take into account the general
trend and the temperature of the specific day:

Fig. 1.1: Decision tree model where each circle is a feature, each line is feature value, and
each leaf is the predicted label, number of rented bikes. (Molnar 2019)
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1.2.2 Interpretability

To understand machine learning models, one approach is to use simple, inherently
interpretable machine learning models directly. In the field of supervised learning,
decision trees and k-nearest neighbors are themselves human interpretable (Molnar
2019). We can understand a decision tree by traversing all nodes in the tree and
looking at the decision variable and value at every node (Fig. 1.1). However, these
models are limited in their use cases since they may not be accurate and appropriate
for all tasks.

A more general approach to explanation should be model-agnostic. With a model-
agnostic interpretation, we can apply it to any type of machine learning model
without access to its internal working. One of the approaches is to explain by
simplification. We can use simple models such as decision trees to approximate the
decisions made by complex black box models and interpret the simple approximation
model instead. The greatest limitation of this approach is that the simple model may
not be flexible enough to accurately model the complex model (Belle and Papantonis
2020).

Instead of constructing an approximation model to the entire black box, we can
instead focus on explaining how a decision is made for a specific data point. This is a
local explanation approach since we are not explaining the global black-box model,
but individual data instances. A method called LIME (Local Interpretable Model-
agnostic Explanations) works by training the best local surrogate model around a
data instance that approximates the performance of the black box model around the
same local region (Ribeiro et al. 2016). It draws data instances around a desired
explanation region and construct a linear model to approximate the behaviors of the
black box (Fig. 1.2).

A recent approach called SHAP (SHapley Additive exPlanations) is inspired by
game theory and similarly explains how a decision is made for a specific data
instance (Lundberg and Lee 2017). SHAP is a feature relevant explanation approach,
which quantifies each feature’s effect on the output prediction (Fig. 1.2). It draws
inspiration from game theory by considering each feature as a player and the
prediction task as a game. Each feature’s individual contributions to the total game
outcome shows the feature’s importance in the black box model when predicting
on a data instance. In game theory, such contribution is quantified by the Shapley
value.
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Fig. 1.2: Left: local explanation methods (LIME) Right: feature importance methods (SHAP)
(Belle and Papantonis 2020)

1.3 Problem Introduction

This thesis will focus on exploring the benefits and drawbacks of using Shapley value
as a feature importance measure for interpretability, and finding ways to better apply
Shapley value in black box explanation.

Proponents of Shapley value argue that it is the best feature importance measure
since Shapley value is based on the solid mathematical foundation of game theory,
which distributes the difference between an instance’s prediction and the average
prediction fairly among all feature values, while other methods such as LIME does
not guarantee that.

However, many also point out the limitations of the Shapley value. It is computa-
tionally expensive (taking exponential time) to calculate the Shapley values exactly.
Existing approximation methods to Shapley value suffer from mathematical incon-
sistencies (I Elizabeth Kumar et al. 2020), adversarial vulnerabilities (Slack, Hilgard,
Jia, et al. 2020), and human-centric explanation issues (I Elizabeth Kumar et al.
2020).

To better understand and apply Shapley value, I. Kumar et al. 2020 proposed a
new idea of Shapley residuals, which quantifies the limits of the Shapley value for
explanations. Shapley residual is a measure of the information loss when we map
a high dimensional game to Shapley value, a scalar value for each feature. On
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the other hand, Slack, Hilgard, Singh, et al. 2020 and Merrick and Taly 2020 use
statistical methods to quantify the uncertainty as a confidence interval when we
draw samples to estimate an explanation model. We aim to study three uncertainties
measurement methods and better understand the question of how much we can
trust Shapley value explanations as a feature importance measure.
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2
Literature Review

2.1 Shapley Value and Shapley-value-based
Explanations

In game theory, Shapley value is a numerical measure of players’ contribution in a
cooperative game. A game is defined by a set of players S ⊆ {1, 2, · · · , N} and a
value function v : 2[N ] → R that maps a subset of the players to real numbers. The
value function represents the value the set of players generate when they cooperate
in the game (Molnar 2019).

The value of the grand coalition v({1, 2, · · · , N)} is the value achieved in a game
if all players cooperate. It represents the collective payoff from the game in total.
Shapley value aims to quantify the individual payoff for each player i in the game:
how much does i contribute to the coalition?

The marginal contribution ∆v(i, S) of player i with respect to a coalition S is the
additional value, measured by value function v, that is generated with player i’s
cooperation in the game:

∆v(i, S) = v(S ∪ i)− v(S)

The Shapley value for player i in the entire game is the weighted average of its
marginal contribution with respect to all possible subset of players. Hence, the
Shapley value φv of player i is given by:

φv(i) =
∑

S⊆{1,··· ,N}\{i}

|S|!(N − |S| − 1)!
N ! ∆v(i, S)
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We can understand the weight for each subset by looking at the possible ordering
for N players. In total, there are N ! random orderings for all players. Out of all
orderings, we are interested in those associated with the value function ∆v(i, S),
the marginal contribution of player i with respect to the subset S. This means we
should first have all players in S included in the game and immediately followed
by player i, a situation where i is added to subset S. So far, there are |S|! ways to
order the players in S. After players in S and player i, there are still N − |S| − 1
players left, so we can arrange them in (N − |S| − 1)! ways, thus giving rise to the
term |S|!(N−|S|−1)!

N ! for every ∆v(i, S).

2.1.1 Shapley Value as Feature Importance Measure

To apply Shapley value for feature importance measures, we can consider the
features of the input data as players in a cooperative game. The value of the grand
coalition when all the features work together is the model prediction at a data
instance. We can split up the total prediction value to marginal contribution of
individual features, thus quantifying each feature’s importance.

For example, consider a linear model with two independent features f(x1, x2) =
x1 + 2x2. We seek to explain the outcome f(1, 1) = 3. The marginal contribution of
x1, x2 with respect to possible subsets are:

∆v(x1, {}) = v({} ∪ x1)− v({}) = f(x1 = 1, x2 = 0)− f(x1 = 0, x2 = 0) = 1

∆v(x1, {x2}) = v({x2} ∪ x1)− v({x2}) = f(x1 = 1, x2 = 1)− f(x1 = 0, x2 = 1) = 1

∆v(x2, {}) = v({} ∪ x2)− v({}) = f(x1 = 0, x2 = 1)− f(x1 = 0, x2 = 0) = 2

∆v(x2, {x1}) = v({x1} ∪ x2)− v({x1}) = f(x1 = 1, x2 = 1)− f(x1 = 1, x2 = 0) = 2

Hence, using the formula, we can calculate the Shapley value for x1 and x2:

φv(x2) = (0!(2− 0− 1)!)
2! · 2 + (0!(2− 1− 1)!)

2! · 2 = 2

φv(x1) = (0!(2− 0− 1)!)
2! · 1 + (0!(2− 1− 1)!)

2! · 1 = 1

In the above example, we made the assumption that the expected value E(x1) =
E(x2) = 0 so the absence of a feature xi from the set S is indicated by setting xi = 0,
and the value function v(S) with respect to S is equal to f(S, xi = 0 ∀xi /∈ S). This
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is because we cannot evaluate a model without some features, such as inputting the
empty subset {} to f to evaluate the respective value function. Instead, we replace
the value for features not in the set by the expected value of these features to get
the expected output of f without these features. In practice, there are two ways to
calculate the value function with a subset of features in the model: the conditional
and interventional approaches. They both aim to find the expected value of f over
the features not in set S.

Let X be a multivariate random variable {X1, X2, · · · , XN}, and XS be the set of
random variables in the subset of features S: XS = {Xi : i ∈ S}. Let x be a set of
actual values for all input features {x1, · · · , xN}, and xs be a set of values of the
features in S: xs = {xi : i ∈ S}. Given a model f and all input feature values x, the
conditional value function when only the features in S are known is the expected
model output given all values of the features in S (I Elizabeth Kumar et al. 2020):

vf,x(S) = E[f(X)|Xs = xs]

=
∫
· · ·
∫
P (XS̄ |Xs = xs)P (Xs = xs)f(Xs = xs, XS̄) dX1 · · · dXj , Xj ∈ S̄

This means that we are simply setting all values of Xs = xs and integrate over the
remaining conditional distribution for features not in S (S̄).

In the interventional approach, instead of conditioning on the set of feature values
first, we simply create a joint distribution between feature in the set XS and all
features not in S and calculate the expected model output f(XS = xS , XS̄). When
we set the known features values XS = xS , we can find the joint distribution by
multiplying all marginal distributions of features in S̄ (I Elizabeth Kumar et al.
2020):

vf,x(S) = E[f(XS = xS , XS̄)]

=
∫
· · ·
∫
P (XS̄)P (Xs = xs)f(Xs = xs, XS̄) dX1 · · · dXj , Xj ∈ S̄

We can illustrate the two different ways to calculate value function in the diagram
below. If we want to explain the importance of feature x for a model f at the point
(x = 1, y = 2), the conditional value function integrates the model output f over
the x values given y = 2, while the interventional value function integrates model
output f over all possible x values and y = 2.
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Fig. 2.1: Conditional and marginal samples drawn from the sample space to estimate
E[f(1, Y )] and E[f(X, 2)] to explain f(1, 2). (I Elizabeth Kumar et al. 2020)

2.1.2 Shapley Value Estimation

Calculating the Shapley value exactly is usually impractical, due to the exponential
number of coalitions. One approximation technique for Shapley value is through
Monte-Carlo sampling. Suppose we want to explain the model output f(x) where x
is an input data instance, a vector of size N . Our goal is to approximate the Shapley
value for each feature xi with some collection of data instances X.

For example, we can approximate Shapley values φ(x1), φ(x2) to explain the model
output f([1 1]) = 3. While we calculated the Shapley values exactly in section 2.2
given the model f(x1, x2) = x1 + 2x2 and assuming E(x1) = E(x2) = 0, we do
not have access to the equation of f anymore and do not have knowledge of the
expected feature value. Instead, we are given available input data instances X, such
as
( 1 1

1 2
2 2

)
. Note that we have no knowledge of, but can still call the model, f on any

given input data x.

The Shapley value φ(xj) for a feature j is the weighted sum of its marginal contribu-
tion with respect to all possible subsets of features. To approximate the marginal
contribution of feature j, we draw a random instance z from X and separately
generate a random order of the features (Molnar 2019). We order x and z by the
random ordering: xo = (x(1), . . . , x(j), . . . , x(p)) and zo = (z(1), . . . , z(j), . . . , z(p)).
With our running example, we can draw [1, 2] from the data and use the same
ordering of features [0, 1].

We can then create two new instances by combining values from the instance of
interest x and the sample z: one new instance is considered as with feature j:
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x+j = (x(1), . . . , x(j−1), x(j), z(j+1), . . . , z(p)) and the other is considered as without
j: x−j = (x(1), . . . , x(j−1), z(j), z(j+1), . . . , z(p)). For example, if we want to estimate
Shapley value of x1 at x = [1, 1] with data instance z = [2, 2] and order [0, 1], we
can construct x−j = [2, 2] and x+j = [1, 2]. We essentially switched the value of x1

from the data instance value z1 = 2 in x−j to the explanation point value x1 = 1 in
x+j .

We then compute the difference of the model output as the marginal contribution
∆v(xj) = f(x+j) − f(x−j). Consider drawing M such instances and calculating
the marginal contribution ∆m

v (xj) for each time. Averaging over all M times gives
an approximation of the Shapley value: φ(xj) = 1

M

∑M
m=1 ∆m

v (xj). The averaging
process implicitly weighs samples by the probability distribution (Molnar 2019).

The following algorithm describes the above process:

Algorithm 1 Approximating Shapley estimation for single feature value (Štrumbelj
and Kononenko 2014)
Require: Number of iterations M , instance of interest x, feature index j, data

matrix X, and machine learning model f
1: procedure APPROXIMATESHAPLEYVALUE

2: for i = 1 to M do
3: Draw z from X

4: Choose a random permutation o of the feature values
5: xo = (x(1), . . . , x(j), . . . , x(p))
6: zo = (z(1), . . . , z(j), . . . , z(p))
7: x+j = (x(1), . . . , x(j−1), x(j), z(j+1), . . . , z(p))
8: x−j = (x(1), . . . , x(j−1), z(j), z(j+1), . . . , z(p))
9: ∆v(xj) = f(x+j)− f(x−j)

10: end for
11: return φ(xj) = 1

M

∑M
m=1 ∆m

v (xj)
12: end procedure

2.1.3 SHapley Additive exPlanations (SHAP)

As we defined Shapley values in game theory and as a measure for feature importance
in section 2.2, and investigated a way to approximate its value in section 2.3, we
can further apply Shapley value in constructing a linear model to approximate and
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explain the black-box machine learning model. This is a local explanation method
since we aim to find a simplified, linear explanation model around the an instance of
interest. SHAP is one such model that applies Shapley value explanation to construct
an additive feature attribution model (Lundberg and Lee 2017).

Our goal is to explain a machine learning model f with a linear explanation model
g. We can map an individual input instance x for f to a coalition vector z′ ∈ {0, 1}N ,
such that a value of 1 or 0 in z′i means that the corresponding feature i is present or
absent respectively. A SHAP explanation model g is a linear combination of features’
Shapley values:

g(z′) = φ0 +
N∑
i=1

φiz
′
i

where φi ∈ R is the Shapley value for feature i. To approximate the model output
at f(x), we can set z′ = x′ to be a vector of all 1’s meaning all features are present,
and set φ0 = g(0) = E(f) meaning the expected model output for the entire data
distribution. This gives us the model f(x) = g(x′) = φ0 +

∑N
i=1 φi, where the

complex model output is explained by a linear model that sums the Shapley value
for each feature and the expected model output for the entire distribution (Lundberg
and Lee 2017).

2.2 Problems with Shapley value

Despite the solid mathematical foundation of Shapley value in game theory and
its application in creating a local explanation model, I Elizabeth Kumar et al. 2020
pointed out various issues surrounding Shapley value and its applications as a feature
importance measure. There are mainly three problems: 1) mathematical issues
with the value functions, 2) vulnerabilities to adversarial attacks, and 3) missing
information about the model’s internal structure and working. We will explore these
issues one by one in this section.
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2.2.1 Mathematical Issues

Conditional Value Function

The conditional approach to estimating model output (section 2.2) for a subset of
features suffers from one major mathematical issue: it attributes influence to features
with no interventional effect (I Elizabeth Kumar et al. 2020). Interventional effect
measures how much the model output changes by intervening on the values of a
feature alone. For a feature i ∈ {1, 2, · · · , N}, if f(x) = f(x′) whenever xj = x′j for
all j 6= i, meaning if we can get the same model output f with other features except
i, then feature i does not affect the function output at all and has no interventional
effect.

This can happen when feature i is highly correlated with other features, so the
value of i can be predicted with some other features and the model may make i’s
interventional effect negligible. However, in the conditional value function, since
we conditioned on a set of known features before taking the expected value of the
model output, a non-interventional feature i can affect the expected value if i is
correlated to some features not in S.

The question then arises: should we consider features with no interventional effect
as input to the function? If two features are highly correlated, should we consider
them one of the same feature or two separate features? We can illustrate this effect
with a dataset with redundant features (I Elizabeth Kumar et al. 2020). Suppose
a dataset has three features A,B,C, where P (XB = XC) = 1, meaning all values
of B and C are the same for each data instance. Consider a model f(XA, XB, XC).
The value functions for the game with three features XA, XB, XC are:

φv(A) = 1
3∆v(A, {}) + 1

6∆v(A, {B}) + 1
6∆v(A, {C}) + 1

3∆v(A, {B,C})

φv(B) = 1
3∆v(B, {}) + 1

6∆v(B, {A}) + 1
6∆v(B, {C}) + 1

3∆v(B, {A,C})

Since P (XB = XC) = 1, by our conditional definition of value function, we know
1) the value functions for A with respect to the subset of {B}, {C}, {B,C} are
essentially the same, 2) the value function for B with respect to {C} is 0, and 3)
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the value function for B with respect to {A,C} is the same as that with respect to
{A}:

E[f(x)|XB] = E[f(x)|XC ] = E[f(x)|XB, XC ]

∆v(A, {B}) = ∆v(A, {C}) = ∆v(A, {B,C})

∆v(B, {C}) = 0

∆v(B, {A,C}) = ∆v(B, {A})

As a result, the Shapley values for A,B can be simplified to:

φv(A) = 1
3∆v(A, {}) + 2

3∆v(A, {B})

φv(B) = 1
3∆v(B, {}) + 1

6∆v(B, {A})

If we define a new model f ′(XA, XB) = f(XA, XB, XB) which gives the same
output for any data instance since XB = XC and f(x) = f ′(x). The game vf,x and
vf ′,x are the same for all subsets of variables. Yet, if we limit the explanation to two
features A,B instead of three, the Shapley values turn out to be different:

φ′v(A) = 1
2∆v(A, {}) + 1

2∆v(A, {B})

φ′v(B) = 1
2∆v(B, {}) + 1

2∆v(B, {A})

Notice the Shapley value φ′v(B) for B in the two feature model is not equal to φv(B)
nor φv(B) + φv(C), the sum of Shapley values for the redundant features in the
three features function. Hence, the relative feature importance of A and B depends
on whether we consider C as a third feature, even though f and f ′ are essentially
the same function (I Elizabeth Kumar et al. 2020).

Interventional Value Function

The interventional value function, vf,x(S) = E[f(XS = xS , XS̄)], also has a math-
ematical issue because of the way it creates a joint distribution and introduces
out-of-distribution samples (I Elizabeth Kumar et al. 2020).
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For example, if a model f has three features X1, X2, X3 such that X1, X2 ∼ N(0, 1)
and X3 = X1X2, we want to find the value function for the addition of X3 with
respect to a known subset of features S = {X1 = 1, X2 = 2}, so we have to calculate
the expected function output for f(X1 = 1, X2 = 2, X3). In the interventional value
function, we calculate:

E[f(X1 = 1, X2 = 2, X3)]

=
∫
P (X1 = 1, X2 = 2, X3 = x3)f(X1 = 1, X2 = 2, X3 = x3) dX3

=
∫
P (X1 = 1, X2 = 2)P (X3 = x3)f(X1 = 1, X2 = 2, X3 = x3) dX3

In calculating the expectation, we are integrating over all possible values of x3, but
in reality P (X3 = x3) = 0 if x3 6= x1x2, and the model f would have never seen
such input combination in training. The model therefore has to extrapolate to make
predictions on the out-of-distribution input, which defeats the purpose of explaining
the working of the model for the task it is trained on. Compared to the conditional
value function where we only integrate over the conditional distribution of f given
values of known features, the interventional approach creates out-of-distribution
examples that are not helpful in explaining the working of the model (I Elizabeth
Kumar et al. 2020).

We illustrate in Fig 2.1 the differences between conditional and interventional
estimation of the value function for a dataset. Suppose there is a distribution of all
observed data where features X and Y are correlated Gaussian distributions. We
draw samples from the data distribution to estimate E[f(1, Y )] and E[f(X, 2)] and
to explain f(1, 2) for some function f . Depending on whether the expectation is
taken over X|Y = 2 and Y |X = 1 (left) or X and Y (right), we get all samples
within the data distribution for the conditional approach, and all possible samples
along X = 1 and Y = 2 for the interventional approach. This highlights the issue
with interventional approach since it inputs into the model f with out-of-distribution
samples that do not follow the correlation between X,Y . The model f is not trained
on these uncorrelated samples, so explaining these unrealistic inputs are rather
unhelpful.
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2.2.2 Adversarial Vulnerabilities

We have shown that the interventional approach draws out-of-distribution samples
as input to a machine learning model and estimate the value function. As a result,
adversarial models can be devised to mask a biased classifier by detecting and giving
unbiased output to out-of-sample data input, while returning the same biased output
for real data and appearing more innocent by Shapley value interpretation.

For example, a credit-scoring model that illegally discriminates based on gender and
races will have its output scores highly correlated with gender the race features in
the dataset, and have high Shapley value for the two sensitive features. We want
to construct an adversarial model that give the same biased output but has low
Shapley values for the sensitive features when estimating with interventional value
function.

Slack, Hilgard, Jia, et al. 2020 demonstrated that such adversarial model can be
created to fool Shapley interpretations. Suppose a biased classifier f(X) is trained
and applied on real-world input data that follows the distribution Xdist, and X is
the distribution of the sample data that the adversarial model has access to. If
given an input from the real-world distribution Xdist, an adversarial classifier e(X)
will return the same biased prediction as f(X). If detected an out-of-distribution
input, the adversarial classifier e(X) will return unbiased predictions based only
on features that are not correlated with sensitive features. Assume ψ(X) is such
unbiased classifier, the adversarial classifier e is:

e(X) =

f(X), X ∈ Xdist

ψ(X), otherwise

To detect whether a data instance is in the distribution or not, we can simply
construct a new dataset using available instances in X . The new dataset contains
original data X labelled with out-of-sample = False, and manipulated data instances
Xp labelled with out-of-sample = True. We can generate each manipulated data
point xp by taking one x ∈ X and replace some of its feature values to other values
drawn from the marginal distribution. We then train a classifier on the dataset
X ∪Xp to detect out of sample data points.

The performance of the adversarial model in experiment is highly effective. The
COMPAS dataset captures detailed information about the criminal history, jail and
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prison time, demographic attributes for 6172 defendants from Broward Couty, and
the label is a measure of individual’s risk scores. The sensitive feature is an attribute
called “African-American.” For the biased classifier f , the SHAP explanation always
ranks the sensitive attribute first (Fig. 2.2). However, after the adversarial attack,
the highest ranked feature is uncorrelated feature 1 most of the time, meaning its
biases are successfully covered.

Fig. 2.2: Feature importance rank in SHAP for a biased classifier and the adversarial models
(Slack, Hilgard, Jia, et al. 2020)

2.2.3 Human-centric Issues

Despite the aforementioned mathematical issues and the subsequent adversarial vul-
nerabilities, practitioners often use Shapley values as a tool for normative evaluation,
such as deciding whether a model is acceptable or deployment-ready (I Elizabeth
Kumar et al. 2020). The very purpose of calculating Shapley value is to bring better
explanability to black box models, so the ultimate question we should ask about
Shapley value is whether it helps us understand the model enough that people
affected by the model can trust it and be treated fairly by it.

Disappointingly, Shapley values alone do not accomplish the goal as it does not give
a full picture of how the game/model work. I. Kumar et al. 2020 gives a simple
example that, if given two models f1, f1 with 3 input features x1, x2, x3:

f1 = x1 + x2 + x3

f2 = x1 + 2x2x3
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and a practitioner tries to explain the output f1(1, 1, 1) = 3 and f2(1, 1, 1) = 3. For
both models, we end up with the Shapley value for x1, x2, x3 equals 1 (assuming
expected feature value is 0). However, increasing values of x2 changes f2 more
than increasing the value of x1, and the two functions are inherently different in
their construct. This means that looking at Shapley values alone do not help us
understand the working of the model completely, and there are information missing
when we try to explain with Shapley values.

2.3 Quantifying Uncertainty in Shapley-value-based
explanations

As we explored in section 2.1 the definition and applications of Shapley value in
measuring feature importance for black-box explanation, and examined in section
2.2 its various limitations and issues, we want to then quantify the limitations for
Shapley-value-based explanation using uncertainty measures. By uncertainty, we
generally mean sources of error occurred in the Shapley-value-based explanation
pipeline, which includes representing our model as a cooperative game, approximat-
ing a feature’s Shapley value using sampling estimation methods, and deriving a
SHAP local linear model. In literature, we identified three types of uncertainty in the
process and the respective methods to quantify them. We illustrate an overview of
the explanation pipeline in figure 2.3 and we will explore the places where different
types of uncertainty can arise in the pipeline.
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Fig. 2.3: Overview of Shapley-value-based explanation pipeline

In Fig 2.3 above, we see that we have a point of explanation representing the grand
coalition in a game, and perturbations representing the sub-coalitions, and the
machine learning model giving the value for each coalition. With the game set-up,
we can calculate the Shapley values for each feature and construct a SHAP linear
model to explain the behaviors of the machine learning model in Rn

2.3.1 Shapley Residuals for Missing Information in Game Set-up

How do we then quantify the missing information in the game not captured by
Shapley value? I. Kumar et al. 2020 proposed the idea of Shapley residuals to
capture information lost in Shapley values. They interpret Shapley values as the
result of an orthogonal projection between vector spaces and quantify the residual
lost as the kernel component of the projection.
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First, we can set up the game as a function over the vertices of a N-dimensional
hypercube, where each dimension takes a binary value representing the presence or
absence of a feature, and the coordinates of each vertex on the hypercube represent
a subset of players (Stern and Tettenhorst 2019).

Fig. 2.4: Graphical representing of the game/model f = x1 + 2x2x3 (I. Kumar et al. 2020)

As shown above, the game is represented as a hypercube G(V,E) whose coordinates
of the vertices represent a subset S of players, and the value of the function at each
vertex v ∈ V is the expected model output v(S) for that subset of players.

Now we can set up the edges of the hypercube, each of which connects two vertices
representing two subsets of features in the game. The two vertices along an edge
have all identical features, except the ith feature for an edge that is parallel to
the i axis, since the two end points of the edge have the ith feature to be 0 and
1. Therefore, we can see the values along the edges as the delta of value function
between S and S′ = S ∪ {i}. This can be more clearly illustrated in the figure
below:

Fig. 2.5: Graphical representation of the delta of value function with respect to each feature
in model f = x1 + 2x2x3 (I. Kumar et al. 2020)
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We can define the mapping between the value functions on the vertices to function
on the edges by a discrete gradient operator ∇ : RV → RE as:

∇v(S, S ∪ {i}) = v(S ∪ i)− v(S)

and a partial gradient ∇i with respect to feature i:

∇iv(S, S ∪ {j}) =

v(S ∪ j)− v(S), i = j

0, otherwise

Now suppose we have a game in which the player interactions are simple and
additive. This means that every player adds a fixed value v(i) to a coalition S

independent of the composition of S. In this case, Shapley values can be used
for feature importance measures since each feature’s contribution is fixed and all
features’ contributions simply add up to the total model prediction. We call such a
game inessential if for all S, v(S) =

∑
i∈S v(i). We can express the inessentiality of

a game by looking at the gradients on the hypercube:

Proposition 1 (I. Kumar et al. 2020). The game v is inessential if and only if for each
player i, there exists vi ∈ RV such that ∇iv = ∇vi.

We can understand the equality ∇iv = ∇vi by looking at an inessential game
f = x1 + x2 + x3 as shown in the figure below. ∇iv is the partial gradient for each
feature i taken on game f we’re explaining here (the same process shown for a
different function in Fig 2.5). ∇vi represents the gradient taken on the cube for a
game with only feature i. The three games for each feature sums up to the game f ,
and the gradient on the ith game ∇vi is the same as the partial gradient ∇iv of the
game f with respect to i.

Fig. 2.6: Graphical representation of an inessential game defined by the function f =
x1 + x2 + x3
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The equality may seem obvious for the above function, but a game may not be
inessential in general and we cannot find vi such that ∇iv = ∇vi. Instead, we can
find the closest such vi to minimize the least square error:

∇vi = min
x∈RV ,x(∅)=0

||∇x−∇iv||

This means that we are effectively finding the closest inessential game vi with respect
to feature i. We can look back at the game defined by the function f = x1 + x2x3

which is not ineseential:

Fig. 2.7: Finding the least square error inessential game for f = x1 + x2x3. Notice that
∇v2 6= ∇2v and ∇v3 6= ∇3v since the game is not inessential and v2(S) and v3(S)
are only the closest approximate inessential game (I. Kumar et al. 2020).

We can then quantify the degree of deviation of the game from inessentiality by
looking at the difference between the partial gradient of our game and the inessential
one.

ri = ∇iv−∇vi

where ri is a vector with one value for each edge of the hypercube and it is a measure
of deviation from inessentiality. This vector is zero if and only if the game is essential
according to Proposition 1. We call ri the Shapley Residual of player i.

Continuing with our earlier example for f = x1 + x2x3, once we found the closest
inessential game vi(S) with respect to feature i, we can calculate the difference
between ∇iv−∇vi and find the residual:
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Fig. 2.8: Construction of Shapley residual r2 for feature 2 using the best approximate
inessential game v2 we found. (I. Kumar et al. 2020).

From the above diagram, we see that the residual amount r2 quantifies the deviation
of ∇2v from ∇v2, which is the best approximate inessential game.

2.3.2 Single-reference Game for Variance in Shapley Value
Estimation

While Shapley Residual provides a theoretical framework to quantify uncertainty
due to the inessentiality of the model, in practice, we still need to first calculate
the value function at each vertex of the hypercube (representing model output with
a subset of players). When we calculate the value functions and subsequently the
Shapley values with estimation techniques such as the one in section 2.3, it leads to
uncertainty in the process.

In section 2.3, we described an estimation algorithm to calculate the Shapley value
by sampling from a collection of data instances. The estimated Shapley value for
a feature is its expected marginal contributions over all samples, which has an
uncertainty due to the random process.

Merrick and Taly 2020 introduces a way to quantify this uncertainty. First, we define
a single-reference game vx,r that simulates feature absence by replacing the feature
value with the value from a specific reference input r.

vx,r(S) = f(z(x, r, S))− f(r)

23

23



where the function z(x, r, S) is called the composite input, which agrees with the
input x on all features in S and with r on all features not in S. In Algorithm 1, the
composite input is x+j = (x(1), . . . , x(j−1), x(j), z(j+1), . . . , z(p)).

The attributions from a single-reference game explain the difference between the
prediction for the input and the prediction for the reference. In Algorithm 1, the
reference point is x−j = (x(1), . . . , x(j−1), z(j), z(j+1), . . . , z(p)).

Merrick and Taly 2020 proves that the expected value of many single-reference
games is an unbiased estimator of the true Shapley value depending on the type of
distribution Dref we draw references from (conditional or marginal):

φ(vx,Dref ) = ER∼Dref [φ(vx,r)]

With the above formulation, we can quantify attribution uncertainty by estimating
the standard error of the mean (SEM) across a sample of Shapley values from single-
reference games. In terms of the sample standard deviation (SSD), 95% Confidence
Intervals on the mean attribution (φ̄) from a sample of size M are given by (Merrick
and Taly 2020):

φ̄± 1.96 · SSD({φ(vx,ri)Mi=1})√
M

Merrick and Taly 2020 went on to derive a general SEM-based Confidence Inter-
val that quantifies the combined uncertainty from the sampling of references, as
described above, and sampling-based approximations of Shapley values.

Let us consider a generic estimator φ̂(G)
i (vx,r) parameterized by some random sample

G. For example, in Algorithm 1, G = (Om)km=1 represents a random sample of
feature orderings and let prej(O) denotes the features up to feature of interest j:

φ̂
(G)
j (vx,rj) = 1

M

M∑
m=1

∆m
v (xj)

= 1
M

M∑
m=1

v(prej(Om) ∪ {j})− v(prej(Om))

As we considered 1) the random sampling of data instances R ∼ Dref to approximate
the value functions and marginal contribution and 2) the random ordering G
to approximate the different subsets/coalitions, we have taken into account the
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estimation on both the weights and the marginal contribution when calculating the
Shapley values as a weighted sum of marginal contributions:

φj(vx,Dref ) = EREG[φ̂(G)
j (vx,R)]

Since G is independent of R, this expectation can be Monte Carlo estimated using
the sample mean of the sequence (φ̂(gm)

j (vx,rm))Mm=1. Similarly, we can capture
the uncertainty using standard error of the mean. A 95% Confidence Intervals on
the mean attribution (φ̄) from a sample of size M are given by (Merrick and Taly
2020):

φ̄±
1.96 · SSD((φ̂(gm)

j (vx,rm))Mm=1)
√
M

To summarize, the uncertainty in Shapley sampling value can be easily quantified by
looking at the variance in the distribution of the marginal contribution of a feature,
estimated from samples of a certain size.

2.3.3 Bayesian SHAP for the error of SHAP Linear Model

As we defined the theoretical limits of Shapley values using Shapley Residuals and
quantified the sampling uncertainties in the estimation of Shapley value, we can
investigate further into the uncertainty of SHAP model - a linear model using Shapley
value explanation. Slack, Hilgard, Singh, et al. 2020 proposed a Bayesian SHAP
model to accomplish that.

Recall from section 2.3 that SHAP is a linear explanation model. As defined earlier,
g denotes the explanation model that we intend to learn to explain a function f(x)
at the instance x. To approximate a linear explanation model around x, we need to
randomly draw samples around x, a process called perturbation. We define Z as a
set of n randomly sampled instances, and the proximity between any z ∈ Z and x is
given by πx(z) ∈ R.

The original SHAP explanation model for every z ∈ Z can be written below using a
vectorized form:

y = g(x) = f(x) = φT z

where φ ∈ RN is a vector and φi is the Shapley value for feature i.
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In our statistical analysis, there are two sources of uncertainties for the SHAP model:
1) the uncertainty associated with the values of the feature importance scores φi
and, 2) uncertainty associated with how well g captures the local decision surface of
the underlying black box model f (Slack, Hilgard, Singh, et al. 2020).

We capture both types of uncertainty by looking at SHAP output as a probability
distribution conditioned on a perturbed data samples z, some prior belief of noise σ2,
and the Shapley values φ. We are adding Gaussian noise on the original linear model
with zero bias and variance proportional to noise σ2 and inversely proportional to
the proximity function between x and z:

y|z, φ, σ2 ∼ φT z +N (0, σ2

πx(z))

σ2 ∼ Inv-χ2(n0, σ
2
0)

φ|σ2 ∼ N (φ0, σ
2Σ0)

We assume the variance of the noise is inversely proportional to the proximity
function so we allow more room for error for points further from x, while points
close to x are modelled more accurately with a small variance. We assume prior
beliefs that the noise σ2 follows an inverse chi-square distribution with some initial
small values of n0 and σ2

0, and the Shapley value φ follows a multivariate Gaussian
distribution with some small mean φ0 and variance-covariance matrix Σ0, usually
initialized with Diag(1, ..., 1) so φ do not correlate and is sparse.

The first source of error we’re interested in is the the uncertainty associated with
φ, which is simply given by φ|σ2 ∼ N (φ0, σ

2Σ0). The second source of error, the
uncertainty on explanation model g, is given by the noise term N (0, σ2

πx(z)) and we
call it ε.

We will find an expression for these two uncertainties by looking at the posterior
distribution on φ and σ2, which turns out to be normal and Inverse chi-square
distributions respectively due to the corresponding conjugate priors we assumed
earlier.

σ2|Z, Y ∼ Inv-χ2(n, s2)

φ|σ2,Z, Y ∼ N (φ̂, Vφσ2)

φ̂ = VφZ
Tdiag(Πx(Z))Y where Vφ = (ZTdiag(Πx(Z))Z + I)−1

s2 = 1
n

[(Y −Zφ̂)Tdiag(Πx(Z))(Y −Zφ̂) + φ̂T φ̂]
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The derivation is shown in Slack, Hilgard, Singh, et al. 2020 but will be omitted
here due to its complexity. So far, we only found the posterior distribution on φ and
not yet on ε. Hence, we will do another complicated derivation and it turns out that
ε follows a Student’s t-distribution:

ε|Z, Y ∼ t(V=n)(0, s2)

With the probability density function derived for φ and ε, which are normal and t
distribution respectively, we can calculate the confidence interval for φ and ε given
any samples set Z we draw to estimate x.

By studying the distributions, we notice that as the number of perturbations sampled
around x goes to∞: (1) the estimate of φ converges to the true importance scores,
and its uncertainty converges to 0. (2) uncertainty of the error term ε converges to
the bias of the local linear model g (Slack, Hilgard, Singh, et al. 2020).

However, it’s unpractical to take an infinite number of samples around x to achieve
zero uncertainty. We want to sample enough data points so the uncertainty falls
below a certain threshold. A naive algorithm will be randomly sampling points
around x until the uncertainty is below the desired threshold. (Slack, Hilgard,
Singh, et al. 2020) moved on to propose a more efficient batch-sampling method
that strategically prioritizes perturbations whose predictions we are most uncertain
about.

The uncertainty batch-sampling algorithm is given below in Algorithm 2. First, we
randomly sample N instances (perturbations) around data point x and obtain a
set of data Q. Then, we generate a distribution Qdist over N data points in Q by
computing a probability exp(zTVφz + 1)s2/

∑
z∈Q exp(zTVφz + 1)s2 for each z ∈ Q.

We then draw B perturbations from Qdist and input them into the blackbox for labels
for B. Using the B instances as well as the N initial perturbations and their corre-
sponding black box labels, we fit a local linear model g as discussed earlier. If the
resulting explanation satisfies the desired certainty, terminate early and return the lo-
cal explanation, otherwise, repeat all steps above (Slack, Hilgard, Singh, et al. 2020).
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Algorithm 2 Uncertainty sampling for local explanations (Slack, Hilgard, Singh,
et al. 2020)
Require: Perturbation size S, Preliminary perturbation size N , Batch size B, Model

f , Data instance X, Explanation Model g with Predictive Variance φg, Candidate
perturbation batch size A

1: procedure UNCERTAINTY SAMPLE
2: Initialize data set D and add N initial perturbations, (Z, f(Z)).
3: Fit g on D
4: for i = 1 to S −N do
5: if i mod. B = 0 then
6: Generate set of candidate perturbations Q of size A
7: Draw B perturbations into Qnew from Qdist ∼

exp(φg(Q))j∈|Q|∑
exp(Q)

8: D ←− D ∪ (Qnew, f(Qnew); Fit g on D
9: end if

10: end for
11: return g
12: end procedure

To conclude, we see that Shapley Residuals quantify the deviation of the game-theory
formulation of the machine learning model from an inessential game, and variance
in samples captures the uncertainty in the sampling process, and Bayesian SHAP
captures both the sample variance and regression error in approximating a local
linear model.
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3
Statement of The Problem and Experiment
Set-up

In literature review, we identified 3 existing and different measurements of uncer-
tainty in Shapley-value-based explanations, namely Shapley Residuals, variance,
and error term in Bayesian SHAP. However, it is still unclear where each type of
uncertainty arises in the pipeline and how different types of uncertainty can relate
to one another. Answering these questions can help practitioners better understand
where the uncertainty in their model explanation comes from and how much they
can trust the Shapley value explanations.

This leads to the problem statement of this thesis: How do we measure the
overall uncertainty and trustworthiness of Shapley-value-based explanations?
How much do the parameters of machine learning models and explanation
pipeline affect each type of uncertainty measures in Shapley-value-based ex-
planations?

To explore this problem, we first need to identify all the parameters of a machine
learning and explanation pipeline. We created a standard pipeline with parameter-
ized data generation, machine learning algorithm, and Shapley value explanation
so we can control and vary parameters in every step of the pipeline. Next, we want
to quantify each of the uncertainty measures for the standard pipeline, so we can
perform controlled experiments and observe changes in the uncertainty measures
with respect to changes in pipeline parameters. At the end, we want to propose a
unified method for quantifying uncertainty in Shapley-value-based explanations.
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3.1 Variable Parameters in Pipeline

To identify and control all variable parameters in the machine learning and explana-
tion pipeline, we constructed a synthetic data generator, machine learning models,
and Shapley value explanations as part of the pipeline.

3.1.1 Data Generation

Supervised machine learning models are trained on a dataset with real-world obser-
vations of features and labels. For illustration, we assume there are two variables
x1, x2 we observe. Hence, a dataset X has two features and we assume that it is
generated from a multivariate normal distribution, where β controls the correlation
between two features in X:

X ∼ N(( 0
0 ),
(

1 β
β 1

)
)

We designed a synthetic data generator that generates a synthetic dataset array, with
data instances from a specific distribution and true labels for each data instance.

The variable parameters in the data generator are ninstances, the number of data
instances we generate, and nfeatures, the dimension of the data instances’ features.
Currently we only generate data from a multivariate normal distribution, with mean
µ and covariance matrix of the features Σ with 1s on the diagonal and β otherwise.

The true labels of the data instances are generated by a function variable, where user
can input different functions mapping from data instances to a continuous value.
Currently we only consider regression tasks and therefore limit the true label to have
continuous values.

The output from the generator is a ninstances · (nfeatures + 1) array with continuous
values sampled from the distribution N(µ,Σ) and the true label for each data
instance.
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3.1.2 Machine Learning Model

Our machine learning model predicts the label for a given input data instances from
our data generator. It is a function mapping f(x) from any data instances with
nfeatures to a continuous value label.

The variable parameters are the choice of machine learning model, and model-
specific parameters for the machine learning model.

To control the non-linearity and feature interaction in the machine learning model,
we design a function f(x) with parameters α, γ as our machine learning model,
where α, γ affect the amount of non-linearity and feature interaction in the function
respectively:

f(x) = (1− α− γ)
N∑
1
xi + α(

∑
s∈P (S)

∏
xi∈s

xi) + γ(
N∑
1
x2
i )

where 0 ≤ α, γ ≤ 1, S = {x1, · · · , xN}, |s| ≥ 2

In the above function, α is multiplied with the sum of multiplications of elements in
the power set of all features while γ is multiplied with the sum of square of every
feature. When α = 0 or γ = 0, it becomes a simple linear function.

We then passed the dataset and machine learning model to the Shapley value
explanation pipeline.

3.1.3 Shapley Value Explanation

In the explanation part of the pipeline, we are given a dataset and a machine learning
model and we calculate the Shapley value to explain the model behavior for a data
instance. The variable parameters for Shapley value explanation are: the point of
explanation x, the number of perturbed data samples ζ as a fraction of the number
of all data instances, the type of value function (conditional vs marginal), as well as
the choice of algorithm for calculation. In the experiments, we only used marginal
value function, which will be discussed more in the experiment session.
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Since we want to calculate the Shapley value for feature j with the model output
y = f(x), we take samples of data around the point of interest x from X and
approximate the weighted marginal contribution for feature j.

Using the concept of single-reference game, we can define a set Zj,x of composite
input z(x, r, S), which are randomly sampled instances (perturbations) around x
using reference data instance ri and with respect to a random subset of features
Si. z(x, r, S) agrees with the input x on all features in S and with r on all features
not in S. Let ζ control the size of the set Zj,x, the number of perturbed samples we
draw:

Zj,x(ζ) = {z1, z2, · · · , zζ}

zi(Si,xi, ri) = (z1, z2, · · · , zN ),where zk =

xk, k ∈ Sirik, k /∈ Si

The reference point ri is sampled from either a conditional or interventional distri-
bution, which is a key variable parameter in the explanation pipeline.

rint ∼ DXS ,XS̄

rcond ∼ DXS |XS̄

Similarly, we draw the possible subsets Si out of a total of N features from a
distribution of subsets O where

Si ∼ O(N)

For a specific perturbed data zi and its reference point ri, we can calculate the value
function v(i)

j,x with respect to the machine learning model f , feature j, and point of
explanation x:

v
(i)
j,x = f(zi)− f(ri)

The estimated Shapley value for a feature j is therefore the expected value of the
value function over all sampled data instances drawn from D and all sampled subsets
Si.

φj = Eri∈DESi∈O[v(i)
j,x]

In practice, due to the exponential number of subsets, there are various algorithms
to calculate Shapley values. We implemented an exact and approximate Shapley
value algorithm by I. Kumar et al. 2020 as well as a regression-based Shapley value
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algorithm by Slack, Hilgard, Singh, et al. 2020. By varying our choice of algorithm,
we can study the accuracy and computation efficiency of various algorithms.

3.2 Uncertainty Measures in Pipeline

After identifying all variable parameters in the data, ML model, and explanation part
of pipeline, we then want to apply the existing uncertainty measures on the Shapley
value explanation we got.

3.2.1 Shapley Residuals

This part of the pipeline calculates the Shapley residuals for the Shapley values φ
we obtained earlier for a point x with respect to a ML model f and dataset X, using
the implementation in I. Kumar et al. 2020. The implementation allows both an
exact calculation by computing the Shapley values and residuals with respect to all
subsets of features, and an approximate calculation by sampling subsets of features
and taking the expectation of the Shapley values and residuals with respect to all
samples. We only consider the exact calculation in the experiment as we will discuss
in the experiment session. The output is a N-dimensional array of Shapley Residuals
for each feature.

3.2.2 Bayesian SHAP

This part of the pipeline calculates the variance for the Shapley values φ we obtained
earlier for a point x with respect to a ML model f and dataset X, as well as an
error term ε in Bayesian SHAP, using the implementation in Slack, Hilgard, Singh,
et al. 2020. The output is a N-dimensional array of Shapley sampling variance for
each feature, and a single number ε which is a proxy for the quality of SHAP linear
explanation (Slack, Hilgard, Singh, et al. 2020).
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3.2.3 Unifying Uncertainty Measures

While Shapley Residuals and variance and error term in Bayesian SHAP capture
different types of uncertainty, it is still difficult for practitioners make a claim on
their overall explanation trust-worthiness with 3 very different measures.

Hence, to measure the overall uncertainty and trustworthiness of Shapley-value-
based explanations, we want to theoretically derive a mental model based on
Shapley value axioms and intuitions about human interpretation of Shapley values,
and quantify the overall deviation from the mental model to the machine learning
model.
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4
Experiments and Results Analysis

As presented in the statement of problem, there are two areas of experiments: first,
we want to theoretically identify a unified uncertainty measure; second, we want
to study how the parameters of machine learning and explanation pipeline affect
different uncertainty measures.

4.1 Theoretical Studies: Unifying Uncertainty Measures
via Mental Model

4.1.1 Motivation for Mental Model

How do practitioners interpret Shapley values as an explanation model? Due to the
limit of time, we did not performed user studies but gained inspirations from the
illustration of the SHAP package.
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Fig. 4.1: Illustration of the SHAP model: www.github.com/slundberg/shap

As shown in Fig. 4.1, the black box model f predicts output f(x) = 0.4 where x is
given by age=65, Sex=F etc, while the average model output f̄ = 0.1. To explain
the model behavior with SHAP, we can understand each feature’s Shapley value as
a positive or negative contribution to the output from the base rate f̄ . The model
output at f(x) can be understood as a linear combination of Shapley values of each
feature, plus the average model output f̄ .

To theoretically motivate the mental model, let x̄ be the point in feature space with
average value x̄i for every feature i, and it also corresponds to the empty set in the
coalition space [0, 1]n. By null property, the model output at x̄ is the model average
output: f̄ = f(x̄) = φ0.

By efficiency, the sum of Shapley values gives the model output at point of explana-
tion x: f(x) =

∑n
i=0 φi = φ0 +

∑n
i=1 φi = φ0 +

∑n
i=1

xi−x̄i
xi−x̄i

φi.

Now we define a linear mental model g(x′) in terms of the Shapley values of x,
where g(x′) = φ0 +

∑n
i=1

x′
i−x̄i

xi−x̄i
φi.

The mental model simply scales the Shapley values of each of the features for x
proportionally to the difference between the feature value in x and x′, and linearly
combine the scaled Shapley values. For example, if every feature in x′ is halved of
that in x, our mental model predicts that the model output g(x′) will be halved of
f(x).
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The mental model holds for x̄ since g(x̄) = φ0 +
∑n
i=1

0
xi−x̄i

φi = φ0 = f(x̄). Similarly
it holds for x since g(x) = φ0 +

∑n
i=1 1 · φi = f(x).

To express the mental model terms of x′, we get:

g(x′) = φ0 −
n∑
1

x̄i
xi − x̄i

φi +
n∑
1

φi
xi − x̄i

x′i

where intercept b = φ0 −
∑n

1
x̄i

xi−x̄i
φi and coefficient mi = φi

xi−x̄i

4.1.2 Deviation from Mental Model

We derived the mental model to quantify one way in which practitioners interpret
Shapley value explanations, so we can quantify the deviation between the mental
model and actual machine learning model as a proxy for the uncertainty in Shapley-
value-based explanations.

We conjectured that the deviation between mental model and true machine learning
model can be due to 1) non-linearity of the machine learning model because we use a
linear model to explain non-linear behavior, 2) the sampling variance of the Shapley
values because the mental model we construct using the Shapley values has variation
from the variance of Shapley values, as well as 3) feature interactions because
the linear mental model behaves the same across a dimension while interaction
leads to different behaviors along the same dimension, depending on the values of
other dimensions. For example, the behavior of the model f(x1, x2) = x1x2 along
dimension x1 varies. When x2 = 1, f(x1) = x1; when x2 = −1, f(x1) = −x1. This
variation is not captured by a linear mental model and leads to deviation.

To mathematically define deviation, we calculated the average squared distance
between mental model and the machine learning model. We would start in 1d but
generalize to higher dimensions later. Given the ML model f (pink line in 4.2) , a
point of explanation xp, we can calculate the Shapley values φ0 (the model average
output) and φ1 (feature importance score for x1). Note that f(x̄) = φ0.
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Fig. 4.2: A 1D illustration of the deviation (yellow bars) between the set of mental models
(average mental model ḡ(x) in blue and other possible mental models g(x) in
green) and the machine learning model f(x) in purple, calculated between model
average at x̄ and point of explanation xp.

With these values, we construct the linear “mental model” (blue line) – a function
that models how users interpret Shapley values while satisfying Shapley efficiency
property. For instance, according to this mental model, a point xq that is halfway
between x̄ and xp should roughly have the value f(xq) = φ0 + 1/2φ1.

However, the Shapley values we obtained have variance σ due to the sampling
process in calculation, and there are multiple sets of possible Shapley values. Since
we construct one mental model g using the a fixed set of Shapley values for x, we
can actually form a family of possible mental models G = {gi(x)}. If we calculate
the confidence interval z% of Shapley values, we can define the upper and lower
mental models for which z% of possible mental models lie between them (green
lines).

Furthermore, the ML model (pink line) is nonlinear, so the linear mental models
do not fully capture the ML model. We want to calculate the average “distance”
between the ML model and sets of mental models (the yellow bars). Since the
distance between the a mental model g and the ML model f is defined as:

(f(x)− g(x))2.
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Then, deviation would be:

d(x) = Ex∈[x̄,xp]Eg∈G [(f(x)− g(x))2]

4.1.3 Deviation in Higher Dimensions

To generalize the deviation from earlier session to higher dimension (n), instead
of taking samples of x along one dimension line along x1 between x̄ and xp, we
draw a set of n-dimension points x from a sphere of radius r around the point of
explanation xp.

As a result, the deviation between the ML model and a set of possible mental models
is given by:

d(x) = Ex∈{x s.t. ||x−xp||≤r}Eg∈G [(f(x)− g(x))2]

While the above formula gives a measure of total deviation among all dimensions,
we are interested in how we can assign deviation to each dimension (per feature),
so we can better understand which dimension contributes the most to deviation.

For a single sample xi, we can calculate its total deviation d(xi) according to the
formula above. We can scale this deviation for each dimension proportional to the
distance between xi and xp:

v = d(xi)
xi − xp
||xi − xp||

Let V be a k by n matrix, where k is the number of samples xi we took around xp,
and each row vi is the scaled deviation for each xi given by the above formula.

Using the matrix V, we can calculate a covariance matrix such that the diagonal
entries are a decomposition of the total variance along the dimensions (suggested
by Carlos Scheidegger):

d(x) = diag( 1
k

VTV)
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4.1.4 Conclusion from Theoretical Studies

In this section, we proposed a mental model to quantify a way in which practitioners
interpret Shapley values. This model follows the Shapley value axioms and enables
us to define a deviation measure between real machine learning model and mental
model. We mathematically defined total deviation as the expected squared difference
between the machine learning model and all possible mental models, and derived a
method to decompose total deviation to every dimension using a covariance matrix.
We conjectured that the mental model and its deviation from the actual machine
learning model can be helpful in measuring the overall uncertainty in practice.

In the next experiment, we want to verify how parameters in the machine learning
and explanation pipeline affect the new deviation measure, along with the existing
methods from Shapley Residuals and Bayesian SHAP. We want to understand if the
amount of deviation can be a meaningful measure for the overall uncertainty.

4.2 Experiment 1: Quantifying Effect of Pipeline
Parameters on Uncertainty Measures

In the problem statement and methodology session, we created a pipeline with
controllable parameters for data generation, machine learning model, and Shapley
explanation. We then implemented Shapley Residuals and Bayesian SHAP, and
defined a new deviation in quantifying the uncertainty in explanation.

In this experiment, we perform empirical studies of how varying one or more
parameters in the pipeline affect each type of uncertainty measure.

4.2.1 Experiment Design Choices

There are three conscious decisions made for all parts of this experiment. As we
discussed in problem statement, there are two choices of value function (conditional
vs marginal) in the explanation pipeline and they affect the way we sample data
instances and generate perturbations. We chose to use KernelSHAP with marginal
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value function, because it’s easier to implement and does not depend on the data dis-
tribution. Due to time constraints, it will be future work to perform all experiments
under the conditional value function.

Additionally, there are two implementations of Shapley Residuals where one is
an exact calculation with all subsets of features and another is a sampling-based
calculation for samples of subsets of features. Since our artificial dataset is small and
we would like to have accurate measures of the uncertainty to study its relations
with variable parameters in the pipeline, we chose to use exact calculation only.
Given more time and more complex dataset, we can study the speed and accuracy
trade-off between residuals obtained by exact and approximate algorithms.

As we discussed in the Bayesian SHAP section, there are two measures of uncertainty
in Bayesian SHAP: variance of Shapley value σ and error term ε. The Bayesian
SHAP implementation does not measure ε directly but generates an uncertainty
measure p0, that is the probability density function (PDF) of P (ε = 0) as a proxy for
explanation quality (Slack, Hilgard, Singh, et al. 2020). We do not consider ε nor p0

in all our experiments because they are probability density measures and are not on
the same scale as other variables. We will leave it to future work to further study
this uncertainty measure.

4.2.2 Effect of Model Interaction

In this experiment, we want to study the effect of machine learning model’s inter-
action term on different uncertainty measures. We vary the amount of interaction
terms by varying α in the function representing the machine learning model. We
kept the others parameters constant throughout the process:

ML Model f = (1− α)(x1 + x2 + x3) +
α(x1x2 +x2x3 +x1x3 +x1x2x3)

Data Distribution X ∼ N([0, 0, 0], I)
Point of Explanation [1, 1, 1]
Choice of Shapley Value Algo Exact by I. Kumar et al.

Number of perturbations 5000

To visualize the result, we generated a plot of Shapley residuals, Shapley value
variance, total deviation, and sum of decomposed diagonal variance against α.
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Fig. 4.3: Effect of interaction term α on uncertainty measures

From figure 4.3, we clearly see that residuals increases most drastically with increas-
ing α. This is expected as Shapley residuals captures the degree of deviation of the
game from inessentiality. A machine learning model with highly interacting features,
indicated by a large value of α, will lead to large Shapley Residuals.

On the other hand, the variance term has the smallest increase in value, meaning
that it does not capture the interaction in the model. Variance is closely related to
the amount of non-linearity and the number of samples. Since we kept the number
of samples constant, it can only be affected by the amount of non-linearity in the
model. The negligible increase in variance means that the model remains mostly
linear near the point of explanation, despite the increase in interaction.

Last but not the least, we see that the total deviation and the sum of diagonal,
per-feature deviation increases slightly with increasing α. This means that as α
increases, the deviation, or average squared distance, between our mental model
and true machine learning model around the point of explanation increases. For
example, when α = 1 and practitioners calculate model outputs around the point of
explanation using the mental model, they are expected to be off by 0.1 from the true
machine learning model. However, we do not believe that deviation fully captures
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the interaction in the model similar to Shapley Residuals, and it remains future work
to determine more precisely if and how deviation is related to interaction.

Another observation is that the sum of diagonal decomposed deviation is not equal to
the total deviation. However, by our definition of diagonal decomposition, we expect
them to be equal. Due to the limit of time, it remains future work to understand the
reason for the difference between the two deviation measures.

4.2.3 Effect of Model Non-linearity

In this experiment, we want to study the effect of machine learning model’s non-
linearity on different uncertainty measures. We vary the amount of interaction terms
by varying γ in the function representing the machine learning model. We kept the
others parameters constant throughout the process:

ML Model f = (1− γ)(x1 + x2 + x3) +
γ(x2

1 + x2
2 + x2

3)
Data Distribution X ∼ N([0, 0, 0], I)
Point of Explanation [1, 1, 1]
Choice of Shapley Value Algo Exact by I. Kumar et al.

Number of perturbations 5000

To visualize the result, we generated a plot of Shapley residuals, Shapley value
variance, total deviation, and sum of decomposed diagonal variance against γ.
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Fig. 4.4: Effect of nonlinear term γ on uncertainty measures using linear scale
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Fig. 4.5: Effect of nonlinear term γ on uncertainty measures using log scale

From figure 4.4 and 4.5, we clearly see the largest increase in deviation (total
and diagonal sum) with increasing γ. This means that our deviation measure is
very sensitive to non-linearity in the machine learning model. Since we calculate
deviation as the expected square difference between ML model and linear mental
model, we expect the deviation to increase with non-linearity. We also recognized
that the divergence between deviation and sum of per feature deviation persists,
and will be a topic for future work to reconcile the differences.

The variance in Shapley value also increases with increasing non-linearity, though
to a smaller scale. This is expected as the variance in Shapley value calculation is
generally smaller with more linear model (Slack, Hilgard, Singh, et al. 2020).

For residuals, it remains close to zero regardless of changes in γ. This is because
residual is only related to the inessentialness of the explanation model. Since our
model is always inessential, changes in non-linearity do not result in any changes in
Shapley Residuals.
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4.2.4 Effect of Number of Samples

In this experiment, we want to study how the number of samples we take in the
explanation part of the pipeline affect different uncertainty measures. We vary the
amount of interaction terms by varying ζ, the number of perturbation samples for
Shapley values. We kept the others parameters constant throughout the process:

ML Model f = 0.5 · (x2
1 + x2

2 + x2
3) + 0.5 ·

(x1x2 + x2x3 + x1x3 + x1x2x3)
Data Distribution X ∼ N([0, 0, 0], I)
Point of Explanation [1, 1, 1]
Choice of Shapley Value Algo Exact by I. Kumar et al.

To visualize the result, we generated a plot of Shapley residuals, Shapley value
variance, total deviation, and sum of decomposed diagonal variance against ζ.

Fig. 4.6: Effect of number of samples ζ on uncertainty measures
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From figure 4.6, we can see that most of the uncertainty measures stay constant
regardless of the percentage of data points we used for perturbation. Upon closer
inspection, we noticed that variance best reflects the effect of ζ, as the sampling
variance decreases exponentially with higher number of data points. This is expected
as the more number of data perturbations we sample, the smaller variance in the
Shapley value we get (Slack, Hilgard, Singh, et al. 2020).

Another interesting observation is that the deviation measure fluctuates greatly with
different number of data points and does not reflect the exponential decreasing
trend seen in the variance. By design, deviation is the expected square difference
between machine learning model and linear mental models. If variance of Shapley
value increases, the set of possible Shapley have greater variance and vary more, as
seen the variance graph in Fig 4.6 when ζ decreases. Hence, the set of linear mental
model g ∈ G constructed from the set of Shapley values should vary more, and lead
to greater deviation from the ML model.

However, Fig 4.6 shows that the variance of Shapley value is at most 0.01, but the
fluctuation between values of total deviation can be between 4.5 to 5, meaning
that deviation measure’s own variance is much greater than that of the Shapley
value. Recall that deviation is calculated by sampling points around the point of
explanation xp. We are already collecting 1000 samples and we are not sure why it
still has such a large variance, so it remains future work to improve the sampling
accuracy so deviation can better reflects the effect of number of samples ζ.

4.2.5 Combined Effect of Non-linearity and Interaction on Deviation

In this experiment, we want to study how both the non-linearity and interaction
in machine learning model affect the amount of deviation. We kept the others
parameters constant throughout the process:

ML Model f = (2−α−γ)+γ(x2
1+x2

2+x2
3)+

α(x1x2 +x2x3 +x1x3 +x1x2x3)
Data Distribution X ∼ N([0, 0, 0], I)
Point of Explanation [1, 1, 1]
Choice of Shapley Value Algo Exact by I. Kumar et al.

Number of Samples 5000
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To visualize the result, we generated a plot of γ versus α and color each point
with the deviation amount.

Fig. 4.7: Effect of α, γ on deviation

From fig 4.7, we again see the trend we observed in the non-linearity and interaction
experiments, where deviation increases sharply with non-linearity and does not
increase much from interaction.

What if we increase the deviation sampling volume to be from x̄ to xp, instead of
the ball around xp?

Fig. 4.8: Effect of α, γ on deviation with sampling region from x̄ to xp
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Interestingly, the deviation now captures more interaction than non-linearity. We
hypothesize that as we sample points from a larger region, deviation is more affected
by variation across dimensions in the global region, rather the deviation around the
point of explanation that is affected by non-linearity at the local region. Due to time
limit, we cannot test this sampling of deviation for all previous experiments, which
will be a subject for future work.

4.2.6 Conclusion from Experiment 1

From the four controlled experiments above, we verified that 1) Shapley Residuals
specifically captures feature interaction, 2) sampling variance captures both the
effect of number of samples and non-linearity.

For our definition of deviation measure, we found that 1) it mainly captures non-
linearity, 2) in theory it is related to both number of samples and interaction term, but
their effect is hard to seen in practice, mainly due to its own large variance and the
large effect from non-linearity 3) it has large variance itself and make the measure
itself seem unreliable sometimes. Hence, our takeaway is that while deviation seems
to be promising theoretically and is our first step in unifying uncertainty measures,
there remains more work to be done to clearly define its relations with pipeline
variables as well as other uncertainty measures.

4.3 Experiment 2: Uncertainty in Real-world Data

Despite the drawbacks we saw in early experiments with respect to deviation mea-
sure, we attempted to apply it on real-world dataset and determine if it is helpful
and informative. At the minimum, we believe it well captures the non-linearity in
the model. For comparison, we also include results from other uncertainty measures
from the literature.

We use the NHANES data, made available via the SHAP package,1. It contains
9,932 instances of mortality data. We use the preprocessing of the data from the
SHAP package and train a Xgboost (tree-based) machine learning model with 5000

1https://slundberg.github.io/shap/notebooks/NHANES%20I%20Survival%20Model.html
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estimators on 7 variables (‘Age’, ‘Diastolic BP’, ‘Sex’, ‘Systolic BP’, ‘Poverty index’,
‘White blood cells’, and ‘BMI’).

To visualize the results, we plotted the Shapley values, residuals, variance, and
deviation against the feature “systolic blood pressure” for all data instances. We also
color the points based on the corresponding “age” for every data instance, as shown
as “Feature 0” in the plots.

(a) Shapley values (b) Shapley residuals

(c) Shapley sampling variance (d) Deviation from mental model

Fig. 4.9: Shapley values and uncertainty measures on an XGBoost mortality model for
Systolic blood pressure and age.

Consider the plot (a) where the Shapley value increases with increasing blood
pressure, this means that as blood pressure increases, the importance of blood
pressure to mortality also increases. If we look across the systolic blood pressure
axis, the data points color shifts from blue to red, meaning that systolic blood
pressure is also positively correlated with age.

In plot (b), we saw that there is higher residuals at the lower and upper end of
the blood pressure axis, perhaps indicating that blood pressure acts in combination
with other variables to impact mortality when its values are the extreme ends, and
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from our color plot, we see that feature 0 (age) is probably one of the correlated
variable.

Looking at plot (c) and (d) tells us that our Shapley value explanation has low
variance in general and the mental model has small deviation from the true machine
learning model. This can be expected as decision trees are generally linear around
a local point. We also see some points with high variance and deviation in the
middle of the blood pressure measure, perhaps indicating that the model behavior
is less linear and more complex when blood pressure is around the average value.
Combined with the observation that residuals are low at this value range of blood
pressure, we conjecture that when a person’s blood pressure is within the average
range, many other variables unrelated to blood pressure are affecting mortality
rate.

In conclusion for experiment 3, we provide a glimpse of how we can combine knowl-
edge from Shapley value, Shapley Residuals, variance, and deviation to interpret
real-world dataset and machine learning models. By utilizing various uncertainty
measures, we can better explain our explanations and gain in-depth knowledge
of model behaviors. Rather than disproving our attempt to unify uncertainty with
one deviation measure, this experiment shows us that if our unified uncertainty
measure can capture the combined effect of different types of uncertainty and at the
same time be decomposed to reflect separate sources of uncertainty, we can benefit
the most from it. Due to time limit, we could not perform more experiments with
different ML models and dataset, and will be a subject for future work.
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5
Conclusion and Future Work

We have discussed the definition of Shapley value and its application in measuring
feature importance and explaining black box model. We recognized the mathemati-
cal, adversarial, and human-centric issues with Shapley values.

We discovered that the limitation and uncertainty of Shapley value are actually
three-fold: the inessentiality of the model leads to missing information about the
composition of the representing game and feature interactions; the variance in
samplings of the coalition distributions and a feature’s marginal contributions in the
respective coalition lead to uncertainty in Shapley value estimation; the non-linearity
of the data surface in constructing local linear model leads to error in linear SHAP
model.

We found three methods to quantify the uncertainty. We can use Shapley Residuals to
quantify the game’s deviation from inessentialness; we can use the Sample Standard
Deviation of the samples to calculate the uncertainty in Shapley value estimation;
we can use Bayesian SHAP to quantify the uncertainty in SHAP model and uses
uncertainty sampling technique to efficiently reduce the uncertainty.

We designed and conducted 3 experiments: first to unify uncertainty measurements
with a general mental model for understanding Shapley value and to theoretically
define a deviation measure between the ML model and mental model; next to study
the effect of variable parameters on all uncertainty measures in a data generation,
machine learning, and Shapley value explanation pipeline; last but not least, we
applied all uncertainty measures on a real-world dataset and studied its application
in practice.

From the three experiments, we better understood the types of uncertainty each mea-
sure captures in the pipeline, and demonstrated the promise of deviation as a unified
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measure. We concluded that Shapley Residuals specifically capture interaction terms
and variance of Shapley value captures both the effect of number of samples and
model non-linearity. Our deviation measure serves as a first step to unify uncertainty
measures, and we indeed saw it related to model interaction, non-linearity, as well
as the number of samples in our controlled experiments, though it is mostly affected
by model non-linearity. By applying various uncertainty measures in a real-world
dataset, we showed that we can best understand model behaviors from a unified
uncertainty that reflects the overall uncertainty of model explanation and at the
same time decomposes to separate sources of uncertainty.

It remains unclear how we can precisely relate deviation to pipeline parameters such
as interaction, non-linearity, and number of samples, and we are unsure about the
mathematical relations between deviation and other measures of uncertainty such
as Shapley residuals. Furthermore, the sampling process to calculate deviation gives
rise to a few practical issues. We found that deviation can be more proportional
to either non-linearity or interaction terms depending on the sampling region, and
the sampling variance of deviation itself can sometimes be too large and introduces
uncertainty into the deviation measure. The per-feature deviations also do not sum
up to the total deviation, mostly likely due to an issue with the decomposition.

Hence, our future work will aim to more clearly define deviation and per-feature de-
viation through theoretical approaches, study its relations with pipeline parameters
and other uncertainty measures, and propose more efficient and accurate sampling
algorithms to calculate deviation in practice. We aim to bring together a standard-
ized pipeline and a unified deviation measure so practitioners can easily quantify
the overall uncertainty and trust-worthiness of their Shapley value explanation,
understand the cause for uncertainty within the pipeline, enable actions to reduce
uncertainty in explanations, and eventually bring greater transparency to the field
of machine learning.
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