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Abstract 
 
Construction of natural language processing products and systems have become increasingly 

available and present in research and, for many people, everyday life. However, existing 

machine translation systems and research focus on a few highly resourced languages and the 

existing methods for their creation are incompatible with many languages’ structure, data 

quantity, and language community values. This thesis addresses this gap by using three case 

studies to investigate the potential efficacy of a community based participatory model in the 

construction of a machine translation system for low-resource languages. It proposes that this 

model can be effective if appropriately applied and makes a series of best-practice 

recommendations for its application in three areas: algorithm, participants, and data. 
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1. Introduction 

This thesis presents an examination of potential approaches to the creation of Machine 

Translation (MT) systems for low-resource languages (LRLs) using a participatory research 

approach and proposes best-practice guidelines for future projects attempting to construct an MT 

system for LRLs. Using three case-studies that implement participatory-research models, I show 

the advantages provided by implementing a community-based participatory research (CBPR) 

framework as well as this model’s potential for community empowerment and MT system 

improvement and creation. Research on natural language processing (NLP) is lacking in 

geographic diversity and NLP resources, such as speech recognition software and language 

generation systems, are skewed toward a select few languages. In 2016, the Linguistic Data 

Consortium1 only had digitized and curated resources available for around 205 of the 7000+ 

known languages (Georgi et al., 2016). Even then, a considerable number of these languages 

only possess a single resource and the top twelve most resourced languages, spoken by 29% of 

the global population, account for 73% of the total resources allocated (Georgi et al., 2016). In 

2013 there were around 30 languages with published dependency treebanks (King et al., 2015) 

and currently Google Translate only supports around 100 languages (Marivate et al., 2020), only 

36 of which fall into the category of the world’s top 50 most spoken languages (King et al., 

2015) meaning that the remaining languages are not representative of those with, comparatively, 

high speaker populations. There is a disparity in data resources available about and for the 

world’s languages, specifically for resources in formats suitable for use in MT or other NLP 

 
1 The Linguistic Data Consortium (LDC) was established in 1992 to remedy the data shortage in language research 
and development. Though originally it was primarily a distributor and repository of language data and information, 
it has grown to sponsor its own research programs and continues to provide data and general data support (About 
LDC). 
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systems. As the assigned resources are skewed, NLP systems are often trained with and tested on 

languages with related structures and similar geographies (Joshi et al. 2020). Languages with 

fewer resources often cannot benefit from current NLP and MT breakthroughs due to their lack 

of structural similarity and data. It is important to note that, in many cases, it is not lack-of use of 

a language or low speaker population that accounts for the lack of documentation and 

databasing, though small speaker population can play a role, but scarcity of funding and 

institutional interest. This can be seen in when looking at Google Translate- some languages that 

have less overall utility or user demand are more present on the interface.  

In the remainder of this thesis, I discuss in section (2) what it means for a language to be 

considered low-resource, specifically in an NLP and MT context. Following that, in section (3), I 

outline current methods for creating and handling MT systems for LRLs and their data. I then 

use section (4) to provide an overview of a community-based participatory research method and 

this model’s evaluated efficacy. In section (5), I provide overviews for three case-studies that 

implement participatory research methods for documentation for LRLs. Based on these case 

studies, I outline their successes and shortcomings in section (6) and make recommendations for 

best-practices when establishing the components and implementations of a CBPR model for MT 

systems for LRLs. Finally, section (7) concludes that the proper implementation of a CBPR 

model shows promise for effectively assisting in the creation of an MT system for an LRL. 

 

2. What is a Low-Resource Language? 
There are contrasting definitions across subfields of linguistics of what constitutes an LRL 

creating a large degree of dissonance in the topic of machine translation (MT) for LRLs. The 

name itself leaves room for ambiguity and variability, but also flexibility and nuance. Terms that 
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have been used to describe languages without adequate resources include but are not limited to 

low density (Hammarström, 2009), less commonly taught (Brecht & Walton, 1994), under-

resourced (Besacier et al., 2014), less-resourced (Millour & Fort, 2018), and of course, low-

resource (Zoph et al., 2016, Tracey et al., 2016, Sennrich & Zhang, 2019). All have slightly 

different meanings and connotations with the term low-resource being a very common, but not 

exclusive, term used in NLP research (Cieri et al., 2016). Through the lens of one who is 

constructing an MT system or conducting research on one, qualifying to be an LRL has the most 

to do with a lack of digitized or computational data in comparison to the amount available for 

other languages. In a more sociological context, being low-resource can be defined much more 

broadly. Though it has some to do with written information it encompasses a much broader 

scope of things including, but not limited, to low speaker density and population, being less 

commonly taught in schools, being endangered, and having few academic sources (Romaine, 

2002). For instance, a more sociological definition or evaluation tends to be more representative 

of the global and political status of a language or language community but often lacks 

quantitative evaluation, increasing the gradient of statuses of languages (Romaine, 2002). In 

many cases machine translation researchers will intentionally, and often neglectfully, exclude 

political and cultural contexts that surround low-resource languages in efforts to simplify their 

work and re-direct attention to more technical areas of their research (Lackaff et al., 2016). It is 

in many of these situations in which language becomes a tool for the advancement of the 

algorithm which contributes to the stripping of social, cultural, and linguistic identity of the 

language community.  

In both situations, being low-resource is symptomatic of larger societal issues like racism 

and colonialism, among other themes. The appearance of language in scholarship is deeply 
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intertwined with the presence of those who speak and use it. This can be exemplified by authors 

who have been censored, oppressed, or imprisoned by a colonial government for use and 

circulation of their heritage language (Wa Thiong’o, 1994) or the fact that oppressed societies 

have fewer PhD candidates as there is less access to tertiary education (Jowi et al., 2018). This 

general lack of geographic and linguistic diversity of NLP researchers themselves is also a 

contributing factor to the overall low-resourcedness of languages. It is also worth noting that 

researchers from these groups are more likely to be of a lower socioeconomic status (Orife et al., 

2020). In Africa, specifically, language researchers are particularly impacted by socioeconomic 

factors which are only exacerbated by opaqueness and privatization of data surrounding African 

Languages (Orife et al., 2020).  

For the purposes of this thesis, I used the term ‘low-resource language’ to refer to 

languages that: 

1. are unable to benefit from more standardized models of machine translation. 

2. are excluded from existing publicly available MT systems. 

3.  have some combination of the following: 

a. have an average Bilingual Evaluation Understudy (BLEU) score under 30, 

identified by Google as understandable to good translations (Google Cloud), 

when existing data is used and various models and methods are applied. 

b. has an Expanded Graded Intergenerational Disruption Scale (EGIDS) ranking 

above 4 or ‘Educational’ as this is the last level at which there is identified 

institutional support. 

c. has an Agglomerated Endangerment Status (AES) status of threatened, 

shifting, moribund, nearly extinct, or extinct.  
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Both the EGIDS and AES are common metrics used to determine the endangeredness of a 

language. The EGDIS scale is an estimate of the overall endangerment of a language that was 

conceived by Lewis & Simons, (2010) and is used by Ethnologue to determine the status of a 

language. This ranking is also used by United Nations Educational, Scientific and Cultural 

Organization (UNESCO). Note that UNESCO defines a language as ‘safe’ until a ranking of 6b 

or ‘Threatened’, however the levels after 4 only guarantee spoken availability, while written 

information is the type of data and presence important for MT systems (Lewis & Simons, 2010. 

The AES scale is an estimate of the overall endangerment of a language that was conceived by 

Forkel & Hammarström, 2014 and is used by Glottolog to determine the status of a language. 

Due to the lower number of distinctions in the AES scale, languages that exist above a level 4, 5 

“Written” and 6a “Vigorous”, on the EGIDS scale fall into the not-endangered categorization of 

the AES scale (Hammarström et al., 2018). This highlights the fact that languages that are still 

widely spoken, and even written, can lack the institutional support and data presence that is 

needed for the construction of a traditional MT system.2. 

 BLEU is a metric that is used to determine the accuracy of a machine translation system. 

It has been shown to have comparable outcomes to human judgement of translation quality and, 

like human translators, is not able to achieve perfect accuracy. The range of BLEU scores are 

percentages out of 100 where a higher score indicates a higher quality model, and a lower score 

indicates a lower quality model (Papineni et al., 2002). A score of 20- 29 would indicate a 

system that was understandable but had severe grammatical errors that have some impact on 

intelligibility (Google Cloud). Levels in the ranges of 10-19, are difficult to understand, and 

 
2 Irish, for instance, has tons of written information, bilingual dictionaries, has official language status in the 
European Union, regular use by speakers outside of an educational setting, and a speaker population of 70,000, but 
it’s still considered an endangered language by UNESCO (Lackaff and Moner, 2018). 
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below 10 which would indicate that the machine translation system that earned the score would 

be effectively useless (Google Cloud). Low levels, however, are not indicators of the language’s 

inability to eventually achieve a higher score but are more-so a statement on the data and the 

algorithm itself. Poor data can be demonstrative of low data availability and resources, and a less 

developed model which can show lower levels of academic research and resources (Google 

Cloud). BLEU scores do have shortcomings that should not be ignored. They do not account for 

the severity of an error, only that an error has occurred (Google Cloud). BLEU scores are also 

primarily used for benchmarking or determining if one iteration of a model has improved over 

another, meaning that the overall score given is not entirely representational of the actual quality 

of the model (Papineni et al., 2002). 

The lack of inclusion of any other more sociological data has less to do with the erasure 

of political, cultural, and social circumstances which follow many language communities that 

can be considered endangered and much more to do with many of these factors lack of 

applicability to the actual construction of a machine translation system. Being low-resource is 

not an inherent quality of a language and is something that has the ability to change without 

political or social change while other factors, such as minoritization and political oppression, 

cannot. The inclusion of the criteria for endangerment due to the need for speed of construction 

of a system in those situations to best service the dwindling speaker population. Regardless of 

the current state of the data for those languages, their use and number of speakers is quickly 

shrinking and could benefit from immediate support and corpus creation for a machine 

translation system. This be used for language revitalization efforts as well as preserving the 

language for future analysis (Frey 2018) making it, at times, more useful than other styles of 

documentation.  
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It is important to note the specificity of the use of the term parallel corpora instead of the 

more general term digitized data. Digitized data has an unspecified format, quite different from a 

parallel corpus, which creates additional challenges and requires more labor and processing 

when being converted into a machine translation system, or NLP system of any kind. Along 

those lines, language communities with resources of undigitized data are in a similar position; 

physical documents and data also require massive amounts of effort, both physical and monetary, 

to convert into the kind of database needed for a machine translation system.  

It is also important to note two criteria that I have chosen not to use in the definition of 

LRL for this thesis. First, speaker population, for the purposes of this thesis, will not factor into 

this definition as population has little to do with the parallel database size or social standing of a 

language community. Additionally, I chose not to include the officiality of a language as that is 

also not an indication of use or language prevalence.3. For instance, in South Africa, most news 

websites are published in English despite the country having 11 official languages (Marivate et. 

al., 2020). While the other languages are recognized as official in theory they are not in frequent 

official use (Romaine, 2002).  

Each of these qualities individually could qualify a language to be and LRL. Languages 

that fall outside of these categories could be low-resource as well. For instance, there are some 

languages with little academic scholarship that could be considered LRLs and could have a good 

machine translation model due to their similarity in structure to other languages (Mikolov et al., 

2013, Chaudhary et al., 2019). It is important, however, to distinguish LRLs that are also 

minority languages or oppressed language groups from other LRLs. While there is overlap, there 

is often conflation of terms when it comes to discussing low-resourcedness. It is also important 

 
3 In 2002, only 4 percent of languages were given some kind of official status (Romaine, 2002). 
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to note that machine translation for low-resource languages does not solve the types of 

oppression and minoritization that is often experienced by groups in these language communities 

and that positive impacts felt by the implementation of these systems are only due to their 

application and work put in by external players not the systems themselves. 

 

3. What is the status of machine translation systems for low-resource 
languages? 

3.1 Interlinear Glossing 
There have been advances in methods that make use of a data source, such as English, which is 

heavily recorded and requires little data of the language being researched. Comparatively 

English allows for little involvement from a researcher through use of synthesis technology. One 

of the most notable of these advances is the use of Interlinear Glossed Text (IGT). Interlinear 

glossing is not a new innovation and has been used in linguistic publications for years. The novel 

application and benefit of this method comes from the alignment of a LRL with the gloss of a 

heavily recorded language, generally English. This results in an annotation of the LRL generated 

through a structure given to it by English. The application of IGT involves POS (part of speech) 

tagging, dependency parsing, and performing word alignment for purposes of building 

translation dictionaries (Georgi et al., 2016). While there have been steps toward using IGT there 

are also difficulties in its application that have not been fully parsed out yet. At a base level IGT 

is most likely not unfamiliar to many people familiar with linguistics. It can present information 

such as morphology, syntax, and other distinctions to people who have little to no knowledge of 

the language being described. The three parts of the gloss are a line containing the phrase or 

portion from the original language, a gloss line containing lexical information, and the, 

generally, English translation of the original text. Depending on what the author is trying to 
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present they will often use varying amounts of information. This results in a lack of thorough 

standardization of IGT and, while there are certain guidelines like the Leipzig Glossing rules, 

this lack of uniformity contributes to the difficulty of the use of IGT. Additionally, many glosses 

are not in an easily accessible or “cleaned” database and are trapped in scholarly works that have 

not been intended to be used for training a model to record an LRL (Xia et al., 2016). The gloss 

line, as the link between original and translation line, serves a special purpose. Each gloss line 

has, for the most part, English words and the lexical information portion referred to in Georgi 

2016 and Bybee and Dahl 1989 as a gram. The instance below from Georgi 2016 shows how 

what is known about English can be used to make assumptions about German.  

 

1 2 3 4 5 6 
NOUN VERB DET NOUN DET NOUN 
Peter erzahlt den Kindern eine Geschichte Language 

t t t t t t 
Peter tells the:DAT children:DA T an:ACC story:ACC Gloss 

! ! Tran slation "Peter tells a story to the children" 
NOUN VERB DET NOUN ADP DET NOUN 

1 2 3 4 5 6 7 

Instance 3.4: IGT instance demonstrat ing how IPO§ tags can be projected from the trans-
lation line to the language line by way of the the gloss line. 

1 2 3 4 5 6 
Peter erzahlt den Kindern eine Geschichte Language 

I I I I I I 
Peter tells the:DA T children:DAT an: ACC story:ACC Gloss 

"Peter tells a story to the children" Tran sla tion 

1 2 3 4 5 6 7 

Instance 3.3: IGT Instance from Instance @] , bu t t his time showing the alignment informa-
tion provided by the gloss. 
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This type of word-to-word alignment using IGT is the basis of most projection-based methods, 

one of the most common methods used with IGT. This is done by aligning the gloss tokens with 

the translation tokens and then extrapolate the original text token that the translation token 

corresponds to. For example, we know that children [7] = children: AT [4], so one can assume 

that the English translation would also correspond to the fourth token of the original text children 

[7] = Kinder [4] (Georgi 2016). The gloss line, as the link between the original and translation 

line, serves a special purpose. Each gloss line has, for the most part, English words and the 

lexical information portion referred to in Georgi 2016 and Bybee and Dahl (1989) as a gram. An 

example would be 2SG meaning second person singular. Despite wide variation of ordering, 

phonetic, semantic and syntax practices of languages the grammatical indicators, grams, remain 

the same in the glosses of words. This makes the gloss line ideal for constructing a model to 

analyze IGT instances based on previously analyzed gloss lines and is possible, but with a few 

key things to note,  

“gloss line tokens mirror the word order of the language they annotate, word order will 
vary from language to language. As such, when building such a general system, context 
between tokens should not be relied upon. Second, though grams may indicate concepts 
such as person or number as verbal inflection in one language, in other languages other 
word classes may exhibit these grammatical features” (Georgi et al., 2016).  

 
Another issue facing these systems is that because each language is quite different and has 

differing gender, tense, mood, and other systems the model that is trained relies very specifically 

on the relationship between the original text line and the translation line. This variation would 

make it difficult to translate between the original text language and the language other than the 

one that it was originally glossed to. Interlinear glossing is a promising method that can be 

applied for creating resources and databases for under-researched and LRLs as it requires much 

less of the original text of a language and is able to rely upon already created large data bases of 
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glossed text such as The Online Database of Interlinear text (ODIN). While ODIN does, 

undeniably, have few glosses for many languages, the impactor these small glosses is much 

greater thana raw unprocessed corpus.  

 

3.2 Neural Machine Translation 
Neural Machine Translation (NMT) has achieved an elevated level of quality and accuracy for 

languages with high resourcing and, recently, has shown promise for LRLs as well. Use with 

LRLs is one of the only areas where statistical machine translation (SMT) has been known to 

out-perform it. This type of machine translation is often regarded as being very data demanding 

and has previously shown itself to have notable limitations when used with a small parallel 

corpus and learn poorly from low count events (Lakew et al., 2020). This type of modeling 

requires substantial amounts of parallel bilingual data (Li et al., 2020). While previous research 

for high-resource languages has employed a thesaurus-based system to replace specific words 

with synonyms to improve training data, this method is ineffective for low-resource languages, 

as there are few, if any, thesauruses available for these languages (Lakew et al., 2020). An 

unadjusted model works to extract translation knowledge from parallel text which, again, would 

both be highly resourced, in languages like English and German. It used as recurrent neural 

network and encoder to change a source into a fixed-length vector (Zoph et al., 2016). 

Unadjusted, a standard string-to-tree SMT will outperform a basic NMT model when applied to 

a LRL (Zoph et al., 2016). Zoph et al. (2016) proposed a model that used a high-resource 

language pair to create a pre-trained model, the parent model, to initialize training for allowing 

resource language pair, the child model. This resulted a model that was able to approach the 

accuracy of the original SMT baseline accuracy and in a few cases outperform the baseline that 
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was set. Most studies investigating the use of NMT for LRLs use this sort of pseudo-parallel data 

on both the source and target sides to create a synthetic parallel corpus for use in the model (Li et 

al., 2020). Gu et al., (2018) proposed a universal multilingual NMT approach that used 

multilingual neural translation to share word and sentence level information across multiple 

source languages and subsequently into one target language, all of which may have little or no 

source data. 

 

3.3 Current Data Handling Methods and Issues 
No matter what method is used for machine translation, another major issue facing 

working models is that of properly formatted data. Much of the data is noisy and scraped from 

the web, for example from Wikipedia or Paracrawl, as most projects lack funding for the 

generation or general harvesting of proper data. High-quality data is critical for obtaining a 

model with working performance, especially in the case of NMT systems which are impacted 

more significantly by noisy data than SMT systems (Chaudhary et al., 2019). Effective filtering 

of data increases the functionality of models and is one of the most effective ways to improve 

machine translation done for low-resource languages as it works to shift their status, though 

often marginally. Data sets have been expanded through the creation of pseudo-parallel corpora, 

as previously mentioned, but often the use of these corpora have flaws in their implementation 

(Imankulova et al., 2017). It has been found that using a quality estimation based on back-

translation is helpful in improving the accuracy of pseudo-parallel data (Imankulova et al., 2017). 

In a paper written by Chaudhary et al., (2019) they detail the use of the Language-Agnostic 

Sentence Representations (LASER) tool kit and its use of an encoder-decoder architecture that 
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has been trained on a parallel corpus. Their encoder utilizes a bidirectional LSTM, and the 

sentence embedding are constructed by using max-pooling over its output. 

Recently, as of 2021, a team analyzed a sampling of released web-mined language 

corpora, most of which were LRLs, and manually assessed their accuracy and quality, as far as 

their language codes and the degree to which they reflected the language the contained. In the 

five multilingual corpora evaluated the study encountered serious quality problems, especially in 

languages that could qualify as being LRLs. They scored a sample of 205 languages and found 

that 87 of them have less than 50% data that is accurate enough to be usable in the creation of an 

MT system, and of which 15 languages have 0% (Caswell et al., 2021). They also found serious 

issues with and inconsistencies with the labeling of the data, as well as the use of incorrect data 

label codes, especially in the JW300 dataset (Caswell et al., 2021). Labeling, with regards to a 

dataset like this, is mostly related to the POS tags that have been assigned to data. They 

identified 82 affected corpora, of which at least 48 were completely falsified (Caswell et al., 

2021). Prior to this evaluation of these datasets, no serious inquisition had been made into their 

quality (Caswell et al., 2021) and they have only very recently been regarded as being suitable 

for use in MT projects for LRLs (Orife et al., 2020). While there were severe issues with the 

data, much of the inaccuracies were nonlinguistic: the labeling was incorrect not the actual words 

themselves. This is actually good news. While the usage of this data in any sort of NLP system 

as-is would result in an unusable system, the data is still usable with relabeling. Researchers 

emphasized the importance of community review of datasets and urged others to not release 

findings using the JW300 dataset or others that have been similarly impacted to not give the 

appearance of data existing that is not actually there (Caswell et al., 2021).  
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4. What is Community Based Participatory Research? 
Language groups and communities, particularly those that are classified as low-resource 

or endangered, have complex social and cultural guidelines that do not necessarily align with 

structuring and goals of traditional research methods and tools (Wilson et al., 2018). Community 

Based Participatory Research (CBPR) aims to shift ownership and leadership from outside 

researchers and methods onto locally relevant and driven tactics (Wilson et al., 2018). This term 

does not align with a strictly established framework or outline but describes a variety of methods 

that are all focused on communities as equal partners in and beneficiaries of research (Bischoff 

& Jany, 2018). It is important to note that this method primarily, but not exclusively, is 

implemented in health-related fields that relied upon the participation by the community that is 

being studied (Viswanathan et al., 2004). The Royal Society of Canada describes CBPR as the 

“systematic investigation with the participation of those affected by an issue for purposes of 

education and action for affecting social change” (Minkler, 2004). The federal definition used in 

the United States for the purposes of giving grants and other funding is that CBPR,  

is a collaborative research approach that is designed to ensure and establish structures for 
participation by communities affected by the issue being studied, representatives of 
organizations, and researchers in all aspects of the research process to improve health and 
well-being through taking action, including social change (Viswanathan et al., 2004).  
 

Researchers, such as Freire (2004) and Fals-Borda (1988), who came from non-white countries 

further developed this method citing their research choices as a response to the colonial nature of 

Western research methods and the harm that they caused oppressed communities (Minkler, 

2004). The process of using this model of research is political, as one of the core tenets of the 

model is a commitment to social change and the elimination of communities being entirely 

dependent upon outside sources for community knowledge and development. McTaggard 
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describes this process as research assisting in and accommodating for communities becoming 

“self-critical.” Lasker et al., (2019) describes that, 

The synergy that partners seek to achieve through collaboration is more than a mere 
exchange of resources. By combining the individual perspectives, resources, and skills 
for the partners, the group creates something new and valuable together—something that 
is greater than the sum of it. 
 

Using this method allows for culturally appropriate metrics to be established and for applicable 

data to be collected. It also eases, to a certain degree, the amount of information collection that 

needs to be done by the researcher as the knowledge has already been gained and synthesized by 

participants. Researchers will never be able fully understand cultural contexts of a community 

and the impacts of the research outcomes and methods furthering the necessity of this type of 

community engagement. Higher awareness of community need allows for a more effective 

implementation of research outcomes and increases the likelihood of benefits to the community 

occurring immediately following or during research as the community itself is already privy to 

the outcome of whatever research is being done. Many authors cite other benefits of CBPR as 

greater participation rates of community members, increased external validity, decreased loss of 

follow up, and increased individual and community capacity (Viswanathan et al., 2004). 

 Explicit CBPR implementations in the field of linguistics are uncommon, though not 

non-existent, and when CBPR is implemented in linguistic context it often focuses on indigenous 

or bilingual communities (Rand, 2020, Rasmus et al., 2014, Mihas et al., 2013). Much 

linguistics-specific research that follows a CBPR framework does not self-identify as such but 

uses the term ‘participatory research’ more broadly, which is comparatively vague and 

encompassing research that is inside and outside the definition of CBPR. The specificity of the 

CBPR model is another benefit of its implementation.  
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4.1 Evaluations of CBPR  
Empirical evaluations of multiple CBPR projects have been done by O’Mara-Eves et al., 

(2015), Wallerstein and Duran et al., (2010), Oetzel et al., (2018), Jagosh et al., (2015), and 

Viswanathan et al., (2004) all finding it to be an overall effective method in the cases that were 

examined. Though the studies reviewed were almost exclusively focused on public health topics, 

the qualities that they were evaluated on, which will be reviewed below, are not exclusive of 

linguistics work and are central to general language research. Part of the evaluation done by 

Oetzel et al., (2018), provided a theoretical evaluation tool for future CBPR research that relies 

on both qualitative and quantitative data. Data was collected through interviews with principal 

investigators and community participants of 294 CBPR studies and had a total of 450 

respondents 312 of whom where community partners and 138 PIs. The study measured ten 

variables partnership capacity, final approval, control of resources, percent of resources to the 

community, partnership structural values, relationships between the partners, community 

involvement in research, intermediate outcomes, and long-range outcomes. As stated above, the 

surveyed research was all public health focused, but the variables that were measured in this 

study are commutative to other topics and are not limiting to the potential application to studies 

external fields.  

 

4.2 Deficits of CBPR 
Though there are many benefits of this model, it is not without its own obstacles and 

deficits. This model is treacherous due to its lack of specificity and the possibility of researchers 

claiming false application to achieve funding while not actually meeting the requirements of the 

approach. Spaces like this where there is marketing of marginalized communities are marketed 

as equal partners when that is not the truth or case could easily lead to situations of labor 
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exploitation and community harm. Viswanathan et al., 2004 note that the benefits of this 

application are only accessible when done properly and that simple community involvement in 

monitoring of research does not guarantee the quality of the research and efficacy of the 

outcome. Viswanathan et al., 2004 also identify the three key barriers to CBPR as being: 

“insufficient community incentives (staffing and resources), to play a partnership role in CBPR, 

insufficient academic incentives (staffing and resources) for researchers to play a partnership role 

in CBPR projects, inadequate funding and insensitive funding mechanisms”. Other reported 

disadvantages of CPPR include introduction of selection bias, decreased randomization, and the 

presence of highly motivated intervention groups of community participants that are not 

representative of broader populations (Viswanathan et al., 2004). MacKinnon highlights that, 

aside from selection bias, many of these issues can be solved by the project being community 

initiated rather than researcher-initiated with the information being collected and the research 

being done being for and with the community, not simply about it. 

Another shortcoming of the CBPR model, as well as participatory research more broadly, 

is its creation of a binary between researcher and community member when, in many situations, 

this distinction is not always so clear. For the purposes of this thesis, I will be using the 

definition established, and problematized, by Leonard and Haynes (2010) which states that the 

term researcher to refer to academics who are not members of a speech community who work 

with community members, and who can be non-academic existing members of a speech 

community (Leonard & Haynes, 2010). 

It would be idealistic to not additionally consider institutionally imposed constraints on 

CBPR and participatory research models in general. Institutions in the United States can be, but 

are not limited to, grant agencies, tribal governments, and academic institutions and entities, like 
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Institutional Review Boards (IRBs) (Leonard & Haynes, 2010). Grinevald (2008) discusses the 

lack of overt support for participatory research present in IRBs and the lack of wholistic 

mandates for the protection and consent of communities. A similar lack of specificity for the 

necessity and importance of community participation and consent is present in the guidelines for 

grant applications (Leonard & Haynes, 2010). While there is no mandate for participatory 

research or a CBPR model, these constraints do not explicitly forbid them and there is ability for 

academic researchers to include protective goals and measures in grant proposals and projects. 

Guidelines established by tribal governments often have a much higher prioritization of 

community wants and needs in comparison to grant agencies and IRBs (Leonard & Haynes, 

2010). Where there are shortcomings as far as the service of community needs in other areas, 

guidelines set by tribal governments are more accurately representative as they are directly from 

the community (Leonard & Haynes, 2010). 

 

5. Case Studies 
The presence of community initiated, or even involved, documentation and database and 

algorithm construction in the field of computational linguistics is scarce. There have been, 

however, some research projects that may not fully use a CBPR model but have all implemented 

some type of participatory model as well as have some or many applicable components that 

indicate the potential efficacy of a more aggressive implementation of a CBPR model for the 

construction of an MT system for LRLs. In this section I review three such projects as case 

studies. I will first review a workshop that was based in Papua New Guinea that aimed to test 

strategies to implement participatory research methods used in documentation in MT system data 

creation. The next is of a participatory-research-based study on the Sakun language community. 
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The last is a review of two participatory-research-based sites which form communities for the 

purpose of creating more readily available MT systems for African languages. 

 

5.1 Papua New Guinea 
The International Language Preservation Seminar was a workshop based in Papua New 

Guinea (PNG) which had the stated purpose of improving methods of participatory 

documentation methods or data driven technology specifically in the field of computational 

linguistics (Bird et al., 2013). While not CBPR, the implementation was closely related. PNG has 

hundreds of endangered and poorly documented languages, posing a major challenge to the 

literary language community (Bird et al., 2013). The three goals of the workshop were to collect 

documentation for at least five local languages, to provide education about language 

documentation methodology, and to contribute to automated language documentation research. 

The Division of Language and Literature at the University of Goroka, where the workshop took 

place, was what researchers, external to the university, identified as an ideal institutional site for 

such a workshop because of the experience of its employees in specific parts of language 

documentation, the interest of its students in reporting and working on the documentation of their 

own language or languages, and the individual and expert associations it has with townspeople 

all through the Eastern Highlands and students and workforce at different colleges in PNG 

(Brooks 2015).  

To create any sort of NLP system researchers often collect and analyze a corpus of a 

million or more words and produce their own algorithm to process the language (Bird et al., 

2013). The workshop was based in the idea that combining these methods used in more data-

heavy projects with those used by documentary linguists may be the most effective means of 
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expanding the pace of documentary work (Bird et al., 2013). This method acknowledges the 

necessity to create data sets while there is still an opportunity to gain knowledge from existing 

speaker populations (Bird et al., 2013). This new system looked to speed up the traditional 

documentation of imperiled dialects and low-resource d languages by relying on the innovative 

guarantees of machine interpretation. A research emphasis was placed on maintaining an 

interdisciplinary approach to increase efficacy and speed of documentation and the rapid 

production of some sort of NLP product (Brooks 2015). In short, the workshop was looking to 

find and test a methodological system for language documentation to collect data for the explicit 

future use in MT systems while limiting working in PNG, and any hands-on work in general, and 

to maximize output of data and systems (Bird et al., 2015).  

This workshop identified local academics as an “untapped resource”: they already have 

connections with these language groups and are often involved in teaching and research (Bird et 

al., 2015). They also identified literate elders of communities as another “untapped resource”, 

identifying them as having the best knowledge of oral literature, that they were motivated to 

preserve this knowledge, and speculated that they have enough time to transcribe and translate 

stories (Bird et al., 2015). The group thought that a small amount of training of both local 

academics and community elders was expected to produce great benefits as far as the quantity 

and quality of language documents and data. Approximately 40 language workers invested their 

time in the workshop. Several participants traveled for one day each way to participate, while 

others commuted for more than two hours a day (Bird et al, 2013). These workers received 

compensation for living and travel expenses, and an amount of financial compensation referred 

to by the authors as a ‘financial gift’ that was intended to compensate for time lost cultivating 

crops (Bird et al., 2013). In total, there were 12 hours of lectures and 40 hours of practical 
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training. In the end, around 90% of the participants completed the whole workshop (Bird et al., 

2013).  

Bird et al., (2013), who initiated the project, stated that it is too early to assess the long-

term impact of the seminar or the potential productivity of the seminar. They reported to have 

established a framework on how to train local scholars and literate elders in Papua New Guinea 

to prepare collections of parallel texts, some of which would continue in the researcher’s absence 

(Bird et al., 2013). It is important to acknowledge that the creation of an actual product was not 

the goal of the workshop. There was a stronger emphasis on the learning and creation of tools in 

preparation for future endeavors (Bird et al., 2015).  

 

5.2 Sakun 
Ongoing efforts in language documentation, unrelated to computational linguistics, at the 

UNESCO Sukur World Heritage Side in Nigeria have sought to balance varying wants and needs 

of stakeholders by implementing participatory data collection methods. Researchers have found 

that, in the case of this project, the reconciliation of contrasting wants, and needs has ended up 

contributing to the success of each constituent’s project and outcome (Thomas 2012). 

Multilingualism is a prominent feature of the Sakun language community with speakers typically 

speaking four or five languages. Polygamy is commonly practiced in the area with spouses 

coming from different communities with different languages further compounding the 

multilingual identities that are present in the community. Both factors lead to even further 

variation in the multilingualism present in the community, further emphasizing the social and 

linguistic complexity of the language community (Thomas 2012). From deciding what to record 

to creating a corpus, community participation has been a focal part of the Sakun language 
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documentation project. The initial goals of the researcher included development of a working 

orthography, collection, and processing of 24 hours of video recordings, and preparation of a 

grammatical sketch to be used in the researcher’s doctoral dissertation (Thomas 2012). This 

project, too, was fully initiated by a researcher external to the community in which the work was 

being done. 

The approach of this project was to train community members to be able to perform all 

parts of the documentation process. Computers were provided to community members by the 

research team and were donated to participants for continued use in and development of 

community-initiated projects which were identified as developing a printed Sakun corpus, 

expanding the dictionary, and creating language learning materials (Thomas 2012). The research 

team also focused on expanding the corpus and collecting data that was identified by the 

community participants as particularly interesting like, traditional stories, oral histories, and 

translations of outside texts, particularly the Bible (Thomas 2012). This domain-specific 

approach as determined by community members has been speculated to increase utility of the 

products in daily life to those currently living in the Sakur community. The researchers indicated 

hesitation, however, of the domains being encompassing enough to produce pedagogical 

resources for Sakun diaspora who wished to learn the language (Thomas 2012).  

Unfamiliarity with software and computers was addressed early in the project with a 

combination of lessons for using the documentation software and developing general computer 

literacy skills (Thomas 2012). The majority of Sakun are farmers whose work is physically 

taxing, and all community participants and team members had suffered, at some point, a hand 

injury that made them unable to touch-type making the documentation process slow, initially. 

The results, however, have been promising. The initial research goals have been accomplished 
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and members of the Sakun community are in a position where it seems highly likely that they 

can continue the compilation of data in a way that more directly serves their needs (Thomas 

2012). Researchers for this project argued that the projects that were initiated by them provide 

essential scaffolding for further work done by the community that would have been impossible 

without the presence of researchers (Thomas 2012). While there were benefits to the community, 

there was no guarantee for the continuation of this project in the community and the portion of 

the project that directly benefitted the community was left entirely to them as it was a secondary 

goal of the researcher. Given the unfamiliarity with technology of the participants in the project, 

there is reason to question the ability of participants and community members to continue the 

project without certain types of assistance and without compensation. 

 

5.3 Masakhane and Lanfrica 
The Masakhane Project focuses on creating machine translation, and general NLP 

technology for African languages, many of which are severely underrepresented in linguistic 

databases. The project has been quite successful so far and has enough data to support 16 

different languages and their systems (Orife et al., 2020). It relies heavily upon data submission 

from language community members and activists as well as financial support from an academic 

institutions (Orife et al., 2020). Masakhane was established with the mindset of making language 

and linguistic data more accessible and increasing use and utility among speakers of LRLs 

(Albarino et al., 2020) and promoting mentorship of people who are interested in NLP for 

African languages and are seeking mentorship (Orife et al., 2020). The organization cites in a 

few places the lack of hope or interest in African languages being seen or implemented as the 

primary means of communication on a large scale as being the reason for few efforts to fund and 
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develop machine translation systems for them. Researchers identify African languages as being 

difficult to gain access to as they are mainly published in closed journals, non-indexed local 

conferences, or are just generally undigitized (Orife et al., 2020). The researchers on this project 

cite this, what they call, opaqueness as being a contributor to the lack of machine translation 

systems for African languages (Orife et al., 2020). African researchers themselves are also 

disproportionately impacted by low socioeconomic status, visa issues, and cost of travel from 

and within Africa. This causes a distribution if dysconnectivity across the continent, which is far 

from of conducive for collaboration, sharing, and communicating (Orife et al., 2020). 

 The explicitly listed constituencies and goals for the project are (1) to create a 

community of NLP researchers and research in and for Africa, (2) to build datasets and systems 

for NLP research on African languages and to enrich the computational linguistics field and, (3) 

to develop best-practices for applied research in the NLP and other research communities 

(Albarino et al., 2020). The Masakhane Project used an open access strategy where users can 

train their own NMT models, which are built using Joey NMT and beginner friendly 

documentation, with a parallel corpus they chose and share and subsequent results with an online 

community. The online community is well established and has weekly meetings, a Slack 

workspace, and a GitHub repository, among other things. Masakhane also provides a Jupyter 

Notebook that houses modes that were built using Joey NMT, documented data preparation, 

model configuration, training data, and evaluation data (Orife et al., 2020). Participants are not 

obligated to remain in a fixed role and communication between participants is encouraged to 

promote collaboration and eliminate as many missing connections as possible. There are, 

however, six pre-identified categories that participants can choose to involve themselves in, 

stakeholders, content creators, translators, curators, language technologists, and evaluators (Orife 



   
 

 Weeks 27 

et al., 2020). There are no academic requirements so interested members can participate in a 

capacity suitable for them and as to add additional limitations to participants than those that 

already exist, such as access to technology and language (Orife et al., 2020). Participants have 

open access to the JW300 multilingual dataset which has a parallel corpus for English to 101 

African languages. Participants and contributors were recruited from a local machine learning 

school in South Africa, meetups, and universities, through Twitter connections, conference 

workshops, press coverage, and research publications (Orife et al., 2020). There are currently 

three separate processes that Masakhane is using to collect its own data. First, a team of Nigerian 

participants are working to translate their own writings, including, but not limited to, personal 

religious writings and undergraduate theses, into Yoruba and Igbo. An individual Namibian 

participant is hosting sessions with Damara speakers to collect and translate phrases from 

Damara culture relating to clothing, songs, and prayers. Last, the Masakhane project has a 

connection and relationship with the South African parliament allowing them open access to all 

data that informs parliamentary public records (Orife et al., 2020). It is worth pointing out that, 

despite the successes of the Masakhane project that one of the primary sources of data being used 

to train their models, the JW300 dataset, is inaccurate for many languages in the dataset (Caswell 

et al., 2021).  

A byproduct of the Masakhane project has been Lanfrica – a framework for a website 

that is currently being developed and cites itself as building upon work that has been done by 

Masakhane, Deep Learning Indaba, BlackinAI, and Zindi which are all organizations and 

projects, among others, working to build NLP and MT systems built by or for, or both, Black and 

African people (Emezue et al., 2020). Researchers working on Lanfrica cite similar issues that 

face African NLP as the Masakhane project does: lack of hope, lack of resources, low 
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discoverability, lack of publicly available benchmarks, low degree of sharing of research and 

code (Emezue et al., 2020). Where Masakhane is an online community dedicated to resource 

sharing, the primary objective of Lanfrica is more technical and aims to synthesize and present 

documentation like benchmarks, projects, research, and results, in a way that is easily accessible 

for anyone (Emezue et al., 2020). Lanfrica continues to collaborate with Masakhane community 

members as well as interviews and participant observations.  

 

6. Components of a Successful CBPR-Based Machine Translation 
System Project 

Each of the three case studies outlined in section (5) had a combination of more or less 

effective methods used for the creation of MT models or other types of language documentation 

outcomes by implementing some type of participant-based research, though not necessarily 

CBPR. After examining visible strengths and weaknesses outlined in each of the case studies, I 

propose an outline for constructing a MT system using a CBPR approach. The following 

discussion and proposals are comprised of three components: algorithm, participants, and data. 

 

6.1.1 Algorithm Overview 
Constant movement and advances in the field of MT for LRLs creates an interesting 

landscape for making a recommendation about proper implementation of a certain system. There 

is varying efficacy of types of systems on certain languages; some types of models will be more 

effective on certain languages than they are on others. The implementation of an open-source 

platform for the construction of an effective MT model has been shown to be successful (Orife et 

al., 2020). Allowing systems to be posted and shared publicly allows for more people to interact 

with, use, edit, and improve upon existing systems collaboratively (Orife et al., 2020). A large 
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issue in MT, and academia in general, is a lack of circulation of resources, especially to those 

who the research has been conducted on (Orife et al., 2020) and this unusual level of 

transparency allows members of a community to utilize MT systems that have been designed for 

their language and, perhaps, conduct their own research without having to expend the resources 

that are often required to create an MT system (Orife et al., 2020).  

A potential issue for the Masakhane project in algorithm construction is its open-source 

model, is the issue of ownership. Through this site, as well as Lanfrica, algorithms created by 

contributors outside of the community are the intellectual property of those contributors, not the 

members of the speech community. This could potentially lead to profit of these systems by non-

community members and the exclusion of community members from use of these systems.  

 

6.1.2 Algorithm Recommendation 
In addition to the use of an open-source platform, consideration of all types of models, 

not only those that are widely regarded as being most effective, is necessary. As mentioned in 

section (3.2), SMT often outperforms NMT models due to the amount of data that is required by 

NMTs (Xia et al., 2016). Current standards of MT are constructed for and about highly resourced 

languages, not LRLs, so it is important to consider a simpler or even more efficient model while 

a lack of data remains. New ways to handle data are continually being created and implemented, 

primarily at academic institutions, and there are core strategies that can be employed to better 

assist in the construction of these algorithms or ways of making old algorithms work in new 

contexts. In balancing the technology with community needs, a less advanced algorithm that 

better meets includes information selected by the community may be the most appropriate and 

desirable. I recommend the following practices for algorithm selection: 
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o Establish the comfort-level of the community with open-sourcedness; expansion of the 

contributor pool can make this method and model for constructing an algorithm more 

effective. 

o Do not necessarily rely only on the most advanced systems, like NMT, for constructing 

MT systems for LRLs. They may be incompatible with the amount of data that is present 

for an LRL. 

o Assure community software and system ownership.  

 

6.2.1 Participant Overview 
Differing levels of participation along with diverse groups of participation have varying 

consequences and benefit. As mentioned before, participant skew is an issue that needs to be 

seriously considered in research that implements CBPR. The projects in Bird et al., 2012, and 

Thomas et al., 2013 used participants that were chosen by the researchers. Both situations, and 

implementations of systems like these, in general have higher likelihood of the prioritization of 

researcher goals over participant goals, which is what potentially happened in Thomas et al., 

2012. Additionally, both projects were researcher initiated with secondary interest from the 

communities where the work was being done. The participant goals were, although intentional, a 

byproduct and were speculated by the researcher as coming to fruition or benefitting the 

community post-researcher departure.  

Thomas et al., (2012) did indicate hesitancy about the ability of the project to be of use to 

members of the Sakun diaspora who may have interest in learning the language. This brings up 

the question of who qualifies as a member of the community and who has a right to benefit from 

the project. Diaspora and speakers who are not living in a language community may still self-
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identify as members of the language community. In the case of the Thomas et al., (2012) project, 

language learning was not one of the stated goals of the community; the participants from the 

community wanted language and cultural records that could be of use to them in their daily lives. 

The concern surrounding language education was one of the researcher’s, not the community 

participants. This could also be, however, an indicator of participant skew. Potentially, there was 

a want for the inclusion of domains that could be used more directly for Sakun educational 

materials in the immediate community, but those community members just were not involved in 

this project. This is a worthwhile speculation, and this possibility could have potentially been 

investigated further by the researcher but was outside of the articulated scope of need by the 

involved community members. Collection of data in domains that the researcher perceived as 

benefiting education of the diaspora would have not been congruent with a model of CBPR, as it 

would have been an imposition rather than a group choice. 

Masakhane differentiates itself from the two other projects and most accurately 

implements CBPR as far as the level of involvement participants have and the way that 

participants are not selected by the funded research team. The area where community 

participants are still an issue here of participant skew as contributors are not randomized at all 

and, essentially, anyone can participate. In the case of Masakhane, participants are mainly from 

Africa (Orife 2020), but the published research does not indicate how many of the speakers are 

members of communities that use an LRL, though there are implications throughout the research 

that it is a substantial number of the participants as well as the primary researchers. While 

Masakhane has resulted in a potential presence of language community members its system does 

not guarantee that that should be or will continue to be the case. While Masakhane does not have 

a restriction Masakhane’s stated goals includes three separate categories - for Africa, for NLP 
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researchers, for the global research community, and is not exclusively motivated on the service 

of speakers of LRLs (Orife 2020). This could be interpreted as the expansion of the community 

or as the lack of centering of members of LRL communities.  

6.2.2 Participant Recommendation 
 The definition of who is considered a participant in CBPR in MT will need to be defined 

from project to project, through members of the LRL speech community are those who should be 

centered in the construction of that definition. When power of definition is given to an outside 

researcher, this deviates from a CBPR model, as equitable control is not being given to 

researcher and community, and knowledge sharing benefits of a CBPR model are not being 

realized. Community members have the most knowledge about their community structure and 

the imposition or assumption of anything contrary to that is the perpetuation of the infantilization 

of LRL and indigenous communities.  

Ultimately, there is no single way to assign a definition of what the qualifications of a 

participant are or who gets to decide who is or who is not a community member. I propose this 

set of recommendations for researchers and community members to follow a CBPR model: 

o No matter which party initiates the project, who constitutes as an appropriate participant 

should be identified by the community. 

o Community stakeholders should establish community needs, rather than utilizing 

researcher implemented needs. 

o Maintain equal possession of power between researcher and community. 

o Assign equal value to both researcher and community needs. 
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o Assure equitable compensation for labor of both the community members and the 

researcher. Equitable compensation of community members and researchers shows equal 

value of knowledge of both parties. 

 

6.3.1 Data Overview 
One of the most prominent issues facing the literal construction of MT systems for LRLs 

is data sparsity. For LRLs data sparsity issues encompass a variety of situations: data in the 

incorrect format, digital or physical, data that is non-existent, gaps in the data, or some 

combination of the three. This category is the most prominent resource that LRLs are lacking in. 

It is also an area where, once the issue is addressed and data becomes available, there is a high 

risk of excluding the language community. As LRL datasets expand, or existing datasets are 

altered to become usable for MT systems stakeholders and use will, for many languages, will 

expand as well.  

Utilization of existing data, such as government data being used by the Masakhane 

project, is a start but it leaves serious cultural information gaps that are potentially damaging to 

the quality of the model. The domain-specific strategy used by Thomas et al., (2012) prioritizes 

the most immediate needs of the community in data collection. While other data could also be 

valuable, information that produces a system that serves the community partner’s needs is the 

most indicative of a correctly implemented CBPR. The strategy used by Thomas et al., (2012) 

also contrasts with Bird et al., (2012), even though the two employed similar documentation 

strategies that reported accuracies of the two data sets were evident (Brooks et al., 2015, Thomas 

et al., 2012). In the Sakun study community members recorded and engaged with information 

that was familiar to them and selected by them whereas in the PNG study participants helped 
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record information to fill a pre-determined dataset. There is a potential that unfamiliarity was the 

cause of the errors as most of them were due to orthographical inconsistencies (Brooks et al., 

2015). 

Masakhane’s focus has not been on the collection of novel data, though that has been a 

minor component. Their model could benefit from implementation of the positive outcomes of 

the Sakun project and though mostly flawed, some portions of the PNG project to amass high 

quality data. The flaw of the implementation of the Masakhane project is their use of the JW300 

dataset (Orife et al., 2020), which, again, according to the survey done by Caswell et al., 2020 is 

a dataset which has some serious quality issues that negatively impact the output of a system 

which can lead to misrepresentation of the quality of the system or lack of usability of the 

system. The generation of novel data is time consuming and is resource intensive, so it is fair for 

emphasis to be placed on the cleaning of already existing data, which again is possible for the 

JW300 dataset.  

 

6.3.2 Data Recommendation  
Properly formatted and labeled data for LRLs is integral to the construction of a system mainly 

due to the lack of it. Each piece of information has an impact on an MT system, this is of the 

utmost importance that it is correct. Checking pre-existing data for errors and inconsistencies is 

imperative to the construction of a system, whether you are using a CBPR model or not. 

Collection of domain specific data that has been determined to be usable and relevant to 

language communities is imperative in deciding the nature of collected data. Hand-collecting 

data using participatory documentation methods in combination with a domain specific approach 

can assist in speeding up the process. I propose the following recommendations surrounding data 
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outline the correct implementation of data handling and dataset construction of an MT system for 

an LRL following a CBPR model:  

o Like the algorithm construction, one must determine the comfort of a community with 

open-sourcedness. An open-source strategy can help maximize data-collection and 

processing, especially when there is a low speaker population. 

o Assure community data ownership. 

o Be aware that present data is not often good data, especially for LRLs. 

o Construct effective methods for data collection, potentially automated ones.  

o Work with a community to establish an orthography along community guidelines. 

o Use a domain-specific strategy for data collection, with the domains established by the 

community. 

 

7. Conclusion 
In this thesis I have surveyed existing work on low-resource languages, Machine 

Translation, and Community Based Participatory Research, including three cases studies. These 

show promise for the efficacy of a CBPR model for the creation of MT systems for LRLs. Much 

of the current research about the construction of MT for LRLs does not center, or even consider, 

the communities where the language is spoken. Not only is there a lack of involvement of the 

communities, but systems created are often advertised as having positive implications for more 

highly resourced languages and their MT systems, and are not intended for use in the language 

communities on which they are based. Opaqueness and lack of consideration for communities in 

which research is conducted is symptomatic of the long history of colonialism of academia.  
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There have been several successes in the implementation of a CBPR model, however, 

much future work is needed in the investigation and monitoring of systems that employ CBPR 

for MT for LRLs is needed to ensure the ongoing efficacy, desirability of community 

involvement, and sustainability of these systems. While the implementation CBPR in the 

creation MT systems for LRLs by no means solves the core issues that exist in past and present 

academic practice, it can, at least partially, eliminate serious flaws that are present in current 

practices in language documentation for NLP while promoting the centering, rather than erasure, 

of language communities in the creation of these systems. 
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