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Abstract

This paper will investigate different loss functions used for various natural

language processing (NLP) machine learning tasks. These loss functions have

proven their worth in the area of machine translation but they have been

shown to be inadequate for the task of dialogue generation. Thus, this paper

proposes some potential additions to these loss functions that add more

linguistic information with the goal of improving dialogue generation to get

machine learning algorithms closer to creating human like dialogue.
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1Introduction

This thesis will propose a new loss function for a dialogue generation algo-

rithm. This new loss function is needed because the current state of the art

loss functions were built for the task of machine translation and do not do a

good job of correlating with human judgements on generated dialogue. Be-

fore we venture any further, we must understand what is meant by machine

learning, dialogue generation, and loss functions.

Machine learning is a way of starting an algorithm with no information about

a problem, then exposing it to training data that trains the algorithm on how

to solve said problem. We can then see how well the algorithm learned this

task at the end of the training by inputting testing data into the algorithm

and seeing what is returned against known correct answers.

Dialogue generation is a problem where the best applications make use of

machine learning. The first step of this kind of dialogue generation is to

give a machine a mass amount of linguistic data as sentences in a back

and forth dialogue between two people. (For the purpose of this thesis the

dialogue used is solely written, but this could be spoken dialogue in other

circumstances.) When given a sentence, we want the dialogue generation

function to generate a response. To do so, the algorithm must find patterns

in the data that it can use to understand the structure of a conversation,

then it can create its own responses. The machine learning algorithm in this

thesis has all of the features of any other such algorithm. The corpora of data

are split into training and testing sets; the algorithm is run on the testing

set which is made of both input sentences and responses. The algorithm
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Fig. 1.1: An example of a very basic neural network (Artificial neural network n.d.)

will train for every sentence and response in the data, then from the score

provided by the loss function’s comparison of the known response in the

data, also know as the ground-truth response and the machine generated

response, the weights in the neural network structure (which will be a more

complicated structure than the neural network seen in 1.1) will be updated

to up-weight the edges (the arrows in 1.1) used to create good responses,

thus making them more important, and down-weight the weights on the

edges used to create bad responses. The algorithm will execute this process

for many iterations through the training data. Once the neural network is

trained, the test data will be input to the algorithm and responses to the

sentences will be generated.

This thesis will use a dialogue generation algorithm, but the novel contri-

bution will be the newly proposed loss function which will therefore be the

main focus of this thesis. A loss function is one specific part of the dialogue

generation process; it is a function that will tell a machine learning algorithm
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whether it is learning the correct patterns. This allows the algorithm to

learn what features are present in good output, thus allowing the algorithm

to learn over time. A crucial quote as to why this thesis will make a new

loss function can be seen in (Liu et al. 2016), “We have shown that many

metrics commonly used in the literature for evaluating unsupervised dialogue

systems do not correlate strongly with human judgement." Because the loss

functions used now are not good at actually mirroring human judgement,

there is no way for the generation algorithm to do its best.

One of the most common ways a dialogue generation algorithm creates bad

input is through repetition. This is a feature of natural language, but a

dialogue generation algorithm may return output such as: "What what what

what." This is not a utterance that would be expected from a native English

speaker. Thus, through English syntactic structures, this kind of sentence can

be given a bad score from the loss function. To do this, the proposed loss

function in this thesis requires tagged data in order to function correctly, thus

the Natural Language Toolkit (NLTK), a python library, will be used to tag

the data for parts of speech. With this tagged data, the loss function will

be able to not only use the words in the sentence as information, but the

syntactic structure of the sentence as well. The hope is that through this

addition of syntax, the algorithm can create response sentences that have the

structure of English, more so than the state of the art loss functions used for

the problem currently.
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2Background

2.1 Why is this an Important Problem?

At first glance it may seem that there is no need for dialogue generation. After

all, why is it important for computers to be able to communicate using natural

language? But, dialogue generation has many applications. This thesis is

focused on the problem of open-ended dialogue generation in particular,

but goal-oriented dialogue generators have arisen in many customer service

applications. The algorithm is able to lead the majority of customers to the

correct answers, and if not, they can be directed to a real person who can

help them from there. But, without a goal, the most important application of

open-ended dialogue generation is in artificial intelligence (AI). To achieve

the goal of AI with human like communication abilities, we must create

better dialogue generation algorithms that can give these AI machines an

understanding of the intricacies of human language (Tang et al. 2018; Voita

et al. 2018; Le and Mikolov 2014; Serban et al. 2017; Yang et al. 2019; Li

et al. 2017). This is the goal of dialogue generation, and these algorithms

can have many uses: for entertainment, as help line operators without the

need for a real human to take over, or maybe even as all knowing assistants.

With so many applications, this work is important as it will help build AI with

human level language skills. Open-ended dialogue generation is working

toward that goal, but there is still a long way to go before this competency is

reached.
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2.2 The Motivation for the Novel

Contribution

2.2.1 Why do we need a New Loss Function?

Dialogue generation has seen many improvements through research in recent

years, these improvements include: many new features, different model

architectures, different data sets, ways to store and use previous sentences

alongside the input, among others have all been added. But one part of the

system has remained stagnant for almost 20 years. That is the loss function

used to train the model. The loss function that is used in most state of the art

dialogue generation algorithms is BLEU (Papineni et al. 2002), or BiLingual

Evaluation Understudy. What makes this loss function so interesting is the

fact that it was built for machine translation, automatic translation of words,

sentences, or texts into a different language. More about this loss function

and why it is inadequate will be explained in the literature review section.

But first, it is important to know what is being added to this new loss function

that is so important.

2.2.2 Motivation behind the Linguistic Additions

Linguistics is very much still a young field. We have yet to truly understand

the ways in which the human brain creates and understands language; this

is one of the reasons why it is so difficult to train a dialogue generation

function. But that does not mean that there is a reason to ignore the basics

that linguistics has discovered about structure and meaning when creating

a dialogue generator. In recent years, there have been more papers with
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such information being used, but none of them are putting it into the loss

function. For the purposes of a dialogue generation algorithm using written

language, there is no need for any phonetic information. Syntax, semantics

and morphology on the other hand can be very useful in this situation. But

this information must be used carefully, as the loss function only needs

information that can tell the algorithm if it is doing well or not. For this task

there are specific structures that will be used and explained in the methods

section.

2.2 The Motivation for the Novel Contribution 7



3Literature Review

3.1 The Loss Function: BLEU

BLEU (Papineni et al. 2002), is the most popular loss function/evaluation

metric used in machine translation and dialogue generation. In the original

paper introducing BLEU in 2002, BLEU is presented as a loss function for

machine translation and not dialogue generation. It works by comparing

machine generated translations with human generated translations. N-grams

(uni-grams, bi-grams, tri-grams, etc.), which are groupings of one or more

words that sit next to each other in a sentence, are compared with each other

in the two translations. Let us look at an example:

Say we have the two sentences below, the N-grams of the first sentence

would be [Uni-grams: "What", "is", "your", "name", Bi-grams: "What is", "is

your", "your name", Tri-grams: "What is your", "is your name", Quad-grams:

"What is your name"]. Thus it would share the N-grams of "What", "is" and

"What is" with the second sentence.

1. What is your name?

2. What is the time?

These N-grams will be used to compute a score on a scale from 0 to 1 where

0 is an incorrect translation and 1 is the perfect translation. This score is

computed in the following way, first a brevity penalty is computed where c
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is the length of the machine generated dialogue and r is the length of the

ground-truth dialogue.

BP =


1 if c > r

e(1−r/c) if c ≤ r

Then using the brevity penalty, BLEU is computed using the following formula

with wn as the weight on each N-gram and pn is computed as stated below:

BLEU = BP ∗ exp(
N∑

n=1
wnlogpn)

Where pn is for each size of N-gram:

pn =
∑

C∈{Candidates}
∑

N−gram∈C CountClip(N − gram)∑
C∈{Candidates}

∑
N−gram∈C Count(N − gram)

N-grams and BLEU have moved machine translation and dialogue generation

forward and their contributions cannot be understated, but for open dialogue

generation in particular, BLEU is not a good loss function (Liu et al. 2016).

If the generated response can be varied as in open dialogue generation,

computing N-grams with a known response in the training data will cause

the dialogue generator to only produce sentences like the one ground truth

response. That one response to the query in the corpus is not the only way

to create an adequate response, but through N-grams the model will not

create a new response in the multitude of other possible ways. Even with

this knowledge, there have not been many strides in the field to move that

far past this original pioneering loss function. Loss functions that have come

out like ROUGE (Lin 2004) (that is presented in the next section,) are very

similar and have many of the same flaws. This comes from the fact that

machine translation is a much more popular research topic and that the tasks

3.1 The Loss Function: BLEU 9



of machine translation and dialogue generation are similar enough to get

passable output from a dialogue generation algorithm. But passable inputs

do not mean human like dialogue to the point where a human chatting with

the dialogue generation algorithm will think they are talking with a real

person. But the fact that the dialogue is passable has made it possible for

other parts of dialogue generation algorithms to be optimized.

3.2 The Loss Function: ROUGE

As mentioned in the previous section, another popular loss function for di-

alogue generation is ROUGE. It is a loss function originally built for text

summarization. ROUGE uses n-grams, word sequences and word pairs to

compare between human generated and machine generated text synthesis. It

does so by computing four ROUGE measures: ROUGE-N, ROUGE-L, ROUGE-

W and ROUGE-S. ROUGE-N is described in the paper where it is stated

“ROUGE- N is an n-gram recall between a candidate summary and a set of

reference summaries.”(pg. 1)(Lin 2004) For a text summarization algorithm,

a candidate summary is the summary that is generated by the algorithm,

while the reference summaries are the summaries that have been generated

by a human. ROUGE-L computes the longest common subsequence shared

between the human summaries and machine summaries where longer se-

quences are preferred. ROUGE-W is the same as ROUGE-L but it weights the

score so that the score can differentiate longest common subsequences of dif-

ferent spatial relation is the sentences. ROUGE-S computes the co-occurance

of skip-bigrams. Skip-bigrams are simply bigrams that occur in the same

order in the sequences being compared, even if there is a gap of other words

in between. The authors then write about running machine summarization

using ROUGE evaluation metrics, they find that ROUGE performs well for not

3.2 The Loss Function: ROUGE 10



only text summarization but also machine translation by comparing ROUGE

scores to human evaluations of the machine generated summaries. This

would be expected given ROUGE’s similarities to BLEU. But as this thesis

deals with dialogue generation, this does not mean much as we will see in

the next section, those two problems are very different.

3.3 Loss Function Inadequacies

There is a flaw in the loss functions used for dialogue generation (Liu et al.

2016). This flaw is the fact that most papers using machine learning for

dialogue generation use loss functions built for machine translation. This is

despite the fact that the task of machine translation does not correlate well

to dialogue generation. Below is an example dialogue from (Liu et al. 2016)

that shows why the notion of N-grams is not always enough to evaluate

dialogue generation (note that a ground truth response is a known human

generated response):

Context of Conversation

Speaker A: Hey John, what do you want to do tonight?

Speaker B: Why don’t we go see a movie?

Ground-Truth Response

Nah, I hate that stuff, let’s do something active.

Model Response

Oh sure! Heard the film about Turing is out!

This example is a theoretical response from a model which shows that a

response generated by the model may actually have none of the same N-

grams with the response in the training data, but still generate a good
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response. In the introduction section of this thesis, it was mentioned that

repetition is a common problem for dialogue generation functions. BLEU

does not help in this instance because if the word that is being repeated

appears in the ground-truth sentence, then all uni-grams with the repeated

word are given good scores. This makes repetition desirable for a model.

This is one part of why N-grams and the BLEU loss function are not good

enough for dialogue generation. N-grams work well for machine translation

because the goal is to take an input sentence in some language and create

a sentence in a different language with the same semantic meaning where

the output language may have a very different syntactic structure. However,

when comparing a sentence’s machine generated translation an the known

human made translation in that same language, they must have a similar

structure and must have the same words in order to be a valid translation.

However in dialogue generation, the semantics of the input sentence and the

generated sentence can be varied and should in most cases be very different;

the same could be said about a known response and a grammatical response

created by the model. What is also different from machine translation is the

fact that sentences will be in the same language and will have very similar

basic syntactic structure because of this. Thus using loss functions built for

machine translation on dialogue generation should be discouraged.

Given that this loss function is inadequate however, a new loss function

needs to be created that is built specifically for dialogue generation. Again,

we see this quote from page 9 of (Liu et al. 2016), “While we provide evi-

dence against existing metrics, we do not yet provide good alternatives for

unsupervised evaluation." Even though Liu et al. 2016 does not provide an

answer as to what the new loss function could look like, the paper does point

out this large flaw in the problem of dialogue generation that has not been
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tackled as of yet. This thesis hopes to work on patching this flaw and creating

a loss function built for dialogue generation.

3.4 Machine Translation and Its Mark on

Dialogue Generation

When it comes to NLP using machine learning, much more research has

been done on machine translation than dialogue generation. Thus dialogue

generation has taken the back seat in the world of NLP and machine learn-

ing. Google Translate was launched in 2006 and it has shone a spotlight

on machine translation ever since. As machine translation has been a fo-

cal point of NLP research, there are numerous papers explaining machine

translation techniques and results. Many fewer resources are devoted to

other tasks in NLP but in the case of this thesis, we will focus on the task of

dialogue generation. In this thesis I am going to argue that the NLP sub field

of computer science, especially when regarding dialogue generation, uses

inadequate linguistic information.

It is important to mention the differences between machine translation

and dialogue generation. Many research papers that have done dialogue

generation tasks use BLEU, but as will become apparent, there are problems

with using BLEU in this way. Machine translation tasks an algorithm with

taking information from one language and creating the same information

conveyed in a different language. Dialogue generation on the other hand

expects new information to be baked into responses. Where a machine

translator needs to copy the same information into a new language, a dialogue

generator normally adds something new as exact repetition is not normally
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a good response. This creates many more potential responses in dialogue

generation that diminishes the effectiveness of N-gram calculations.

3.5 Other Linguistic Contributions

There are numerous papers that argue for linguistic additions to dialogue

generation. None of these papers have made the contributions in the loss

function, but this copious amount of papers suggests that by adding more

linguistic information to dialogue generation algorithms, one can create more

human like dialogue.

3.6 Context Aware Self-Attention

Networks

This first paper (Yang et al. 2019) uses linguistic information by looking

at the semantics of the sentence to determine the context of the generated

translation, making otherwise ambiguous words less ambiguous. (This paper

is using this context in a machine translation setting, but it could be just

as well used in a dialogue generation application.) The paper uses self-

attention neural networks (Transformers) that adds contextual information

to improve the algorithms performance on machine translation tasks. They

use three kinds of context: global context, deep context and deep-global

context. Global context is a function of the input layer to the neural network

that creates a vector representing the context. Deep context is a function of

the layers of the neural network stacked below the input layer. Global Deep

context is simply a concatenation of the two other context vectors. They go

3.5 Other Linguistic Contributions 14



on to test the effectiveness of these different context vectors and find that

the deep and global contexts are complementary and work best when both

context vectors are taken into consideration. When they analyzed the context

vector weights assigned to different parts of speech after tagging the data

using the Part-of Speech tag set they found that function words with little

substantive meaning had higher weights than other parts of speech. This

makes sense as they need more context to be used properly

3.6.1 Context-Aware Neural Machine Translation

Learns Anaphora Resolution

The next paper (Voita et al. 2018) also uses semantic information This paper

adds contextual information to the generation of machine translation genera-

tions in an attempt to improve the correct usage of anaphorae. Anaphorae are

words that are used in replacement of previously stated words in a sentence.

For example, in the sentence, "I have homework and so do you.” the word

"do” is an anaphora where "do” refers to the homework. Using a Transformer

neural network the algorithm encodes two sentences, a source sentence and a

context sentence. Then using an attention layer they produce a context-aware

representation of the source sentence. To encode the two sentences in a N

layer deep context-aware Transformer the authors encode the context and

source sentences in the same N-1 layer Transformer models and then combine

the context into the source sentence encoding in the Nth layer. Testing shows

that the model works best when the preceding sentence in the dataset is

used as the context sentence. The authors also did an analysis on the word

that relied most heavily on context and found that pronouns were the most

dependent.
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3.6.2 Multiresolution recurrent neural networks: An

application to dialogue response generation

This paper (Serban et al. 2017) provides a recurrent neural network approach

to dialogue generation with two stochastic processes. This first is the actual

sentences, which is what most dialogue generation algorithms learn. The

second process, and novel contribution of this paper is a set of coarse tokens

which includes information about what kind of sentence is being uttered,

what the tense of the sentence is, and what the nouns in the sentence are.

This creates a summarized version of the original utterance that contains

targeted linguistic information that can be used by the machine learning

algorithm.

3.6.3 Adversarial learning for neural dialogue

generation

This paper (Li et al. 2017) tries to tackle the problem of open domain

dialogue generation by using reinforcement learning. The authors also use

adversarial training and an adversarial evaluator like a human in a Turing test

to distinguish between a machine generated and a human generated response,

the more confused the evaluator is, or the more examples it misclassifies,

the higher the score for that given machine response is. This is a very

interesting addition to dialogue generation, as it uses miss-classification as

a way of rewarding the algorithm. This extra information is not directly

linguistic information, but it does add more depth to an algorithm and uses

the understanding that more human like dialogue will be generated if a

3.6 Context Aware Self-Attention Networks 16



classifier cannot correctly classify machine generated and human generated

dialogue.

3.6 Context Aware Self-Attention Networks 17



4Methods

4.1 Corpora

This thesis will use two different corpora, switchboard and NPS (Naval Post-

graduate School) chat. The switchboard corpus is made up of about 2,400

phone calls between 543 speakers (302 male, 241 female) from all areas of

the United States. There is no information on the social status or race of the

individuals. These phone calls are all transcribed into text and exist in the

Natural Language Toolkit (NLTK) python package (Loper and Bird 2002). An

excerpt from an example dialogue is shown below:

A.1: Uh, do you have a pet Randy?

B.2: Uh, yeah, currently we have a poodle.

A.3: A poodle, miniature or, uh, full size?

B.4: Yeah, uh, it’s, uh miniature.

A.5: Uh-huh.

B.6: Yeah.

A.7: I read somewhere that, the poodles is one of the, the most intelligent

dogs, uh, around.

B.8: Well, um, I wouldn’t, uh, I definitely wouldn’t dispute that, it, it’s actu-

ally my wife’s dog, uh, I, I became part owner six months ago when we got

married, but, uh, it, uh, definitely responds to, uh, to authority and, I’ve had

dogs in the past and, uh, it seems, it seems to, uh, respond real well, it, it -

she’s, she’s picked up a lot of things, uh, just, just by, uh, teaching by force, I

18



guess is what I’d like to say.

A.9: Oh, uh-huh. So, you, you’ve only known the dog, wh-, how long did you

say.

B.10: Well, about a year I guess.

A.11: Oh, well, uh, is it, uh, uh, - how old is the dog?

B.12: It just turned two, I believe.

A.13: Oh, it’s still just a pup.

B.14: Pretty much, yeah, yeah.

A.15: Yeah, I have a, uh, well a mutt, myself. I call it a, uh, uh, Chowperd .

B.16: Okay.

A.17: It’s, uh, part Chow and part Shepherd and it, - as I understand it, uh,

both sides of the, were thoroughbreds. So, she’s a genuine Chowperd .

B.18: Oh, that sounds interesting.

A.19: She has the, the color and the black to-, tongue of a Chow, but, uh, she

has the shap-, the shape of the, uh, uh, Shepherd.

B.20: Oh, that’s, that’s neat. How, about how big then?

A.21: Oh, she weighs in at about fifty pounds, so she’s a medium size.

B.22: Yeah, yeah.

A.23: But she’s big enough to be intimidating,

B.24: Most definitely.

A.25: it is a fi-, fixed female, by the way,

The NPS chat corpus consists of 10,567 posts made on various online chat

rooms. Below is an example from the corpus:

<Post class="whQuestion" user="11-08-teensUser117">whats balck and

white and red all over?<terminals>

<t pos="WP" word="whats"/>

<t pos="ĴJ" word="balck"/>
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<t pos="CC" word="and"/>

<t pos="JJ" word="white"/>

<t pos="CC" word="and"/>

<t pos="JJ" word="red"/>

<t pos="DT" word="all"/>

<t pos="IN" word="over"/>

<t pos="." word="?"/>

</terminals>

</Post>

This corpus is also available through NLTK. These corpora will be used

because of their large size, the fact that all conversations are between two

people and because they are informal conversations. The large size is good

for the machine learning algorithm as it needs a lot of examples with which

to train. But the other two reasons are important because they mirror the

objective of the model. Thus, both of these corpora will be used in order to

train and test the dialogue generation model.

4.2 Design of the Model

This thesis will be investigating and creating a new loss function, but in order

to do so, a model for dialogue generation must be built. The model to be used

with the loss function will be based off of the model in the paper (Conley

et al. 2018). The model is built off on an RNN (Recurrent Neural Network)

architecture similar to that in 4.1. This architecture is important in receiving

actual generated dialogue, but the model does not have to be state of the art

as what is being investigated in this thesis is the comparison of different loss

4.2 Design of the Model 20



Fig. 4.1: An example of the structure of a recurrent neural network (Recurrent
neural networks and LSTM tutorial in Python and TensorFlow 2017)

functions. This is also motivated by a wish to minimize the complexity of the

algorithm to make the running time shorter.

4.3 Linguistic Additions to Dialogue

Generation Loss Functions

As a linguist and a computer scientist, I find that the way computer scientists

have tackled dialogue generation is inadequate. This also is mirrored by

the literature that shows current dialogue generation loss functions to be

inadequate. The things that linguistics has learned about the structure and

meaning of language can be put into a loss function to create a more descrip-

tive loss function that takes patterns of human language into account instead

of just using N-grams. N-grams will still be used in the loss function like they

are in BLEU and ROUGE, but the new syntactic and semantic contributions

will be made on top of the existing loss functions. This is because the current

loss functions have show that they do some things well, and create passable

dialogue, but the additions of structural constraints should help generated

even better dialogue. In the sections below, some linguistic additions to

current loss functions will be presented and explained.
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4.3.1 Part of Speech Tagging

Part of speech (POS) tagging could be an important step forward in determin-

ing the grammaticallity of generated dialogue. If a dialogue generator tests

on a data corpus with POS tagging, the machine learning algorithm could use

syntactic information garnered from the corpus and learn patterns that could

help in dialogue generation (Pust et al. 2015). For example, if one were

to parse a large corpus of conversations with POS tagging, then they could

record the pre- and proceeding tags of every noun, verb, adjective, etc. This

information could then be used in attributing scores on sentences coming

from the loss function based on the likelihood that different parts of speech

are to be pre- or proceeded by other parts of speech. The corpora that will be

used for this thesis are available through the NLTK python library which has

a built in POS tagger; this will thus be used to POS tag the corpora.

4.3.2 Syntax Trees

With a corpus of part of speech tagged sentences there is a multitude of

possible syntactic analyses that can be performed. Below are some rules

that will be part of the loss function. These rules will be implemented by

increasing or decreasing the score given by the loss function. It is hard to

know without seeing outputs what amount of increase or decrease will be

best for each rule. Thus, those numbers must be decided when the algorithm

is implemented.
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Repeats

As mentioned in the background section of this thesis, a place where dialogue

generation algorithms often make a mistake is repeating the same word

multiple times. These words will be tagged to the same part of speech.

Therefore, the loss function can punish generated dialogue with multiple of

the same parts of speech one after the other. In some cases, such as adjectives

that can occur naturally in the same bi-gram in a sentence, we would not

want to punish the algorithm. But nouns, determiners, etc. would need to be

given bad scores upon repetition.

Sentence Structure

What can be added to the loss function is basic syntactic rules about English.

One of the most basic of these would be the Subject Verb Object (SVO) word

order that English uses. This would mean that a sentence without a pronoun

or noun before the first verb will be given a bad score. There are, however

some English sentences such as questions that allow for a verb to come before

any nouns or pronouns. One such example is "Are there any cabbages in the

garden?" There is something simple however that would allow the algorithm

to give a good score for these kinds of sentences and that is the question

mark that should come at the end. (In more casual text conversation question

marks are often omitted, which would cause a problem for this approach.

One possible solution is to tag all sentence types like is done in (Serban et al.

2017).) The presence of the question mark should cause the loss function to

give a good score for this example with a verb in the sentence initial position.

It should also be noted that unless semantic analysis of verbs is also included,

there is no way to know if a verb in a sentence is transitive or intransitive.
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Thus, given the existence of both kinds of verbs, it would be considered

acceptable for the object in the SVO word order to be omitted.

Other Structures

There are other pieces of syntactic structure that could by analysed. A

determiner should most likely come before a noun or adjective, it is expected

that after a preposition comes a determiner, a noun or a pronoun, etc. Adding

all of these structures will add more information that will help the sentence

structures coming from the dialogue generator. This of course leaves more

to be desired, in semantics in particular. Noam Chomsky’s famous sentence

"Colorless green ideas sleep furiously." (Chomsky 1957) would not be affected

by this syntactic analysis, but maybe a semantic one would be able to give

it a bad score. These could include the analyses mentioned in the literature

review section or other simpler computations such as tagging the theta roles

of verbs and making sure that the sentence satisfies them.
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5Conclusion and Future

Work

5.1 Future Work

I will not have time to implement all of the linguistic ideas that I would want

to into the loss function that is built in this thesis. But even one of syntactic

or semantic feature addition to a loss function would hopefully improve upon

state of the art models and thus pave the way for more of these features to

be implemented. I have laid out a way of creating a dialogue generation

system that uses linguistic information. Some of the linguistic information

is English specific and some is more general. Thus, future research could

implement general linguistic rules that could make a dialogue generation

loss function that works in multiple languages. This would first of all mean

that the machine learning algorithm would need to be trained on data from

multiple languages, but the loss function would also need to be amended.

Implementing this would necessitate more data in the language that it would

be generating dialogue in, this would include the syntax of the language, its

sentence structure and a specific understanding of the grammatical structures

allowed in the language. But if one were to implement anything semantically

as discussed later in this section, there would also need to be a collection of

semantic information on the language as well. On a broader future research

note, this paper wants to inspire more research using machine learning in

NLP that uses linguistics as the basis for the algorithm’s understanding of

human language.

25



5.2 Conclusion

This thesis has laid out the main ideas of how I would like to approach the

topic of dialogue generation loss functions and what I would like to add to

the wealth of previous and ongoing research. The most popular loss function

for dialogue generation is BLEU, but as it uses no linguistics to calculate the

loss, it is inadequate for dialogue generation. Thus this thesis has proposed

a new loss function that uses syntactic structures as its way of evaluating

generated dialogue. This way, not only sentences like the ground truth, but

also the many ways in which a response can be generated will be given a

good score. Hopefully this can spark more research into dialogue generation

loss functions that help more adequately mirror human language.
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