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Abstract
For the past years, researches in population genetics, a subfield of biology studying
the variation of genes in a population with respect to space and time, rely heavily on
simulated data. That is to say, analysis of the relationship between gene patterns
and evolutionary parameters(ie. mutation rate, recombination rate, etc.) is based
on simulated data, usually generated using softwares such as msprime. However,
the problem with simulated data is that we?re not sure how well it can match the
real data as these data are simulated with parameters configured by human beings.
Furthermore, this methodology might have a greater effect on machine learning
approaches, as our algorithms are trained on these simulated datasets. Under such a
circumstance, it is necessary to find out a way so that we can generate good data for
research purposes. In this paper, we present some basics about machine learning,
and some possible approaches to fulfill our goal using generative adversarial nets
(GANs).
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Introduction
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Population genetics researchers rely heavily on simulated data as there is no ground
truth on real data (we cannot know what mutation rate, recombination rate and
other evolutionary parameters cause these data patterns), and for the past decades
simulated data are generated through classical statistical models (Schrider and Kern
2018). Admittedly, existing probabilistic models are convenient to use, but as the
number of features grow rapidly right now, we’re not sure if these models are able
to capture those features as precise as it should be. Under such a circumstance,
machine learning starts to gain attention in the field of population genetics, as it
often benefits from the increased dimensions in the data set. Machine learning,
seen as a subset of artificial intelligence, is having extraordinary success in multiple
fields including speech recognition, natural language processing and etc. Specifically,
machine learning is a kind of algorithm that will generate mathematical models
based on sample data (also referred as training data), which will be used to make
decisions or predictions on other data (referred as test data). For instance, a simple
concrete example of machine learning is, given features such as number of bedrooms,
location, year being built and etc. predicting the price of a house. Among many
algorithms in machine learning, deep learning, inspired by biological brains, is able
to extract high level information from raw input and is well know for its promising
ability in capturing and discovering hierarchical models that represent distributions
over data. Due to its substantial ability working with raw data, deep learning can
produce generative models (symbolically speaking P (X|Y = y) where X is the
observable, Y is the target), which can be used to generate data similar to input
data. However, a long existing question regarding generative models is that we don’t
really know how real the sampled data are.
Population genetics is a field of biology studying the genetic difference between and
within populations. By developing mathematical models, researchers try to extract
conclusions from gene patterns, and an important process they value is natural
selection. By studying natural selection we can infer a lot from our ancestor and
actually benefit our own health. In the field of population genetics, data are usually
generated from data simulator, and a widely used one is msprime, where researchers
can configure a bunch of parameters, for instance, mutation rate, population size,
recombination rate and etc to generate genetic data (Kelleher et al. 2016). Though
msprime does a good job in simulating data with those parameters chosen, but
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researchers are not sure whether those generated data actually match with real
population data. Thus, the problem leave us is how we can come up with a method
that utilize msprime to generate data that cannot be distinguished from read data.
To generate good data, we must first decide which generative model to use. Recently, work has been done using Deep Boltzmann Machines and Deep Belief Network (Salakhutdinov 2015), also what’s worth noticing that in the field of biology,
Variational Autoencoder (VAE) , another generative model, has also been proved
successful (Riesselman et al. 2018). However, these models all have some irresistible
drawbacks, for instance Deep Boltzmann Machines rely on Markov Chain, and thus
we have to use approximation in order to make the calculation feasible. Hence, we
would like to utilize another model which has recently been introduced, Generative
Adversarial Nets (GANs). GANs is a model consisting of one discriminative network
and one generative network, which will be trained against each other (Goodfellow
et al. 2014).
In this thesis, we will first discuss why Machine Learning might be helpful in the
field of population genetics, and discuss some basic machine learning example that
will help our audience have a concrete understanding. Besides, in section 2.2, we
will explore some recent success of ML in the field of population genetics. Finally,
we will discuss some possible approaches and future enhancement regarding our
problem.

3

Literature Review

2

2.1 Population Genetics Backgrounds
As we are motivated to generate valid data for population genetics, it is better to first
introduce what population genetics is and why we should care about this field. Population genetics, as a subfield genetics, mainly studies the genetic difference between
different populations or within the same population. By setting up mathematical
models, researchers in the field of population genetics want to find the relationship
between gene patterns and evolutionary forces, and by investigating gene sites it
is also possible to identify which part of genes relate to diseases. The reason we
want to study gene patterns is that different evolutionary forces will create different
patterns. For instance, a mutation site that is widely shared within a population
might indicate that this population is isolated or migrated to other places and many
reproduction occurs only within the population.
Alongside with that, researchers are also to able to reveal the relationship between
genes and health. Take FADS1, the fatty acid desaturase gene critical to the synthesis
process of long-chain(LC) polyunsaturated fatty acids (PUFA) (necessary for cell
and neuronal membrane development) as an example. Specifically, this gene is
strongly selected at some time between Bronze Age and the present day due to the
development of agriculture and the shift from meat-centered "gather and hunting"
to an agricultural diet (S. Mathieson and I. Mathieson 2018). According to (S. Mathieson and I. Mathieson 2018), diets with large amount of meat or marine products
contain relatively high level of LC-PUFA, and thus needs less FADS1 compared to
diets centered in plant-based fats as the body want to synthesize LC-PUFA itself in
order to keep a proper level of LC-PUFA. Knowing about this and combine the fact
that more and more people are shifting to a vegetarian diet, it is necessary to know
if our ancestors are selected to have more FADS1 or the other way around.
So far we have seen some substantial applications of population genetics, however,
it is still not clear how to quantify the DNA code, since there’re too many nucleotides
on one chromosome, and reading in one chromosome can take loads of time. In fact,
since mutation sites only take a small amount of all gene sites, researchers only care
about sites where there are multiple different nucleotides, and these are called single
nucleotide polymorphisms (SNPs). Simply put, SNPs (see figure 2.1) is an example
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of variation between genes, for instance, for the same gene site, a SNP might replace
the nucleotide cytosine (C) with the nucleotide thymine (T). From figure 2.1, we
can observe that the SNP matrix (usually used as input to ML) can be generated
from the genealogy (tree structure on the left), however it is obvious in the other
direction, which indicates that there is no ground truth on real data (SNPs matrix
gathered from real species) since researchers are not able to extract evolutionary
parameters from the matrix. Under such a circumstance, researchers have to rely
on simulated data where they can configure population size, mutation rate and etc
manually. Specifically speaking, a typical simulator msprime will first generate a
random tree structure (similar to the left graph in fig 2.1), then add mutation site
based on user configured evolutionary parameters to the tree. Finally, to generate
input data, msprime will project the tree structure with mutation site to the matrix
based on poisson distribution.
Alongside, it is also worth mentioning some summary statistics researchers use
to quantify genetic data. One example, for instance, is site frequency spectrum
(SFS) describing the distribution of SNPs in a given population or a subset of
population, where each entry in SFS records the number of SNPs with specific number
of mutation. For instance, in figure 2.1, SNPs {2, 3, 5, 8} have one mutation site
respectively, and thus in the frequency spectrum, the number of SNPs corresponding
to one mutation site is 4. Hence, the final SFS for figure 2.1 is {4, 1, 1, 1, 0, 0, 1},
and note that the case describing 8 mutation at the same site is usually included.
Additionally, another summary statistics is Tajima’s D aiming to distinguish between
DNA sequence under random evolution and non-random revolution. The last thing
we need to mention is that summary statistics are always compared between different
datasets in order to quantify the relation between them since unlike images or
sentences there is no obvious way to compare datasets in the field of population
genetics.

2.2 Machine Learning Backgrounds
2.2.1 What is Machine Learning
Since our work focus mainly on using neural networks, it is necessary to introduce
some basic ideas in Machine Learning. In general, machine learning is an algorithm
being able to study from existing data and make predictions or decisions on future
data. In ML, input data usually comes in the form of a n × p matrix, where each row
represents one example, and each column represent one feature or one parameter
of that example. Again, let us look at the house price prediction problem stated
above. Suppose we want to pass input data to the ML algorithm, in this case,

2.2
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Fig. 2.1: The genealogy of eight haplotypes with eight SNPs from four individuals forming a
SNPs matrix which is typically used in the study of population genetics cited from
(Ronen et al. 2013)

each row will be a specific house, while each column will parameters we care
about such as location, number of rooms, area and etc. Furthermore, examples
can either be labeled or unlabeled, and in our example, the label will be the price
of an example house. Additionally, data are further separated into training set,
validation set and test set, and though they are just a portion of the original data
set, they serve different usage in the algorithm. Specifically speaking, machine
learning algorithm will learn parameters from training data, and then before testing
our model on the test set, we want to further tune our model according to the
unbiased feedback retrieved from tests on validation set. The tuning process mainly
involves hyperparameters, which on contrary to parameters learned during the
algorithm, hyperparameters are set before the algorithm starts.
During the learning process, we need to have a way to interpret how well the current
model is, and a common way used by ML is loss function or cost function, which
maps our predictions to a real-number value that will mark the cost at current states.
For instance, a simple 0-1 loss function looks like the following, where I is the
indicator function:
L (ŷ, y) = I(ŷ 6= y)
(2.1)
Since cost function represent the cost of our model with current parameters, minimizing the cost function will then make it possible to fit better to the training data.
To see this in a more concrete context, let us have linear regression as an example.
In the setting of linear regression, it assumes a linear model such that:
~ · ~xi + b
ŷi = w

2.2

(2.2)
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~ is the parameter vector, b is the bias term, and ~x is the feature vector.
,where w
Additionally, the cost function of linear regression is defined below:
n
1X
J(~
w) =
(~
w · ~xi − yi )2
2 i=1

(2.3)

In order to minimize the cost function, we want to update the parameter vector
using the gradient of the cost function. By taking the gradient of J with respect to
one parameter wj , we get that:
n
X
∂J
=
(~
w · ~xi − yi )xij
∂wj
i=1

(2.4)

Observing that this process can be very slow as n grows, instead of computing the
true gradient stated above, we can go over one example at each step but update all
parameters at the same time using vectorization libraries such as numpy. Concretely,
the Stochastic gradient descent algorithm (SGD) is described as:
Algorithm 1 α, the training step, is the hyperparameter in this case
Choose an initial parameter vector
while Cost function not converged do
3:
Shuffle examples in the training data set
4:
for i = 1, 2, 3, 4, . . . n do

1:
2:

w
~ =w
~ − α(~
w · ~xi − yi )xi

(2.5)

end for
6: end while

5:

Other than updating models using gradients, another set of classifiers is based
on probabilistic models, and a basic one among many probabilistic classifiers is
Naive Bayes Classifier. Specifically speaking, in this probabilisitic model, we
want to know the probability of a feature vector ~xi classified as class Ck , that is, we
want to know the value of P (Ck |~xi ), and by applying Bayes Rule, we get:
P (Ck |~x) =

P (Ck )P (~x|Ck )
P (~x)

∝ P (Ck )P (~x|Ck )

(2.6)

= P (Ck , x1 , x2 , x3 , . . . , xn )
= P (x1 |x2 , x3 , . . . xn , Ck )P (x2 |x3 , x4 , . . . xn , Ck ) . . . P (xn |Ck )P (Ck )
Note that P (~x) is independent from Ck , and thus we only care about the numerator
in the first step. Additionally, observing that calculating likelihood in the last is mathematically infeasible, we then want to apply our Naive assumption here such that

2.2
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Fig. 2.2: Classifier decision surface and Confusion matrix. In (A), we can see that there is a
nice decision boundary separating points in the blue part from other points. When
it comes to the confusion matrix in (B), correctly classified data points are listed
on the diagonal where predicted label matches true label. Ideally, we want all of
our data points on the diagonal. Graphs cited from (Schrider and Kern 2018)

features are independent, conditioned on the label, and thus our probabilisitic
model is simplified to
P (Ck |~x) = P (Ck )

n
Y

P (xi |Ck ),

(2.7)

i=1

which completes the training process. To predict an example ~xi from testing set, we
can simply get the P (Ck |~x) for all k ∈ vals{K}, where K is the label class, and the
class with the highest probability will be the predicted value for this data point.
After training our algorithms on the training set, we want to know how accurate
it can be on testing set, and in a classification problem, where we want to predict the category based on input data, a common way to visualize the result is
confusion matrix, where rows and columns represent true categories and predicted
categories respectively. In fig. 2.2, we can see that the numbers on the diagonal are
the cases where our model make a correct prediction, and in other word we want
the numbers not on the diagonal to be as small as possible.
Aside from understanding the basic ML algorithms state above, it is also very important to know that ML has two main categories supervised learning, which is
trained with labeled data and aims to predict labels on new data point, and unsupervised learning which is trained on unlabeled data expecting to discover formerly
unknown relationship between datapoints (both SGD and Naive Bayes are examples
of supervised learning). In the context of population genetics, an example usage
of unsupervised learning is principal component analysis(PCA) used to show the
relationship between geography and individuals sampled from Europe population
(Novembre et al. 2008). Regarding supervised learning, our goal is to learn the
relationship between datasets and labels, that is to say we want to classify a new

2.2
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datapoint based on what we have learned from the training set. Based on the
output however, ML can also be subcategorized into discriminative models, and
generative models. Discriminative models studies P (y|x) trying to predict maps
between unseen data x and class label y, while generative models studies the joint
probability on P (x, y), and simply put generative models aims to generate data
sharing the same distribution with input data.
Summary above we can see that ML tries to study the relation between x and y
from the training set, however, during the learning process our classifier might
study too much from the training set and cause a problem called overfitting, which
states that the model fits too much to the noise and results in a high variance. On
the other hand however, there will also be cases where our classifier doesn’t learn
enough from the training set and cause underfitting, which results in a high bias
situation. In order to prevent both these scenarios, we should tune our models on
the validation set before the final tests on test set.

2.2.2 Why we should use machine learning
Population genetics is a field that works closely with molecular genetic data and tries
to explain patterns of variation in these produced by a combination of evolutionary
forces(ie. mutation rate, recombination rate and the appearance of selection).
Benefiting from convenient classical probabilistic models(ie. Wright-Fisher model),
researchers are able to predict how environment parameters are generating specific
patterns in genetics data (Schrider and Kern 2018). However, as hardware develops
these years, population genetic datasets also grow increasingly. Specifically, as the
number of features in the datasets increases significantly, the complexity of models
also increases, and thus it is keen to find new computational methods to better
utilize the information hidden in the increased dimension. Machine Learning, often
referred to as ML, is receiving great attention in the past decade, as it has been
proven successful or even revolutionary in many fields including speech recognition,
natural language processing and etc (Schrider and Kern 2018).
Though machine learning had a number of significant breakthroughs in multiple
fields, it is still at its starting stage in population genetics. However, unlike estimating
parameters of a probabilistic model which is a general approach researchers are using
in the field of population genetics, machine learning aims to optimize the accuracy
of prediction, which indicates the ability to reveal how evolutionary parameters are
affecting gene patterns even if the model we made might be imprecise.
To see why ML should be used in the field of population genetics, let us look at
a concrete example using supervised machine learning to detect selective sweeps

2.2
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Fig. 2.3: Visualization of S/HIC Feature Vector and Classes. We can see that S/HIC benefits
from incorporating different kinds of summary statistics for instance Tajima’s D.
Graphs are cited from (Schrider and Kern 2018)

in genome. Sweeps in the context genome means the reduction of variation of
genes near a mutation in DNA since often the mutation is beneficial. Usually, there
are two types of sweeps, one is soft sweep caused by neutral selection and the
other is hard sweep caused by beneficial mutation. Both kinds of sweeps will cause
a skew in SFS(site frequency spectrum), however, as the difference between the
skew is very subtle, finding sweeps using classical population genetic strategy has
to be very carefully devised. On the contrary, S/HIC (soft/hard inference through
classification), a ML approach using extra-trees classifier, an extension of random
forest, has high accuracy and sensitivity in finding sweeps even if the demography is
non-equilibrium which perplexes many other existing methods (Schrider and Kern
2018). See fig. 2.3 for a vsiulazion.

2.2.3 Artificial Neural Networks
Our project mainly focuses on using deep neural network in solving population
genetics problem, so it is necessary to introduce what artificial neural networks(ANN)
is and why it is a good fit for our purpose. Inspired by the biological structure
of brains, ANN is a non-linear learning models capable of capturing high-order
information embedded in the input data. In analogy with biological neural network,
ANN consists of a collection of connected nodes, known as artifical neurons, while
each connection (also known as edges), loosely similar to synapses in biological
neural networks, can be activated by an activation function and transmit signals
(usually a real number value) between nodes. What’s worth noticing is that, nodes
are connected in an acyclic graph, since cycles might cause infinite loop when we
forward signals across the graph. In addition, neural network usually has a layered
structure where each layer groups a set of nodes. Generally speaking, the first layer,
often referred as input layer consists of input data, and each node in this layer
will hold one element in the feature vector (suppose in an input example vector

2.2
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~xi , the jth node in this layer will hold value ~xij ), while the last layer, also known
as output layer, consists of expected output. Besides from input layer and output
layer, all layers in between are called hidden layer, and ANN with multiple hidden
layers (more than 2) is called deep neural network (see fig 2.4 for example). As
we mentioned above, the nodes are connected in an acyclic graph, in more details,
nodes are fully connected between layers, but not connected within each layer.
(t)
Furthermore, each edge is assigned weight wij denoting the weight on the edge
connecting node i in layer t and node j in layer t + 1, which is similar to the
weight vector used in linear regression deciding how much each feature will affect
the predicted result, and we will also add one bias unit (again similar to linear
regression) to each layer so that we can represent intercept terms. Combine weight
vector and bias term, we then use an activation function to compute the value
transmitted to next layer, and formally:
~ (t) = α(W
~ (t) H
~ (t−1) + b(t−1) )
H

(2.8)

~ (t) denotes the value vector in the tth layer.
, where H

Fig. 2.4: Example of fully connected deep neural network with 2 hidden layers, where each
of them has 4 hidden nodes. Picture cited from (Convolutional Neural Network 3
things you need to know n.d.)

~ (i)
Suppose in a neural network N , there are T layers, then the process computing H
from i = 1 to i = T is forward propagation. Regarding activation functions(α from
our previous equations), there are three frequently non-linear ones, sigmoid, Tanh
and ReLU. Sigmoid function has the format σ(x) = 1+e1−x , which nicely represent
the firing process in a biological neuron as it maps a real value to a [0, 1] range
illustrating the activation rate. In addition, as we want to update our parameters
by taking the gradient of cost function, sigmoid provides a good property since its
derivative is simply σ(x)(1 − σ(x)), which is easy to compute during the training
process. However, as it is not zero-centered, it will cause all weights having the
same signs, and thus might not be able to predict the truth correctly. To solve this
x
−x
problem, let us introduce Tanh, which has the format of tanh(x) = eex −e
+e−x , and by
observing this equation we can see that this is just a scaled sigmoid function as it can

2.2
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Fig. 2.5: Restricted Boltzmann Machines where v denotes the input layer, h denotes the
hidden layer and W denotes the weight matrix cited from (Salakhutdinov 2015)

be reformatted as tanh(x) = 2σ(2x) − 1. Though T anh can map input to a range of
[−1, 1], deriving from sigmoid, they both have a problem that they might saturate
the gradient at either tail. That is to say, at either tail, the gradient will be very close
to zero, and this will cause no information flow to the next layer (recall that the
result of layer i is the input of layer i + 1), which will result in an early termination
of the learning process. Thus, another often used activation function, the rectified
linear unit ReLU computing max(0, x) is commonly used these years as it is very
easy to compute, and found to be very successful under many settings.

2.2.4 Deep Neural Network Models
Many neural network models have a nice graph-like hierarchy which is based on
a simple deep neural model is Restricted Boltzmann Machines (RBM). A RBM
is a variation of Boltzmann Machines, which indicates it has a perfect bipartite
property(see fig. 2.5), and it has a nice two-layer structure, in which the visible
stochastic variables are restricted as binary( v ∈ {0, 1}). Noticing that in practice,
real data can be continuous or discrete, a recent paper (Salakhutdinov 2015) has
proved that the RBM model can be easily extended to Gaussian-Bernoulli RMB and
Replicated Softmax Model, which takes real-valued vectors(v ∈ RD ) and softmax
variables as input respectively.
However, though can be to extended to accommodate real-valued data and multiclass input by using softmax activation function in the final output layer, the twolayer structure is still restricted and cannot capture information hidden in highdimensional data. Thus, we need a more complicated model that is capable of
learning additional layers of information, the Deep Belief Networks(DBN). Specifically, the top two layers in a DBN form a RBM while the rest of the layers form a
directed sigmoid belief network. The learning steps are calculated layer by layer
following the basic structure of a greedy algorithm. In other words, in DBN, each
two consecutive layers can be considered as a RBM, and the whole algorithm is
based on this stack of RBM. Suppose the bottom RBM is first trained by weights
T
W (1) , and by initializing W (2) = W (1) , we can make sure the second RBM is at

2.2
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Fig. 2.6: An example of deep belief network, where each two consecutive layers can be
treated as a RBM cited from (Salakhutdinov 2015)

least as good as the first one. By following the process described above, the DBN can
be trained in a greedy way(see fig. 2.6).
Another deep learning algorithm that worth mentioning is Deep Boltzmann Machines
(DBM). Unlike the top-down structured DBN (the sigmoid belief network part is
directed) and many other deep architectures, DBM is able to incorporate top-down
feedback with the initial bottom-up process, which provides more information
about data statistics. Since the usage of randomly initialized Markov chain in
DBM makes the learning process too slow to be practical, we have to modify the
algorithm by using mean-field and Markov Chain Monte Carlo (MCMC)-based
stochastic approximation. What’s worth noticing is that, sufficient conditions on
learning rate can ensure convergence of the stochastic approximation to a stable
point (Salakhutdinov 2015). To demonstrate that DBM is capable of learning, let’s
look at two experiments presented by (Salakhutdinov 2015) on MNIST and NORB
dataset. For the MNIST dataset containing handwritten images, the paper trained
two DBMs, one with two hidden layers and the one with three hidden layers. Similar
experiments are also conducted on several mixture-of-Bernoullis models with 10,
100, 500, 1000 and 2000 components, and according to the paper, the log-probability
of them were -168.95, -142.63, -137,64, -133.21 and -135.78, which is significantly
worse than that of two- and three-layer DBMs(-84.62, and -85.10 respectively).
Note that log-probability simply takes the logarithm of a probability, and since
logarithm is monotonically increasing the higher the log-probability the better the
performance is. Similarly, experiments on New York University Object Recognition
Benchmark(NORB) data set also prove that DBMs have a smaller misclassification
rate compared to other models.
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2.2.5 Convolutional Neural Network Models
Among many deep neural network models, convolutional neural network draws
specific attentions in the field of population genetics. Mostly applied to analysis of
visual images, CNN is able to get more information by resembling the organization
of input data. In biological brain, each neuron will only be activated by some part
of the image, and inspired by this fact, CNN takes the advantage of hierarchical
relation hidden in the input data. Similarly, in population genetics, the input data
consists of SNPs (considered as features) from multiple individuals, and consecutive
gene regions might together affect one disease. Under such a circumstance CNN is a
good fit for research purpose, as it can unravel the relationship between neighboring
gene regions.

Fig. 2.7: Example of CNN with 2D filters. Input data first go through conv + pool +activation process, and then is fed into fully connected network for classification. Picture
cited from (Convolutional Neural Network 3 things you need to know n.d.)

Namely, CNN consists of three main processes, a convolutional part, a pooling part
and an activation function (see fig 2.7 for visual illustration). During the process
of computing convolutional layers, suppose the input data is w × h with a depth d
(usually 3 in cases of images, since all colored pixels can be represented by R, G,
B, 3 channels), convolutional filters with size fw × fh will slide through the input
data and convolve results (usually by taking element-wise dot product) to the next
layer. Note that it is necessary to have padding in this process, as we often want
the result sending to the next layer having the same shape as the original data, and
a common strategy is to have zero padding. Suppose our inputs are 3 × 3 images
and we want to apply 2 × 2 filters to the input. In order to make the result have the
same dimension as input, we need to enlarge our input by making it into a 4 × 4
image centered with original input and filling the rest with zeros. Under such a
circumstance, applying 2 × 2 filters on a 4 × 4 image will generate a 3 × 3 matrix
which matches with original input. Usually, when doing classifications on images,
the commonly used filters have that fh > 1, since other than horizontal relation,
image regions also have relation vertically. Hence, filters with height larger than 1
is referred as 2D filter, while filters with height equal to 1 is referred as 1D filter.
Typically, 1D filters are frequently used in population genetics because each row

2.2

Machine Learning Backgrounds

14

in the input data represent one chromosome from one individual, and there is no
obvious relation between chromosomes from different people indicating that there
is no vertical relation between regions. Afterwards, a pooling process (common
pooling function includes taking max and taking average) will be applied to the
convolved data, and usually the window size is set to 2 × 2 sliding non-overlapply
through the data. Activation functions will be applied to downsampled data aiming
to raise the weight of important data while downweigh noise data. Finally, after
several rounds of convolution-pool-acvtivation, these processed data is fed into a
fully connected network, which will output the final predictions.

2.2.6 Generative Adversarial Nets
Recently, a more general approach to generate data is introduced as an adversarial
framework known as Generative Adversarial Nets (GANs) (Goodfellow et al. 2014).
Though discriminative models have significant success benefiting from specific training algorithms, generative models still don’t have much practical use owing to the
intractability of some probabilistic calculation. However, GANs are able to circumvent these difficulties as they avoid the usage of Markov chain. Specifically, GANs is
a framework consisting of two models, a generative model G and a discriminative
model D trained simultaneously against each other. (Goodfellow et al. 2014) focuses
on the special case that both D, G are deep neural networks. In order to learn the
generated distribution pg over input data set x, let pz (z) denote the input noise
variable, and let G(z, θg ) denote a mapping to data space where G is defined by a
deep neural network with parameters θg . In the second network, let D(x) denote
the probability that x comes from the input data rather than the generated sample
pg . As we stated above, D, G will be trained adversarially, that is to say D will be
trained to maximize the possibility of D(x) while G will be trained to minimize
log(1 − D(G(z))), observe the following value function V over (G, D);
minmaxV (D, G) = Ex∼pdata (x) [logD(x)] + Ez∼pz (z) [log(1 − D(G(z)))]
G

D

(2.9)

Though presented in a minmax two-player game, in practice minimizing log(1 −
D(G(z))) can cause saturation as the performance of G is poor in the beginning
and D is very likely to distinguish sampled data from real data. Thus, as the paper
suggested, we can instead train G by maximizing logD(G(z)). In order to update
both networks simultaneously, the paper suggest first update D by k steps and then
update G by 1 iteration, which can thus guarantee D to be around its optimum. The
algorithm is formally stated as Algorithm 2.
Noticing that our goal is to train G so that D cannot distinguish between pg and
pdata , that is to say the algorithm will reach its optimum if and only if pg = pdata or
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Algorithm 2 k, the number of steps to train discriminator, is the hyperparameter in
this case, algorithm cited from (Goodfellow et al. 2014)
for number of training iterations do
for k steps do
Sample m noise samples {z(1) . . . z(m) } from noise prior pg (z)
4:
Sample m examples {x(1) . . . x(m) } from data distribution pdata (z)
Update the discriminator by ascending its stochastic gradient:

2:

5θd
6:
8:

m
1 X
[logD(x(i) ) + log(1 − D(G(z(i) )))]
m i=1

(2.10)

end for
Sample m noise samples {z(1) . . . z(m) } from noise prior pg (z)
Update the generator by descending its stochastic gradient:
5θd

m
1 X
[log(1 − D(G(z(i) )))]
m i=1

(2.11)

end for
D(x) = 12 indicating the confusion between real data and generated data. In order
to prove that GANs is theoretically capable of generating good data, we want to
prove that 1. pg = pdata is the global optimum; 2. if G, D are given enough capacity,
and D is able to reach its optimum given G in each iteration, then pg will converge
to pdata . The mathematical is preliminary and need numerous constraints, and thus
we won’t expand here. Please see (Goodfellow et al. 2014) for more reference. The
paper also includes some experiments done on datasets such as MNIST, the Toronto
Face Database, but there isn’t any concrete experiment set up or statistics that can
compare to other models, and thus it is unclear whether GANs can be easily applied
to practical use. However, in another recent paper (Zhang et al. 2016), it proposes a
GANs framework using CN N as the discriminator, Long short-term Memory(LSTM)
as the generator to produce realistic sentences. Contrary to what (Goodfellow et al.
2014) has suggested, in the inner loop (Zhang et al. 2016) trained G with k = 5 first
and then trained D for 1 iteration as LST M generally involves more parameters
and is more difficult to train. The experiment was based on BookCorpus dataset
and ArXiv dataset. According to the paper, the expectation of 900 CNN top layer
features from sampled sentences match well with that from real sentences, and the
covariances also has a nice fit(see figure 2.8).

2.3 Machine Learning in Population Genetics
Though we’ve introduced some basic ideas regarding machine learning and some
generative models that might relate to our work, it is better to see some actual
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Fig. 2.8: Experiments result analysis cited from (Zhang et al. 2016). We can see that the
statistics featuring real sentences match along with simulated sentences since they
lie on the y = x as shown in the left graph.

usages in the context of population genetics. In this section, we will explore some
experiments done by using machine learning, specifically deep learning, in the field
of population genetics. As we discussed in section 2.1.1, using ML in population
genetics can actually benefit from the increase in the dimension of feature vector, yet
another reason we need to consider ML, as suggested by (Sheehan and Song 2015),
is that computing likelihood of complex models is often infeasible, and thus we have
to utilize a likelihood-free inference framework. Previously, Approximate Bayesian
Computation (ABC) receives significant attention as it can circumvent situations
where likelihood computation is infeasible and is capable of outputting a posterior
distribution, however, it has some drawbacks that needs further consideration. First
of all, the accuracy of ABC algorithm decreases as the number of summary statistics
increases, and thus necessary dimension reduction and data pruning have to applied
to the input data set, which in return might cause the loss of information hidden
beneath the subtle relationship between dataset and parameters. What’s more, most
ABC-based algorithm has a step called rejection, that is given a sampled parameter
θ, we want to simulate a dataset D̂ under the model M and θ. If D̂ is too different
from the observed data D, then it will be discarded. Consequently, this rejection
process makes ABC algorithm cannot utilize the whole dataset optimally. Previously,
deep neural network has been used to study the joint inference of demographic
history and selection on Drosophila (fruit fly) (Sheehan and Song 2015). Specifically,
the neural network is trained on dataset generated by msms, a simulator based
on coalescent with recombination model, and in total there are 400000 datasets
generated where 75% were used as training data while the rest were used as testing
data. According to the result presented by (Sheehan and Song 2015), the deep
learning model can reach 6.2% misclassified rate on selection type.
Additionally, since the input data for the purpose of population genetics always contains strings of SNPs, and specifically each column in the input dataset will represent
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one site of SNPs (which is usually a numerical value in the range of [0, 3]), while
each row represent one of the two chromosomes of one individual. Consequently,
this provides us a great property that exchanging rows in the input data should not
affect the final result, so in order to utilize the symmetries of the data and avoid the
problem of intractability of computing likelihoods, (Chan et al. 2018) introduced a
nice likelihood-free inference framework using exchangebale neural network. To
concretely define the property of the dataset, suppose X = (x(1) , . . . x(N ) ), where
(i)
(i)
x(i) := (xi1 , . . . , xn ) ∼ P (x|θ(i) ) and xk ∈ {0, 1}d . Note that in population genetics
we only care about SNPs, which indicates whether there is a mutation at a site, and
(i)
thus xk can only be 0 or 1. We say X is exchangeablely-structured if ∀i,
(i)

(i)
i
(i)
P (xi1 , . . . , x(i)
n |θ ) = P (xσ(1) , . . . , xσ(n) |θ )

(2.12)

, where σ ∈ {1, . . . n} → {1, . . . , n}. After setting up the definition, the algorithm
will iterate through the following two steps: 1. Simulation-on-the-fly: In each
iteration, sample a new mini-batch of θ(i) and xi from the prior and simulator. 2.
Use exchangeable neural network to learn the posterior P (θ(i) |xi ).
To discuss this in more detail, discriminative models usually start off with a whole
dataset, separating them into train set, validation set, and test as we discussed above,
however, using the same dataset for the whole training process might cause the
problem of poorly calibrated posterior (Chan et al. 2018). Specifically speaking,
define a calibrated posterior as follows: for Xq,a := {x|p̂(θ ∈ A|x) = q)}, the
expectation of p(θ ∈ A|x) is q ∀q, and that is to say with a poorly calibrated posterior
we cannot measure the confidence level of our findings, which is an undesirable
property in scientific disciplines. However, as suggested by (Chan et al. 2018), using
freshly generated data for each epoch (one iteration through the dataset), we can
thus guarantee a properly calibrated posterior and avoid the usage of regularization
(an approach to reduce weights in each gradient update step in order to address
overfitting) in dealing with overfitting.
In parallel, the usage of symmetric functions is an important part of the exchangeable
neural network. Symmetric functions are functions with n variables, and for all
permutation of these variables, the symmetric function will always output the same
result (elementwise max for instance). Since this feature perfectly matches the
property of the input of population genetics, (Chan et al. 2018) the set up of the
exchange neural network also has some promising property by using symmetric
functions that can increase the feasibility of computing inference for a large dataset.
Specifically speaking, the exchangeable neural network shares a similar structure
with CN N , that is it starts with a convolutional neural network (regular conv, relu
iterations), and then a symmetric function is applied to the intermediate output,
followed by a fully connected neural network, which will output the probability
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Fig. 2.9: The structure of exchangeable neural networks. We can observe that it starts with
some convolutional layers, and the symmetric function will be applied in order to
reduce input size to the final fully connected neural network (Chan et al. 2018)

distribution we want to learn (see 2.9 for illustration). Concretely, this structure is
defined as follows:
f (x) := (h ◦ g)(Φx1 , . . . , Φxn )
(2.13)
, where Φ is the function learned from CNN that maps {0, 1}d to Rd1 , g is the
symmetric function that maps Rd1 to Rd2 , while h is the function learned by the fully
connected neural network. By explicitly including the symmetric function, the input
size benefits from a significant reduction, since for a classical neural network though
it can learn the exchangeable property by feeding all permutation, this process
can be extremely time consuming due to the O(x!) time complexity. However, by
summarizing exchangeability to a single vector using symmetric function, the input
size can be reduced from {0, 1}n×d to {0, 1}n×d /Sn , where Sn denotes the number
of elements returned by the symmetric function on n elements. Consequently, with a
smaller input size, the computation of inference becomes more feasible in case of
large n.
To prove the functionality of the framework, experiments are done on testing recombination hotspot. Recombination hotspots are regions of genome that have a high
recombination rate, and since recombination is the process where two chromosomes
exchange gene parts during meiosis, it plays an important role in detecting inheritance disease in genealogy. Based on this set up, comparisons are done between
exchangeable neural network and non-exchangeable neural network. As it is stated
by (Chan et al. 2018), the exchangeable neural network benefits from a more efficient training and higher accuracy as it explicitly uses symmetric function to encode
the permutation invariant feature of the input data. Alongside, comparisons are also
done on another key idea of this algorithm, the simulation-on-the-fly process. The
experiment result shows that compared to the standard fixed training set, sampling
fresh dataset in each mini-batch has a lower bias and lower variance, and is better
calibrated.
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Statement of The Problem

3

In scientific disciplines, the quality of data is of great importance, as we want to
make sure the discoveries made from data actually match with ground truth. As
for machine learning, especially unsupervised learning, the whole process is solely
based on the data, which makes the quality of input data even more important.
Additionally, for using ML in population genetics, as we have seen previous sections,
researches are always based on the mix of simulated data (generated by simulators
such as msms, msprime (Kelleher et al. 2016)) and real data, however, currently
there is no concrete methods we can rely on to guarantee the validity of simulated
data. Partially, this is because that there’s no ground truth on real data as researchers
cannot tell the evolutionary parameters from the raw real data. Furthermore, since
researches focused mainly on European population, existing data for other species
or other population is quite limited. Under such a circumstance, we want to be
able to generate data with good quality that can be confidently used for population
genetics researches. Though it seems that this process is quite easy by using normal
generators, however, we not only want to have valid data but we also want to have
labels for this data. Specifically, for the generated data, we want to label it with
corresponding parameters such as population size, mutation rate, recombination
rate, and other evolutionary features that researchers care about, as these data are
crucial for biological analysis for future use.
Under such a circumstance, we would like to utilize both GANs and msprime to
accomplish this goal. To provide more details, the idea behind this strategy is to
integrate msprime in to the training process of the generator in GANs, so that by
the end of the whole training process, instead of a matrix filled with 0s and 1s,
which represents strings of SNPs for individuals, we can get a vector of parameters
(evolutionary parameters such as mutation rate) that we can feed back into msprime
in order to generate genetic sequences. The reason we need to take a detour to
generate parameters rather than data itself is we want to have labeled data, as one
drawback of msprime is that it can go only in one direction, and researchers cannot
quantify evolutionary parameters back from the genetic sequences.
Currently, we want to start off by generating only one parameter, mutation rate, for
msprime to see whether this approach is feasible. First of all, as stated by (Goodfellow
et al. 2014), the generator G will be fed with noise data, and in this case a random
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mutation rate, and then G will be trained to produce a simulated mutation rate,
which afterwards will be passed into msprime keeping other parameters as default.
As for the discriminator S, we are planning to use CNN as our discriminator since it
is able to unravel the relationship between consecutive genetic regions. To train S,
we can utilize the data generated by G labeled as fake data, together with labeled
real data. To provide more details, loss function will be computed for both real
data and fake data separately and use the average for our total loss. However, one
challenge regard this strategy is that the training process will use gradients for
updates, however, there is no concrete mathematical models for msprime indicating
that updating weights in the neural network might be intractable. One possible
solution to use Boundary-seeking GANs, which compute importance weights using
difference measure from discriminator (Hjelm et al. 2018). Since this process does
not require computing gradient of generator, it can accommodate with discrete data
and thus might be a good fit for our goal.
Alongside, we also need to apply pre-processing to input data, since the input
data includes 270,000 SNPs, it is necessary to down-sample data during test runs.
Currently, we want to down-sample the data to 100 individuals each of them with
1000 SNPs, and note that this window has to be non-overlap with each other since
usually 1000 SNPs describe one gene. To accommodate this window, we need to add
padding to data generated by msprime, because the number of SNPs simulated by
this generator is within certain range, and thus we need to do zero padding to keep
the same dimension. Finally, summary statistics will be used to examine how well the
generated data is. In other words, how close it is to the real data will be measured
by computing statistics such as average, standard deviation, and divergence between
two sets of data. Currently, we are using genetic data on chromosome 2 among
African population cited from 1000 Genome program (Auton et al. 2015), however,
if we can prove that GANs can consistently simulate data matched with real data,
we can easily extend it to a general generator, which is able to simulate genetic data
for most species.

21

Methods

4

4.1 Boundary-seeking GANs
Though original GANs has been proved to be promising in many different fields,
however, it has a fundamental limitation in its training process. By further observing
algorithm 1 cited in section 2.2.6 we can see that in order to update the generator,
similar to many other neural network algorithms, it is necessary to use back propagation process which involves taking gradients of the loss function. Thus, this step
requires both discriminator and generator to be fully differentiable with respect to
corresponding variables. As stated in previous section and repeated here, rather
than directly generating genome data we want to generate parameters for simulator
msprime, and since there are a number of parameters for msprime is discrete (for
instance, population size change and whether selection exists or not), boundary
seeking GANs is a good fit for our research problem.

4.2 Model details
4.2.1 Discriminator
As stated in section 2.2.6, both discriminator and generator in GANs can be a neural
network, since the update steps will only need the loss value generated by the discriminator. In our case, we choose the structure of a typical CNN models consisting of
two convolutional layers followed by one fully connected layer. Specifically, human
genomes data consists of 0s and 1s, where each row represents one chromosome
and each column represents one SNP locus. Additionally, it is believed that mutations aggregating near similar loci can collectively affect gene expression, thus it is
necessary to apply convolutional neural networks because it is able to reveal the
organizations embedded in the input data.
Concretely, our discriminator utlizes 2D-filter as mentioned in section 2.2.5 for
both convolutional blocks, and in order to avoid zero gradient problem we take the
advantage of ReLU activation function which has an easy-computed gradient. We also
apply MaxPool algorithm to each filter right after activation function while sliding
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through each row. This step is very crucial since it can significantly reduce the number
of parameters without overlooking meaningful signals embedded in data. What’s
also worth noticing is that, unlike discriminators from other research problems where
a higher accuracy implies better performance, in generative adversarial networks,
an ideal discriminator will have an accuracy around 50% since our goal is to fool
the discriminator so that it cannot distinguish between generated data and real data.
Hence, neither high accuracy nor low accuracy should be expected as a good result.
However, it is also necessary to illustrate that the 50% result is originated from
the outstanding performance of our generator rather than the underfitting of the
discriminator. To illustrate this point, we will test the trained discriminator on real
data and randomly generated data, which should show a high accuracy based on
our previous discussion.
Additionally, in order to train the discriminator we need to make sure the shape of
real data and simulated data are the same. However, as msprime generates mutation
site by randomly choosing loci, the resulted number of SNPs (number of rows)
will only fall into a range based on the population size rather than a fixed number
we need to modify the generated genome before starting training. Alongside, the
number of SNPs in raw, real data is not fixed as well, thus we need to perform similar
strategy here, and this will be further discussed in section 4.3.2.

4.2.2 Generator
Normally speaking, most current GANs models will directly simulate data from a
noise vector with fixed latent dimension, for instance generating figures similar to
real data input passed into the discriminator. However, as we mentioned above in
section 3, there is no ground truth for realistic genome data, and simulating raw
data cannot meet our expectations. Thus, instead of directly generating genome
data, our generator will generate evolutionary parameters (such as mutation rate,
population size etc.), which will be then passed into coalescent simulator msprime
in order to generate fake data used for training the discriminator.

Generator Structure

To begin with, it is better to start off with continuous variables since the implementation will be much easier and the loss function will then be differentiable. At current
stage, we are trying to generate a proper population size parameter and are testing
generator with simple structure, which is a simple three-layer deep neural network
using ReLU as the activation function. As specified in (Goodfellow et al. 2014),
we use a batch of noise samples as our input, which follow normal distribution.
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(a) Convolutional Block 1

(b) Convolutional Block 2

(c) Fully Connected Layer

Fig. 4.1: The graphs above illustrate the structure of our discriminator D. Specifically, (a)
takes in a batch of data with batch size of 64, and uses ReLU, Max-Pooling function
to activate and pool data. This step is followed by another convolutional block
(b), which will generate data with a shape of 64 × 23 × 23. These data will then
be fed into the fully connected layer (c), which uses log softmax as the activation
function
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Additionally, we take two attempts regarding the final output layer. Specifically,
we try to put ReLU at the final step so that the generator will generate a batch of
real number, which will be later summarized into a mean and put into msprime
simulation. On the other hand, we also try to put Sigmoid as the final layer which
will generate a batch of number within the range of [0, 1]. Under such a circumstance,
we cannot use the generated number since with a population size less than 1 no
data will be generated. Hence, instead of using it as a concrete parameter, we use it
as a scaling factor based on an empirical maximum population size. To make it more
concrete, we are using a maximum of 100,000 population size times the generated
scaling factor as our final population size parameter for msprime.

Msprime simulator

Coalescent simulator msprime is used to generate fake data required for the GANs
training. In order to have a good start point, we begin with simulating African
human population using fixed empirical evolutionary parameters, such as mutation
rate, recombination rate etc. The only free variable that we are training on is the
population size, which will be generated by the generator in each batch and each
epoch. Additionally, in order to make generated data more realistic we also included
population change events, which serve as historical population size change evidence
and will have an impact on simulated SNPs. Specifically, each population will
undergo a series of population size change event for instance migration, extinction
etc. through time, taking these changes into consideration can thus improve the
quality of data generated by msprime and will match better with real data collecting
from the same population. In our case, we include the population size change events
for African population (these changes are specific to each population). For each
event, there are two data points, where the first one indicates the time the event
occurred while the second one indicates the size of the population size. In order
to illustrate data generated with the help of population size change events do have
a better quality, we use summary statistics as the metrics, which will be further
discussed in latter sections. To show that including population size change can
indeed improve the quality of data, comparison graphs will be examined in result
sections.

4.2.3 Training process
Normally speaking, the training process of a neural network consists of updating
based on loss function each epoch, however, since we are training two neural
networks adversarially, the training process is kind of different for GANs. As specified
in section 2.2.6, the training process starts off with updating the discriminator D
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based on its loss function. In our practice, the value of the loss function has two parts,
where one is the loss function on real data while the other is on fake data. Specifically,
the discriminator will compute its loss on real genome data and generated data
respectively. What’s worth noticing is that, when generating fake data, we also
incorporate msprime the coalescent simulator. In more details, the generator G
will first take in a batch of noise sample to generate parameters (in our case, the
parameter is population size), which will be then passed into msprime in order to
generate fake data. Since G will generate a batch of data, we decided to use their
average as our input to msprime. Additionally, based on the type of the final layer
in G, if it is ReLU, the average will be used as population size directly, while on the
other hand, if it is Sigmoid, we will use it as a scaling factor, which will be used to
time an empirical upper limit of population size (we chose 100,000 as for the African
population) in order to generate the final population size parameter. After updating
D using mini-batch SGD algorithms, we then need to update G following the similar
pattern with necessary modification. Similar to the original GANs, boundary seeking
GANs update the generator based only on the loss value of results on fake data.
However, inspired by (Kristiadi n.d.) we used a new objective for G, specifically,


minEz∼pz (z)
G

1
(log D(x) − log(1 − D(x)))2
2



(4.1)

, which takes in the assumption that the optimal generator will guarantee D(x) to
be near the decision boundary 12 . What’s more, in order to avoid the problem that D
is updated much faster than G and drives the training process to an end, for each
batch of data we train G for K = 5 times and record loss value of G and D on an
epoch base. These loss curves will be further discussed in result sections.

4.3 Data used in the research
4.3.1 1000 genome project
For our project, we use data from 1000 genome project (Auton et al. 2015) as our
primary source. 1000 genome project as stated by its name takes the advantage of
sequencing technology and is the first project to sequence human genomes of a large
amount of samples. Currently, it contains genome sequences from 2504 individuals
ranging from 26 populations. However, regarding number of individuals from
different continents, the current data does have some discrepancies as illustrated by
figure 4.2, and for instance currently there is no data collecting from oceania and
main stream studies mainly use European population as their main source. Thus,
there is still lots of room for broaden this study, but in our case since there is no
better data sources, we will use 1000 genome project as real, raw data.
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Fig. 4.2: The map indicates which population genome sequences originated. Currently,
main stream studies focus heavily on European populations and we can observe
that no data has been collected from Oceania. Graph is cited from (Auton et al.
2015)

4.3.2 Data preprocessing
As specified in the previous section, we will use data (in VCF format) from the
1000 genome project, and considering the current scope of our project, we will use
only chromosome 2 as real data (figure 4.3 provides an intuition on the genome
sequence). However, using all of the chromosome 2 at the same time will cause
confusions since genome sequences vary from population to population, and thus we
will use only African population in order to eliminate the effects of variation from
different population. In order to extract African population genome data, we use
bccftools, a program extracting specified information in VCF files (Li 2011), to filter
out individuals treated as African population. After extracting out African population,
we then move on further dividing the data into 1 MB segments. Specifically, for
each individual chromosome, the total length is decided by the number of alleles,
and since chromosome 2 contains more than 244 MB alleles training directly on
the whole chromosome seems to be unreasonable. Thus, after applying bcftools
for dividing process, we have 244 VCF files where each contains 1 MB alleles in
chromosome 2 for each individual.
Though the 1MB region has already decreased the dimension of data compared to
the raw data, there are still a couple of things we did before using it as training
data. First of all, for each 1 MB region VCF file, we use VCF parser to extract
genotype information stored in the file, which will result in a matrix where each
row represents one copy of the chromosome segments from one individual and each
column represents one SNP. Additionally, we also extract out location information
for each SNP for future use. What’s worth mentioning is that, after applying VCF
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Fig. 4.3: A snapshot 1000 genome project data. In the graph, each row represents a SNP
with a locus number indicating the location of the mutation site, and each column
represents one individual. The reason that there are two numbers for each slot is
that for the same site there are two copies of chromosomes.

parser, the data only contains sites where mutation occurs and thus the location
information for each SNP might not be continuous. Instead of using the whole 1MB
genome matrix containing chromosome segments for over a thousand individuals as
training data, we further divide the giant matrix into 100 × 100 matrices, by taking
a non-overlapping window size of 100KB based on SNP location, which empirically
will select around 100 SNPs. In order to make sure that each sub-matrix has the
shape of (100, 100), we took only the middle 100 SNPs in each 100KB window and
discard any sub-matrices containing less than 100 individuals.
So far we have already done a lot to adjust real genome data, however, we still have
to apply similar strategy on simulated data. As specified in previous section, in each
epoch G will generate a free variable which will be used for msrpime to generate
simulated data. In order to match with 100KB window size we chose for real data,
for msprime we choose the region length to be 100KB as well with a sample size of
100. Under such a circumstance, since 100KB will likely generate around 100 SNPs
and sample size indicates the number of individuals, we thus can get a 100 × 100
matrix. However, because msrpime is based on randomly choosing mutation site the
final number of SNPs will only be around 100 SNPs rather than exactly one hundred,
we choose to use zero-padding if the generated number of SNPs is less than 100 and
discard if the number exceeds 100.
In addition, we have one last task before the data processing is done. Due to the
nature of human genome, for each SNP, there might be more than one type of
mutation. For instance, suppose one site ought to be C, and thus there are three
types of possible mutations A, G and T . Thus, in raw data collected by 1000 genome
project, it uses number other than 0s and 1s to indicate mutation type. Nevertheless,
as for msprime, it only cares whether or not there is mutation occurred at one cite
and thus utilizes only 0s and 1s. In order to match with this fact, we modify any
numbers other than 0 and 1 from raw data to 1 so that it has the same meaning as
indicated by msrpime.

4.3
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4.4 Evaluation metrics
Currently, GANs have been applied to image or sentence generation, and since these
tasks are obvious to human eyes, direct observation can determine how well the
performance of the generator is. However, as for our case, the generated results
are simply matrices containing 0s and 1s. Thus, in order to measure whether the
generated results match with real data, we have to use summary statistics to visualize
data. Specifically, we choose a total of 345 kinds of summary statistics as inspired by
(Sheehan and Song 2015), and for each 100 × 100 real data matrix we compute
an array of summary statistics. We then find the mean cluster of these arrays and
use that as our base for testing generated data. The performance of G will be
measured by computing the euclidean distance between the summary statistics array
of generated data and the base we find in real data. Under such a circumstance, the
smaller the distance the better our generated data is.

4.4.1 Summary Statistics
Normally speaking, summary statistics contain average, mean, median or some other
numerical metrics, however, these metrics might not suit in the context of population
genetics. Thus, we turn to statistical metrics with biological meanings. For instance,
we use Tajima’s D to compare real data and generated data. As mentioned in
section 2.1, Tajima’s D will compute the mean number of pairwise differences and
the number of segregating sites, and thus by comparing information related to
mutation site, Tajima’s D is able to distinguish whether a chromosome is under
neural selection or non-random evolving process. In general, the generated data
should present similar Tajima’s D compared to real data, since this will indicate both
of them underwent similar evolution pattern. Hence, we can safely say that summary
statistics with biological meanings can roughly capture the difference between real
data and generated data.

4.4 Evaluation metrics
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Results

5

In this section, we will discuss current results we had. Admittedly, though this project
involves more difficulties than we have expected and the scope is beyond reach
within a limited window of time, yet we still have demonstrated that this project is
on the right track and with appropriate amount of extra work, GANs can actually be
applied to our problem and generates better data for population genetics. Results
mainly come from three parts, distribution of summary statistics, training results on
discriminator alone, and training curves of combined training (training of GANs).

5.1 Distribution of Summary Statistics
In previous sections, we have determined that summary statistics can numerically
measure our results. Stated before and repeated here, genetic sequences unlike
sentences or graphs are not obvious to human eyes, and general summary statistics
for instance maximum or mean are not able to capture the difference between two
genetic sequences. For instance, it is possible for two sequences to have identical
sums over rows, however, the order of 0s and 1s in these two sequences can be very
different and can even represent two species. Under such a circumstance, we have
to rely on summary statistics with biological meaning in order to make a comparison
between two chromosomes. Specifically, for a single chromosome we compute 345
kinds of summary statistics inspired by (Sheehan and Song 2015), and in order to
compare two chromosomes, we compute the Euclidean distance between the two
vectors filled with selected statistics. Under such a circumstance, the smaller the
distance, the closer the two chromosomes are.
Let’s first look at figure 5.1. The graphs are generated based on real data documented
by 1000 genome project and get further filtered based on continents. Specifically,
we choose data with SNPs starting from 135 MB to 136 MB in order to locate the
same set of possible mutations, and we further separate each data set into small
matrices with a shape of (100, 100) so that summary statistics are computed based
on the same scale. Additionally, aiming to compute Euclidean distance, we choose a
base summary statistics vector computed on a set of generated data using empirical
evolutionary parameters. The reason we use generated data as our base is that
using real data to compute base vector will diminish the distance between the base
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Fig. 5.1: The graph presents the distribution of distances between data from different
population and a base generated data. Though it seems that most data aggregate
together, we can still observe some distinctions on a continental base. This
distinction can be observed clearer if using a larger number of bins. Additionally,
we can also see that the SAS population (South Asian population) has the rightmost
distribution of distances. This is because most current studies focus on European
population and African population, and thus the empirical parameters are specified
for these population data, which cause the distinction between generated data and
SAS data. This again shows that population genetics can broaden its scope when
conducting researches.

and results from the population where the base is drawn. From figure 5.1, we can
see that though the difference between data from different population is not as
large as expected, we can still observe that data from the same population tends to
aggregate together, which implies the similarity between genetic sequences going
through similar evolution events. What’s also worth mentioning is that, since all
summary statistics are normalized, computing Euclidean distance between numbers
within the range of [0, 1] can possibly cause an issue of small distance difference.
In addition, as Euclidean distance can only be positive, using this distance metric
has the potential of ignoring cases when two genetic sequences diverging in two
directions away from the base.
Alongside, as suggested in previous section, we emphasized that considering population size change events specific to a population can improve the quality of generated
data, and here we want to present that this is indeed true. In more details, we
generate two sets of data mimicking the African population, where one set of data
is based on empirical evolutionary parameters while the other uses the same set of
parameters but also including population size change events. This time we use real
African population genetic data as our base, and compute Euclidean distance for the
two generated sets of data correspondingly. From figure 5.2, we can observe that
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Fig. 5.2: The graph presents the distribution of distances for two kinds of generated data,
where one considers population size change events while the other does not.
The label "pc" represents data generated by msprime considering population size
change events while "wopc" indicates the other set. We can see that the blue bars
are more skewed to the left implying a closer relation to real data, and thus shows
that including population size change events can indeed improve the quality of
generated data.

the distribution of distances computed from datasets with population size change
is more skewed to the left compared to its counterpart, which thus imply a closer
relationship toward real data. Again here, we have to admit that the difference is
not as significant as we envisioned, but this might also result from the nature of
using Euclidean distance since it takes square of differences which will make small
differences even smaller.
Regarding the training process, we want to first discuss the result of training on
discriminator alone. This stand alone training process is to make sure that the
optimal result generated from GANs is actually because of that the generator is able
to fool the discriminator rather than that the performance of the discriminator is just
not qualified enough to distinguish between real data and fake data. To illustrate
this point, we used the same discriminator structure that will also be used in GANs
to train on a combination of real data and generated data, and again the fake data is
generated by msprime using the same set of empirical parameters selected in GANs
training. As presented in figure 5.3 here, we can see that most of the predicted results
are on the diagonal indicating a high accuracy, and in fact it reaches an accuracy of
97.5%, which indicates that the discriminator is qualified for distinguishing between
real data and fake data.
Lastly, we would like to move on the results on the GANs training. According to
previous sections, we envisioned two main structures of the generator part, one uses
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Fig. 5.3: The graph presents the confusion matrix of a stand alone training of the discriminator itself. Since most of the predicted results are on the diagonal, we can safely
say that the discriminator is able to distinguish between real data and fake data,
which provides us with a valid base to extend to GANs.

Sigmoid as the last layer which will generate a scaling factor used for later training,
while the other one uses ReLU as the last layer which will generate a free parameter
(in our case, it will generate population size) used for msprime. However, as the
project proceeded, we found that generating population size directly from ReLU
will have an issue that the starting point is close to 0. Under such a circumstance,
msprime using 0 as the population size will only generate matrices filled with 0
since no mutation is possible for 0 numbered population. Consequently, this issue
further lead to a problem that the discriminator can easily distinguish between zero
matrix and real data, and thus the generator cannot get enough feedback from the
discriminator, which in other words, it cannot learn from current data. Considering
the issue stated above, we decided to focus only on the sigmoid version of the
generator. At this point, we have to admit that current training process or generator
structure might not be able to generate valid parameters for msprime as suggested
by figure 5.4, though the training loss value of the discriminator on both fake data
and real data decreases and converges throughout epochs, yet training loss of the
generator seems to diverge and bounces between a range of values. Additionally,
the generated population size does not change significantly between epochs, which
indicates that generator does not learn enough from the GANs training. Though
we are not able to come up with a fully working model, yet there is still something
we can learn from the result. According to figure 5.4(a), we can see that in the first
epoch, the loss value of the generator presents an overall converging trend, and
then gradually diverges later epochs. We envision that this might result from the
fact that we train the generator for multiple times for each batch of data, and makes
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(a) Loss value curve in epoch 1

(b) Loss value curve in epoch 2

(c) Loss value curve in epoch 10

Fig. 5.4: The graphs above show the loss value change in different epochs. We can observe
that the loss value of the discriminator decreases throughout epochs while that of
the generator converges only in the first epoch and then diverge in later epochs.
Additionally, the loss value of the generator also indicates a trend of bouncing
between a range of values.
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the generator learn faster than the discriminator. In the future, we can probably
try to choose some other K (number of times the generator gets trained on each
batch of data) or decrease K throughout epochs so that both models are learning at
a similar rate. Additionally, another reason we think that might cause the divergence
of the loss value is the usage of ReLU in the middle of the generator structure, as it
has the possibility of causing zero gradient value. Thus, using alternative generator
structure can be a future direction for this project.
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Conclusion and Future Work

6

In this paper, we discuss the issue with input data for researches in the field of
population genetics, which is the lack of ways to validify sampled data, and the
limited amount of data for under-investigated population. We then discuss why
ML is a possible solution to the problem we are having. To illustrate this point, we
start off by introducing basics in machine learning, and expands more on neural
networks, a specific category of models in machine learning, which receives great
attention recently. We argue that incorporating msprime with generative adversarial
nets can possibly generate valid data labeled with evolutionary parameters for
future use. So far, we have done experiments training only on one parameter for
msprime, and we finalized on using summary statistics to measure the quality of data.
Currently, results have shown that summary statistics are able to capture the quality
of generate genome sequence, and regarding the GANs, the discriminator itself is
able to distinguish between real data and fake data with a high accuracy. However,
as shown by the learning curves provided in the result section, the generator right
seems to not learning enough from the data as the loss value diverges in later epochs
of the training process.
In the future, we envision that a number of modifications might be possible both
for the generator and the training process. For instance, since the divergence of the
loss value may involve issues regarding gradients, using activation functions other
than ReLU can possibly benefit the performance as ReLU can cause the problem of
zero gradients. Additionally, we can reduce the training of the generator as epochs
increase since the loss value actually converges in the first epoch and this might
results from the possibility of overfitting. Alongside, we can run tests on other
population and it also worth trying to generate multiple evolutionary parameters
at the same time. Meanwhile, other derivations of GANs that fit better with our
research purpose might also provide more insight into the project.
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