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Abstract

Recent advances in deep learning have led to the development of state-of-the-
art models with remarkable accuracy; however, previous work has shown that
these results incur a high environmental cost due to their significant energy usage.
Nevertheless, accuracy remains the predominant evaluation criterion for neural
network performance, so much so that computationally-expensive techniques such
as neural architecture searches are oftentimes employed to only moderate success.
What is more, the relationship between energy usage and accuracy has been shown
to be non-linear. Thus, an increase in energy usage may not necessarily lead to an
increase in accuracy. This thesis surveys the current literature pertaining to energy
efficiency in deep learning and proposes that future work should examine how
energy usage is a distinct trade-off in neural network models.
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1Introduction

The last few decades have been characterized by profound climate instability, as
exemplified by unpredictable weather patterns and increasingly frequent natural
disasters. Mitigating climate change is therefore a pressing societal issue. Research
conducted by the United Nations Intergovernmental Panel on Climate Change (IPCC)
has found that anthropogenic emissions of greenhouse gases including carbon
dioxide, nitrous oxide, and methane have been the dominant cause of the increase
in global temperatures. Higher average surface temperatures are strongly linked to
changes in the climatic system, such as rising sea levels and diminishing amounts
of snow and ice, that in turn lead to the aforementioned calamitous events. Unless
these greenhouse gas emissions are eradicated, global temperatures will continue
to rise with devastating and irreversible effects on the climate. Furthermore, the
impacts of these climatic disasters are unevenly distributed. Most at risk are those
from disadvantaged communities, irrespective of the level of development of their
country of origin (IPCC 2014). Therefore, action must not only be undertaken, but
it must also be undertaken quickly as to protect those most vulnerable to the effects
of climate change.

In the context of computer science, a relevant contributing factor to greenhouse gas
emissions is energy usage, specifically by means of electricity consumption used to
power devices and algorithms. The amount of emissions that electricity consumption
is responsible for varies based on the method of electricity production in question.
While low-carbon alternatives to fossil fuels (coal, petroleum, and natural gas) such
as nuclear power and hydropower exist, fossil fuels are still in widespread use.
Amazon-AWS and Microsoft both source 54% of the energy that powers their data
centers from fossil fuels. In the United States, only 36% of energy is produced in
low-carbon power plants (Strubell et al. 2019). Moreover, the regional distribution
of these power plants varies. For example, fossil fuels account for 96% of total
electricity production in the state of West Virginia. Meanwhile, in Vermont, that
figure stands at a mere 0.3% (EPA 2018). In addition, the amount of carbon dioxide
emitted by burning fossil fuels varies depending on the fossil fuel. While producing
a megawatt-hour of electricity from natural gas emits approximately 744 kilograms
of CO2, that number rises to approximately 996 kilograms of CO2 emitted for coal
(Lottick et al. 2019). A recent paper in the field of natural language processing has
called attention to the substantial emissions associated with existing algorithms.
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Looking specifically at carbon dioxide emissions, Strubell et al. 2019 estimate that
training a current state-of-the-art machine learning algorithm would have the same
environmental impact as taking a transatlantic flight. Even more stunningly, the
estimated emissions of performing a neural architecture search, which represents
the process of automating the design of these deep learning models, are equivalent
to the emissions of 5 lifetimes of a car.

These algorithms make use of a technique increasingly used in machine learning
known as neural networks. As the name suggests, these architectures are heavily
inspired by the biological mechanisms that are found in the brain. Composed of
many interconnected nodes, also known as neurons, neural networks are organized
in layers. Not unlike traditional machine learning models such as linear regression
or support vector machine (SVM), neural networks are used to make predictions
about data. As the output of neurons in one layer is passed on as input to neurons
in a subsequent layer, the network extracts features from the data until it reaches
the output layer and makes its prediction. Traditional networks are generally
feedforward, with the output of neurons being transmitted solely in a forward
direction until it reaches the output layer. There also exists a class of networks
with cycles, namely recurrent neural networks (RNNs), which allow for greater
depth of learning due to their more complex structure. Neural networks have
been successfully used in a wide variety of practical applications ranging from
speech recognition to medical imaging for cancer detection (Sze et al. 2017). Their
recent popularity can be mainly attributed to the increase in computing power and
the advent of the age of big data. Nevertheless, their complex structure makes
them inherently computationally-expensive, and, as a result, leads to potentially
high greenhouse gas emissions associated with their use. What is more, research
and development efforts have focused mainly on improving accuracy rates, as the
traditional definition of optimality has always been centered around accuracy rates
(Li et al. 2016). This can be seen in recent literature such as Józefowicz et al. 2015,
where the authors performed an extensive, resource-intensive architecture search in
order to determine whether or not better alternatives to the widely popular RNN
LSTM architecture exist from an accuracy standpoint.

Neural networks are far from the only computationally-expensive class of algorithms,
however. The recent development of cryptocurrency has led to massive energy usage
dedicated to actions such as bitcoin mining, the process through which the popular
cryptocurrency is issued. Bitcoin mining has been estimated to consume roughly
0.35% of the world’s total electricity consumption. More energy is consumed for
the purposes of bitcoin mining than by countries such as Chile or Venezuela in a
year (CBECI 2019). With that in mind, it is clear that computer scientists have
an ethical obligation to consider the environmental consequence of computation.
This can take many different forms, from developing more efficient algorithms to
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considering environmental impact and energy usage more broadly as an evaluation
criterion to be taken into account during development. Conversely, these powerful
but computationally-expensive techniques could also be used to mitigate the effects
of climate change by making use of them in order to create innovative, efficient
solutions that lead to large-scale energy savings and thus motivate their use.

As it stands, the literature of the field has made only modest advances in quantifying
the impact of deep learning models on our environment. This thesis aims to provide
a survey of the current approach to analyzing neural network efficiency and to
examine the ways in which the environmental effects of neural networks can be
properly quantified and reported.
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2Background

In order to properly contextualize recent findings in the literature, it is necessary
to explain the key terminology related to both energy measurement and neural
networks.

2.1 Energy Measurement

2.1.1 Measurement Metrics

Energy represents the amount of work performed, while power is energy per unit of
time. Power is measured in watts, which is the international standard unit, but due
to the inherently large throughput found in the context of electricity production and
consumption, kilowatts and megawatts are the most commonly encountered units
of measurement. Since power is merely the rate at which the energy is consumed,
in order to quantify the total energy consumed power must be multiplied by the
time interval. Therefore, kilowatt-hours (kWh) and megawatt-hours (MWh) are
the most frequent units of measurement used to describe the total amount of energy
consumed (Lottick et al. 2019).

2.1.2 Power Grids

Computing devices are powered by electricity, which is obtained via a connection to
an electrical grid through transmission lines. The grid’s source is a power plant.
This thesis distinguishes between two major types of power plants: fossil fuel power
plants and low-carbon power plants. In order to generate electricity, water is heated
for the purpose of turning turbines, the action which effectively generates electricity.
Fossil fuel power plants convert carbon-based fuels (coal, petroleum, natural gas)
in order to generate the heat necessary for this process via combustion, which is
responsible for the release of greenhouse gases into the atmosphere. On the other
hand, low-carbon power plants such as solar power plants, geothermal power plants
or nuclear power plants do not rely on this combustion but instead on various
mechanisms specific to the each type of plant. For example, nuclear power generates
the required heat through nuclear fission. Due to the high electrical resistance from
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Fig. 2.1: Simplified diagram of the electrical grid. Adapted from Lottick et al. 2019.

transmission lines, electrical grids are relatively local. Moreover, these grids usually
have a mixed composition of sources (Lottick et al. 2019). Therefore, the greenhouse
gas emissions associated with electricity consumption in a specific location highly
depend on the composition of the electrical grid.

2.2 Neural Networks

2.2.1 Neurons

The history of neural networks began in the 1950s and 1960s with the development
of the perceptron by Frank Rosenblatt. Perceptrons are precursors to the neurons
used in modern neural networks and take as input a set of binary inputs x1, x2, . . . xn,
and output either a 0 or a 1. Each of the inputs has an associated weight wi. The
output is based on whether the weighted sum

∑
iwixi is greater than a certain

threshold b, also known as the perceptron’s bias. This sum is often written simply as
a dot product w · x, where w and x are the weight and input vectors, respectively.

output =

0 if w · x+ b ≤ 0

1 if w · x+ b ≥ 0
(2.1)

While relatively simple conceptually, perceptrons are immensely powerful. A small
network of perceptrons can simulate a NAND gate, which is universal for computa-
tion. Modern day neural networks leverage this computational universality via the
use of learning algorithms which adjust the weights and biases of neurons in the
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network, enabling the network to effectively learn how to solve a problem, such as
detecting an object in an image or predicting the next word in a sentence (Nielsen
2015).

Traditional perceptrons do not respond optimally to small adjustments to weights
and biases due to their inherent binary inputs and outputs. A small adjustment to the
weights and bias can result in the output flipping instead of increasing the accuracy
of the prediction. As a result, neurons used in modern neural networks build upon
the structure of perceptrons, but add flexibility. As is the case of perceptrons, neurons
take in a set of inputs x1, x2, . . . xn with associated weights w1, w2, . . . wn. These
inputs are not binary however; instead, they have a value between 0 and 1. The
neuron also has an associated bias b. Lastly, output is not simply the weighted sum
plus the bias. Instead, this output is also passed through a non-linear function f ,
an activation function. Some of the commonly used functions include the sigmoid
function sigmoid(x) = 1

1+e−x , the hyperbolic tangent function tanh = ex−e−x

ex+e−x or
the rectified linear unit ReLU = max(0, x). The activation function ensures that
the output will be in a continuous range, usually [0, 1] or [−1, 1] depending on the
function used, by normalizing its input, the weighted sum plus the bias, to this
smaller range.

output = f(w · x+ b) ∈ [0, 1] (2.2)

2.2.2 Neural Network Architecture

Neural networks are organized in layers. The first layer is known as the input layer,
and each neuron normally corresponds to a feature of the data. For instance, a
neural network tasked with recognizing handwritten digits would have an input
neuron for each pixel of the image (Nielsen 2015). The last layer is the output
layer, and can contain one or more neurons depending on the aims of the network.
Continuing the previous example, its output layer could be comprised of 10 neurons,
one for each digit. While each neuron in the output layer has some activation, a
standard way of choosing the final output of the network is selecting the neuron with
the highest activation. Between the input and output layers are the hidden layers.
These layers extract features and refine the prediction. The depth of the network
increases as the number of hidden layers increases. In traditional feedforward neural
networks, the output of a neuron is sent to subsequent layers in a forward direction.
As will be discussed below, there also exists a class of neural networks in which some
outputs are sent backward.
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Fig. 2.2: Illustration of the feedforward neural network architecture. Taken from Nielsen
2015.

2.2.3 Training a Neural Network

Once the weights and biases are optimally calibrated in the network, input data
can be processed and an output can be obtained. This process is referred to as
inference. However, in order to adjust the weights and biases as to obtain accurate
predictions, the network needs to be trained. As with other machine learning
techniques, the neural network requires a training data-set which is used to improve
future predictions and a test data-set of the same form in order to check how well the
model is learning. To begin with, weights and biases are usually initialized randomly.
The training process is done over a number of steps, known as epochs, which is
pre-set before any training begins. Learning rate is another pre-set parameter that
determines how much a neuron’s weight may change over the course of an epoch
(Falk 2016). These are known as hyperparameters. Other notable examples of
hyperparameters include number of hidden layers or batch size, the number of
training examples are processed before a single pass of weight update is performed
(Sze et al. 2017).

To quantify the performance of the neural network, a cost function (sometimes
referred to as a loss or objective function) is used. A commonly used cost function is
the mean squared error (MSE) function (Nielsen 2015):

C(w, b) = 1
2n

∑
x

‖y(x)− a‖2 (2.3)

y(x) represents the correct output for an input x (that is, what the model is trying to
approximate), a is the model’s prediction for x, and n is the total number of training
inputs. Therefore, the weights and biases of the network should seek to minimize the
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cost function. The minimization is done via a technique called stochastic gradient
descent as follows (Sze et al. 2017):

wt+1
i = wti − α

δC(W, b)
δwi

(2.4)

bt+1
i = bti − α

δC(W, b)
δbi

(2.5)

wti and bti represent the weight and bias of a node i at time t, while δC(W,b)
δwi

is the
partial derivative of the cost of the network with respect to the weight wi, α the
learning rate. This update process is applied for each node in order to reduce the
overall error of the model. The partial derivatives are computed via the process of
backpropagation (Sze et al. 2017). The cost of the model is computed by evaluating
an input (in practice, a batch); the model’s prediction is used to calculate the error.
This cost is then propagated backwards through the network, which allows the
calculation of each partial derivative for each weight, and thus finally updating the
weights as per equations (2.4) and (2.5) (Falk 2016).

2.2.4 Convolutional Neural Networks

Convolutional neural networks (CNNs) are a class of feedforward neural networks
widely used in the computer vision community. CNNs consist of three main types of
layers: convolution layers, pooling layers, and fully-connected layers. Convolution
layers take a 2-dimensional input and partition it into multiple non-overlapping
regions. Each convolution node has 2-dimensional output and extracts a higher-level
shape or object from the input, also known as feature maps. Pooling layers perform
a downsampling operation on their input; they select the major features from the
feature maps, and in doing so progressively reduce the amount of parameters of the
model (Sze et al. 2017).

2.2.5 Recurrent Neural Networks

Unlike traditional feedforward neural networks, recurrent neural networks contain
feedback loops, or cycles (Nielsen 2015). RNNs are have greater depth than tra-
ditional neural networks because they maintain a sequence of activations at each
timestep. This essentially means that the network is able to remember previous
activations and therefore remembers information about previous inputs (Olah 2015).
Figure 2.3 highlights the structure of such a network.
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Fig. 2.3: An unrolled recurrent neural network. xt and ht are the input and output value at
time t, respectively, while A is part of the neural network. Taken from Olah 2015.

Having now discussed the structure and mechanics of neural networks, as well
as the ways in which their energy consumption and environmental impact can be
quantified, the existing literature on the subject can be examined.
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3Literature Review

3.1 Overview

The field of computer science has slowly become cognizant of the vast amount of
energy usage that machine learning models, or neural networks more specifically, re-
quire. Recent work has advocated for considering energy efficiency as an evaluation
criterion due to the enormous increase in energy cost of training a state-of-the-art
model in the past years (Schwartz et al. 2019; Strubell et al. 2019). Figure 3.1
demonstrates just how stark this increase has been: the computational requirement
of training a state-of-the-art model from 2018 is 300,000 times more than that of
one from 2012. However, as can be seen in Figure 3.2, current research published in
top venues is mostly concerned with accuracy rather than efficiency.

Fig. 3.1: Increase in computational power required for recent AI models. Taken from
Amodei and Hernandez 2018.

The large computational requirements of these neural network models can be
attributed to various causes. State-of-the-art models contain millions, even billions
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Fig. 3.2: Proportions of papers published in top venues by area of focus. Taken from
Schwartz et al. 2019.

of parameters; for instance, Google’s BERT-Large natural language processing model
contains 350 million parameters while openAI’s openGPT-2XL model contains 1.5
billion. The scale of these models makes their training and inference inherently more
computationally-expensive. Moreover, many of these models are also trained on
increasingly large datasets. BERT-Large, for example, was trained on 3 billion word-
pieces. Nevertheless, increasing model complexity does not increase performance
linearly. Instead, the relationship between the two is exponential: an exponential
increase in complexity yields a linear increase in performance (Schwartz et al.
2019).

There has been some work in the field of computer vision motivated by this exponen-
tial growth in complexity. Li et al. 2016 conducted an in-depth analysis of the energy
usage of four popular CNN models (AlexNet v2, OverFeat, VGG_A, and GoogleNet)
and training frameworks on both CPUs and GPUs. Their work contains both practical
recommendations and directions for future improvements. They found that the
NVIDIA cuDNN library, a library which includes highly-optimized implementations
of common operations found in neural networks for their GPUs, is more energy
efficient than relying on the GPU implementations of popular libraries such as Torch
or Caffe. Furthermore, they found that even though the CPU is idle, since most
implementations use GPUs (the reason for this will be discussed in the next section),
it consumes considerable energy. Thus, in order to increase energy efficiency, CNN
models should aim to utilize both the CPU and GPU during training. In addition,
their analysis of the CNN models went down to the layer-level. Convolutional layers
were found to use the most energy, being responsible for 87% of the total energy con-
sumption. Therefore, increasing the energy efficiency of these layers would have a
significant impact on the overall efficiency of CNN models. They also recommended
increasing batch sizes since this reduces energy consumption per image despite
an increase in resource utilization. The reduction only occurs until the hardware
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Fig. 3.3: Accuracy of various DNNs (left), and their efficiency measured as accuracy per
parameter (right). Taken from Canziani et al. 2016.

becomes fully utilized, however. Canziani et al. 2016 analyzed a number of deep
neural networks (DNNs) and examined their accuracy per parameter in order to
establish efficiency. They found that some, such as AlexNet and VGG, are highly
complex yet do not fully utilize their computational resources. Meanwhile, the ENet
(Efficient-Network) model specifically designed to have lower complexity leads in
this metric and is able to produce competitive accuracy results, outperforming the
aforementioned AlexNet. These results can be observed in Figure 3.3.

Other work in the field has gone even further by connecting energy usage to carbon
emissions. Strubell et al. 2019, which will be discussed in-depth below, is the first
to explicitly make the connection between energy usage and environmental impact.
With that as a starting point, Lottick et al. 2019 aimed to make this analysis accessible
for individuals by creating a Python package which allows users to query the carbon
emissions of running a program on their own devices. The package automatically
detects the user’s location and analyzes the power draw of the device while running
the program. Emissions are then calculated based on the average process wattage
and the location’s specific power grid mixture in order to obtain a localized analysis.
These numbers are additionally converted to familiar consumption figures such as
miles driven in order to contextualize the environmental cost of the program. The
paper also aimed to create a standardized methodology for reporting the energy
usage and environmental impact of computation. Running the package generates a
brief report, optionally in PDF format. In addition to the aforementioned information,
the effective carbon emissions had the computation been performed elsewhere are
also shown. Another contribution by Lottick et al. 2019 was to highlight that energy
usage is a distinct trade-off, as its relationship to accuracy was unclear. As can be
observed in Figure 3.4, increased energy usage did not necessarily lead to higher
accuracy in the models tested.

While most literature is focused on improving the efficiency of existing techniques,
Rolnick et al. 2019 comprehensively examined the ways in which machine learning
can be used both to mitigate the impacts of climate change on the environment and to
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Fig. 3.4: The energy usage and accuracy results when training four model types and varying
based on a tunable parameter on the ProPublica and Adult Income data sets. Taken
from Lottick et al. 2019.

reduce future emissions. One important way that machine learning can help mitigate
the negative effects of climate change is by predicting both long-term climatic
changes and extreme weather events. Especially in the latter case, the predictive
power of machine learning can help ensure less casualties and damage. Another
potential usage is in capturing and sequestering, or storing, carbon dioxide. Machine
learning could be used to identify proper materials and storage locations, and to
monitor the sites to prevent the carbon dioxide from re-entering the atmosphere.
Machine learning can also be used to reduce future impact by creating efficient
systems. One salient example is intelligent control systems that help reduce energy
usage in buildings. Another notable example is demand-modelling in transport
systems, which can help create better transportation links that encourage shared
ridership and therefore reduce greenhouse gas emissions.

3.2 Quantifying Environmental Impact

Strubell et al. 2019 make a compelling case for considering the environmental
impact of heavy computation, motivated by the especially computationally-expensive
nature of recent natural language processing models. Accuracy rates have risen
substantially with the development of these new models; however, so has the energy
consumption necessary for training them. The paper analyzed and quantified both
the monetary and environmental cost of training such models in order to highlight
these issues and promote the development of more efficient models and hardware.
The authors further offered specific recommendations in order to ensure awareness
and accountability. The paper is especially notable because it converted the energy
costs of training into environmental and monetary costs, which no previous work
had done. In order to concretely illustrate these issues, the paper performed two
distinct analyses: that of the cost of training popular, already-existing NLP models
(namely Transformer, ELMo, BERT, and GPT-2), and that of the full development of
a new model.

3.2 Quantifying Environmental Impact 14



3.2.1 Model Training

In order to calculate the energy usage of training an existing model, the various
off-the-shelf models were trained for a maximum of one day on a NVIDIA Titan X
GPU, with the exception of ELMo, which was instead trained on three NVIDIA GTX
1080 Ti GPUs. During the training, GPU power consumption was sampled via the
NVIDIA System Management Interface (SMI) and CPU energy consumption was
sampled via the Intel Running Average Power Limit (RAPL) interface. Both of these
interfaces are manufacturer tools that allow the user to query power metrics of the
GPU and CPU, respectively. These measurements, along with reported training times
and hardware, provided the basis for calculating the total energy consumption in
kilowatt-hours. While the paper only queried CPU and GPU power consumption,
there have been recent advances in specialized hardware that could potentially
reduce the environmental footprint of such complex computation. While CPUs
can be used for a variety of different applications, they are rarely employed in the
training and inference of neural networks. This is due to the fact that all program
calculations are done sequentially by the Arithmetic Logic Units (ALUs). This causes
a bottleneck in throughput in that the result of every calculation is stored in the CPU’s
internal memory and must be subsequently accessed if used by the next instruction.
Most commonly used in practice are GPUs, which have improved performance.
They contain thousands of ALUs that are able to simultaneously perform additions
and multiplications, the core operations in deep learning. However, outperforming
GPUs are Google’s new TPUs (tensor-processing units) that are domain-specific
matrix processors designed in particular for deep learning applications (Sato 2018).
As can be seen in the results below (Table 2.1), the authors did consider TPU-
based computation, but were unable to provide an analysis as public information
regarding their energy usage is unknown. Further research once this information
becomes publicly available could provide additional interesting insight and could
be a substantial factor in reducing the environmental footprint of neural network
architectures.

The formula used in order to calculate energy usage comprehensively was the
following (Strubell et al. 2019):

pt = 1.58t(pc + pr + gpg)
1000 (3.1)

pc, pr, pg represent the average power draw in watts of the CPU, RAM, and GPU,
respectively, g represents the number of GPUs used, t is the reported training time,
while 1.58 is the average Power Usage Effectiveness (PUE) coefficient for all data
centers around the globe. The PUE coefficient represents a comprehensive measure
of the energy efficiency of a data center. While the computing infrastructure is
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usually responsible for most of the energy use associated with a data center, auxiliary
processes such as cooling and power conversion can oftentimes be a large source of
energy consumption as well (Kosik 2007). Therefore, including the PUE coefficient
ensured that the energy measurement would accurately reflect the overall energy
usage. The result was then converted into effective emissions of CO2 via a formula
provided by the United States Environmental Protection Agency (EPA 2018), which
converts kilowatt-hours of power consumed into pounds of CO2:

CO2e = 0.954pt (3.2)

The formula provides an average amount of CO2 produced per kilowatt-hour in
pounds, taking into account the percent composition of the various fuel types used
(and consequently, their associated emissions) in the United States.

An important limitation of this methodology is that an average conversion rate for
the United States is not localized enough in order to fully gauge the environmental
effects of the computation. As highlighted in the introductory section of this thesis,
different states have different electrical grid compositions, with some having larger
proportions of green (low carbon) power plants than others. This in turn can lead to
high discrepancies when it comes to the amount of carbon emitted in the process
of electricity production. To illustrate this difference, consider the effective CO2

emissions of running a simple program that computes the 40th Fibonacci number
recursively. Using the energy-usage Python package which allows the user to query
the effective CO2 emission of computation on a local device, we can see that the
emissions in the most coal-heavy state of West Virginia (8.37× 10−5 kg CO2) is about
35 times greater than in the one with the most low-carbon facilities (2.41× 10−6 kg
CO2) (Lottick et al. 2019). For a small program like this, the differences are minute,
but as program complexities scale, so do these differences. A localized analysis
would be able to capture these nuances of the situation better and would thus be
preferable. Nevertheless, one of the introductory remarks of Strubell et al. 2019
highlighted the relative current scarcity of renewable energy and pointed out that it
could be better used in more pragmatic ways instead of training NLP models—the
example mentioned was that of heating homes. (Strubell et al. 2019) Undoubtedly,
finding ways to reduce energy usage is preferable, regardless of the nature of the
energy source used.

The estimated energy costs are shown in Table 3.1. Alongside the previously men-
tioned out-of-the-box models is also NAS, a resource-intensive exhaustive search
algorithm known as neural architecture search. This represents the process of
automating the design of these deep learning models, and is included in the analysis
as the Transformer model is the basis for recent work on the topic (Strubell et al.
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Model Hardware Power (W) Hours kWh ·PUE CO2e
Transformerbase P100x8 1415.78 12 27 26
Transformerbig P100x8 1515.43 84 201 192
ELMo P100x3 517.66 336 275 262
BERTbase V100x64 12,041.51 79 1507 1438
BERTbase TPUv2x16 — 96 — —
NAS P100x8 1515.43 274,120 656,347 626,155
NAS TPUv2x1 — 32623 — —
GPT-2 TPUv3x32 — 168 — —

Tab. 3.1: Training duration, specifications, and emissions (lbs CO2) for all out-of-the-box
models. Table adapted from Strubell et al. 2019.

2019; So et al. 2019). Alongside these results, Table 3.2 highlights familiar consump-
tion metrics for direct comparison. The side-by-side comparison underscores the
high environmental costs of neural network training. Notably, neural architecture
searches were especially computationally-expensive, at around five times the lifetime
of a car. This makes sense intuitively, since neural-architecture searches essentially
involve training a plethora of different architectures and analyzing their accuracy in
order to find the optimal architecture for the given problem.

3.2.2 New Model Development

In order to quantify the cost of developing and training a new model, the authors
used the logs associated with the development of the Lingustically-Informed Self-
Attention (LISA) model. According to the authors, full training associated with the
research and development of the LISA model required 172 days. As an important
part of training the model represents finding the optimal hyperparameters, during
the training the authors performed 123 hyperparameter grid searches, which are
simply exhaustive searches for the hyperparameters which yield optimal results in
terms of accuracy. This resulted in 4789 jobs performed on a combination of NVIDIA
Titan X and M40 GPUs, with an average length of 52 hours. This is equivalent to
9998 days, or 27 years, of sum GPU time used for the project. Effectively, this would
mean that a single GPU would have to run for 27 years in order to train the LISA
model.

Consumption CO2e (lbs)
Transatlantic roundtrip air travel, 1 passenger 1984
Human life, avg, 1 year 11,023
American life, avg, 1 year 36,156
Car lifetime, including fuel 126,000

Tab. 3.2: Estimated emissions of familiar consumption. Table adapted from Strubell et al.
2019.
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3.2.3 Conclusions

Strubell et al. 2019 drew two main conclusions related to energy usage. Firstly, they
stressed the fact that in order for users to be able to decide which model best fits their
needs, training times and hyperparameter sensitivity should be reported for models
that can be re-trained in order to focus on a specific task. The authors proposed a
standard reporting mechanism of training time and sensitivity to hyperparameters.
Reporting this information would enable those looking to re-train a model for a
specific purpose to choose the model that best fits their needs. The authors also
emphasized the necessity of prioritizing both computationally efficient hardware
and software. Specifically in terms of software, they proposed the implementation
of user-friendly APIs for more efficient hyperparameter tuning, such as random or
Bayesian search techniques, noting that while some exist, they are rarely employed in
practice for tuning NLP models due to difficult integration with the most commonly
used deep learning frameworks. Making such tools more accessible would therefore
mean less energy used by researchers when optimizing their models.

3.3 Establishing Architecture Optimality

In their paper, Strubell et al. 2019 treated the NLP models that they analyzed
as black boxes, only sampling their power usage and converting the results into
carbon emissions. Józefowicz et al. 2015 instead explored the very structure of
recurrent neural networks in an attempt to find the optimal recurrent neural network
architecture. This optimality is, however, defined in terms of the accuracy rates, with
no consideration given to the energy usage of the variety of architectures examined.
Moreover, the experimental process itself was conducted via the aforementioned
computationally-expensive NAS algorithm. Their starting point was the commonly
encountered Long Short-Term Memory (LSTM) architecture, which Józefowicz
et al. 2015 pointed out has an ad-hoc design that makes it difficult to gauge its
optimality.

3.3.1 LSTM Architecture

The authors noted that recurrent neural networks can prove difficult to train due to
the iterative nature of such networks. The additional depth of these networks’ cyclic
structure causes a phenomenon known as the unstable gradient problem. This
includes the vanishing gradient problem, in which the gradient tends to become
smaller as the backpropagation algorithm reaches the earlier layers of the network,
and the exploding gradient problem, in which the gradient tends to become larger
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Fig. 3.5: Illustration of the components that make up the LSTM and GRU architectures.
Taken from Nguyen 2018.

instead (Nielsen 2015). Additionally, RNNs do not seem to be able to remember
long-term dependencies in practice (Olah 2015). Józefowicz et al. 2015 point out
the solution to the exploding gradient problem can be easily dealt with by simply
clipping, or reducing, gradients that exceeded a certain threshold. On the other
hand, the LSTM architecture was developed in 1997 by Hochreiter and Schmidhuber
(Hochreiter and Schmidhuber 1997) in order to address the vanishing gradient
problem.

The LSTM architecture improves on the RNN structure by making use of a cell state
that is passed from timestep to timestep in addition to the current input and the
previous timestep’s output, also known as the hidden state. Three neural network
layers known as gates control the cell state, namely the forget gate, the input gate,
and the output gate. The forget gate is responsible for keeping only the relevant
information from the previous cell state and the new input. The input gate then
actually updates the cell state based on the output of the forget gate. Finally, the
output gate filters what information from the cell state is output (Olah 2015; Nguyen
2018).

3.3.2 GRU Architecture

The authors also introduce the Gated Recurrent Unit (GRU) architecture, another
RNN similar to the LSTM, with a slightly simpler structure. Instead of having a
hidden state and a cell state, the GRU combines the two into the hidden state. It also
merges the LSTM’s forget and input gate into a single update gate, with an additional
reset gate which decides what past information to keep (Olah 2015; Nguyen 2018).
The GRU performed slightly better than the LSTM, but their performances were
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similar with a slight modification of the LSTM, namely initializing the forget bias to
1.

3.3.3 Methodology

The paper employed a rigorous search for an architecture that would be able to
outperform the LSTM on three main tasks:

1. Arithmetic. The RNN must compute the sum or difference of two numbers,
taking as input the two arguments, each either positive or negative and up to
8 digits long, and outputting the result one character at a time. In order to
increase the difficulty of the task, invalid distractor symbols such as letters are
introduced randomly in the input arguments.

2. XML Modelling. The RNN must predict the next character in a synthetic
XML dataset. The XML tags consist of between 2 and 10 (randomly chosen)
lowercase letters.

3. Penn Tree-Bank (PTB). The RNN must perform word-level language mod-
elling on the Penn Tree-Bank dataset. This involves predicting the next token
in a sequence when given the preceding ones (Merity et al. 2018).

While optimized solely on the above, the authors also measured performance on
polyphonic music datasets in order to gauge the generalization ability of the dataset.
The search procedure involved maintaining a list of the 100 best architectures
encountered thus far, and estimated the quality of each architecture as defined by
the performance of its best hyperparameter setting until that point. The list was
initialized with only the LSTM and GRU architectures, evaluated for every legal
hyperparameter setting.

The search algorithm performed one of two possible steps during its run. The
algorithm either randomly selected an architecture from the list and evaluated it on
20 randomly chosen hyperparameter settings, or it proposed a new architecture by
choosing an architecture from the list and then mutating it. The mutation process
involved using the candidate architecture to solve a simple memorization problem
in which the network reads 5 out of a possible 26 symbols in a sequence and then
reproduces them in the same order. If the architecture performed above a certain
threshold on one random setting of its hyperparameters, it would then be evaluated
on the first task on a set of 20 randomly chosen hyperparameter settings. If the
architecture achieved at least 90% of the GRU’s best performance, then the procedure
was repeated for the second and third tasks, after which it would replace one of the
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Architecture Arithmetic XML PTB
Tan 0.29493 0.32050 0.08782
LSTM 0.89228 0.42470 0.08912
LSTM-b 0.90163 0.44434 0.08952
GRU 0.89565 0.45963 0.09069
MUT1 0.92135 0.47483 0.08968
MUT2 0.89735 0.47324 0.09036
MUT3 0.90728 0.46478 0.09161

Tab. 3.3: Best accuracies achieved by the initial architectures and the mutated one found
via the NAS. LSTM-b represents the LSTM architecture with a forget gate bias
initialized to 1. Table adapted from Józefowicz et al. 2015.

architectures in the list. Architectures which did not perform well were able to be
re-evaluated subsequently, and the unsuccessful hyperparameter settings were kept
in order to avoid duplicate evaluations. The candidate architectures were similar to
the LSTM and GRU architectures, as the mutation process mostly involved operations
such as changing the type of element-wise operation, choosing a different activation
function, or removing a node from the network.

The performance estimation was updated according to the following:

min
task

architecture’s best accuracy on task
GRU’s best accuracy on task

(3.3)

The architecture’s best accuracy on the task refers to the performance of its best
hyperparameter setting computed up until that point. Since the GRU was exhaus-
tively evaluated as part of the initialization, its best accuracy on the task represents
the best hyperparameter configuration found for the task. The authors chose the
minimum across all tasks in order to ensure that the procedure would in fact choose
the architecture that performs best overall, not just most tasks. Overall, the authors
reported that they evaluated 10,000 different architectures, with 1,000 making it
past the initial filtering stage. These successful candidate architectures were then
evaluated on an average of 220 hyperparameter settings.

3.3.4 Conclusions

As can be seen in Table 3.3, the paper’s search yielded three better architectures
than the LSTM and the GRU. Nevertheless, this increase is modest, and the resulting
architectures are not fundamentally different than the original ones. Therefore,
Józefowicz et al. 2015 shows that no major improvements are made to the LSTM
and GRU architectures with what they refer to as a reasonable search. Contrasted
with the Strubell et al. 2019 findings however, their search procedure would be
categorized as exceptionally computationally-expensive. Another major finding of
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the paper is that initializing the LSTM’s forget gate with a bias of 1 increases the
architecture’s accuracy. As with the previous finding, this increase is also modest, but
provides practical advice for future work. The paper’s conclusion therefore suggests
that the neural architecture search was not necessarily successful. Moreover, one
of the paper’s fundamental premises was the fact that both the LSTM and the GRU
architectures contain elements whose purpose is not immediately obvious and which
therefore add unnecessary complexity to the model. This was not addressed in the
discussion of the resulting top three architectures, whose similarity to the LSTM and
GRU leads to the same criticism.
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4Conclusion and Future Work

A survey of current literature reveals that neural network architectures are powerful
but computationally-expensive tools. Their performance is predominantly measured
by their accuracy rates, which has led to the creation of a significant number of
complex, state-of-the-art yet highly inefficient models (Canziani et al. 2016). This
significant computational complexity is associated with a substantial environmental
footprint, as characterized by greenhouse gas emissions such as carbon dioxide, due
to the nature of the electricity production process; whether in data centers or on
personal devices, a large share of the electrical energy required to power neural
network models is sourced from fossil fuels (EPA 2018; Strubell et al. 2019). The
focus on increasing accuracy is also manifested by computational resources being
expended on neural architecture searches, such as that conducted by Józefowicz
et al. 2015, which are not energy efficient. These processes have a considerable
environmental impact and do not seem to yield significantly better architectures that
would motivate their environmental footprint. This is precisely what Strubell et al.
2019 seek to highlight: the energy usage and environmental impact of deep learning
should be deemed just as important as accuracy rates. This is especially true in an
age of increasing climatic instability, which is heavily impacted by the greenhouse
gas emissions associated with significant energy usage. Nevertheless, standardized
reporting of such characteristics has only recently been introduced in the literature
and is yet to garner widespread use (Lottick et al. 2019).

Future work in deep learning should focus on increasing the energy efficiency of
models. The principal direction of future research should be evaluating the energy
usage of neural network models and understanding how this trade-off differs from
accuracy. Lottick et al. 2019 have demonstrated a complex relationship between the
two—while some models seem to experience an increase in accuracy when using
more energy, others do not. Therefore, further research is necessary in order to
establish which factors affect the computational requirements of a model. Another
interesting possible direction focuses on analyzing the computational complexity
of training models on specialized hardware such as TPUs, as more data becomes
publicly available. More research would also prove invaluable in the domain of using
machine learning to combat climate change. Rolnick et al. 2019 highlight numerous
future directions, many of which are in the early stages and would benefit greatly
from further development.
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