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1 Abstract

In certain types of programs, re-ordering their execution can speed them up
by optimizing memory accesses and parallelism. However, these re-orderings
are constrained by the fact that updates depend on the results of earlier
iterations. It is easy to generate and check the validity of simple re-orderings,
but more complex cases are beyond the reach of existing tools. For these
cases, programmers can hand-write the re-orderings, but we need to be able
to automatically verify them to avoid programmer error. We propose two
potential methods for verifying their correctness.

2 Introduction

Performance is an extremely important concern for programmers in various
areas. Many fields require computations on extremely large volumes of data,
which can take enormous amounts of computation to handle. The processing
power of computers is said to roughly double every eighteen months - how-
ever, raw processing power is only part of the story. Especially as we approach
fundamental limitations on clock speeds and circuit densities, performance
becomes more and more sensitive to the overhead costs of memory usage.
Additionally, supercomputers often use many processors at once, which re-
quires specialized code in order to take full advantage of their capacity for
parallel processing.
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Scientific algorithms often make use of stencil computations, which use
loops to repeatedly perform simple operations on each element of an array.
These arrays are commonly extremely large, which means that high perfor-
mance is necessary. In these cases, significant performance improvements
can be obtained by re-ordering the iteration. Different orders can run faster
by improving memory usage or allowing parts of the computation to be run
in parallel. Most computations cannot, however, be reordered with perfect
freedom. Usually, later iterations will depend in some way on certain ear-
lier iterations. The field of dependence analysis looks at ways to determine
whether particular code violates dependence constraints or is valid.

Dependence analysis covers many areas. For dense arrays with simple
subscripts, the problem of dependence analysis is essentially solved. One
area in which research is ongoing is that of sparse arrays. Sparse arrays
only store the nonzero entries in matrices, resulting in arrays which can be
dramatically more efficient but whose memory layout cannot be determined
until runtime. We give a brief overview of some recent work in this area in
order to provide context, but it will not be the overall focus of this thesis.
In this thesis, we will restrict our analysis to iteration space transformations
involving traditional arrays, but with subscripts which are more complex,
and particularly to partitioning methods.

Irigoin and Triolet [3] explore supernode partitioning, in which the itera-
tion space is broken up into “supernodes” - regions which tile the iteration
space and can be executed mostly independently of other supernodes. This
improves both memory usage (due to the locality) and parallelism. The pa-
per details the conditions under which a particular supernode partition is
a valid re-ordering, as well as particular ways to construct them, especially
with hyperplanes.

Bertolacci et al.[2] focus on a particular case of supernode partitioning,
called diamond tiling, in which the hyperplanes are separated by a fixed tile
width τ . Diamond tiling was first proposed by Bandishti et al.[1], but I chose
to focus on the definition as given by Bertolacci et al. as it was more closely
connected to the relevant context of Chapel iterators. Diamond tilings can
be automatically generated, but automated systems do not always give suf-
ficiently useful answers, as allowing variable τ produces complex subscripts.
Thus they use iterators, written in the programming language Chapel, to im-
plement diamond tiling, and use parametrization to make it easier to analyze
tilings. They verify that diamond tiling with Chapel iterators reaches simi-
lar levels of performance to diamond tiled C code, while being dramatically
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more readable on the high level.
However, like anything programmed by hand, iterators are subject to

programmer error, which can lead to altering the results of the computation.
The most important way that this can happen is when the iteration violates
dependence constraints. We hope to be able to automatically verify iterators
as being correct or incorrect in terms of dependences, thus allowing program-
mers to focus on improving performance with a substantially reduced risk of
altering the result of the computation.

Some verification is already possible, using tools such as Omega and
ISCC. The existing tools, however, are only capable of handling affine con-
straints (linear, but with the possible inclusion of constants), which means
that they are unable to be used for a lot of useful transformations - notably,
diamond tiling is non-affine when the tile size is taken as a variable. The goal
of this thesis was to find methods for verifying common sorts of non-affine
transformations, specifically diamond and parallelogram tiling.

We attempted a few approaches to this problem, but unfortunately all
of them proved unsuccessful. We were unable to find a way to determine in
general whether an iterator actually represented a tiled loop to begin with,
which was a prerequisite for checking the validity of the tiling. However, we
were able to make a highly specialized pattern-matcher for particular loop
forms, which is an approach that could be extended to a wider variety of
tiling formats. This would not be fully general, but could nevertheless be
useful.

3 Background

Stencil computations are a variety of computation which iterate through an
array repeatedly, performing a fixed update each time. They typically have
an outer loop, corresponding to time, and an inner loop or loops in which
each cell is updated based on the values of its neighbors at the previous
time step. They are used in many scientific contexts, such as simulations of
heat dissipation and differential equation solvers.[2] Often, altering the order
of this iteration can result in significant speedups. The main two ways that
reordering iteration can improve performance are by improving cache locality
and parallelism.

The parallelism of a computation is the degree to which it uses additional
processors. Using multiple processors can be dramatically faster than using
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a single processor, for the obvious reason that more computing power is be-
ing brought to bear on the problem. However, there are usually limitations
on how many parallel threads can run at a time, which means that perfor-
mance scales less than linearly with the number of processors. Increasing
the number of parallel threads can therefore give substantial performance
boosts. The primary constraints on parallelism are dependences. Paralleliz-
ing an computation is effectively a re-ordering, as two iterations that run
in different parallel threads cannot guarantee which one will happen before
the other. A dependence between two iterations requires that they be run
sequentially.[6]

The cache locality of a program, on the other hand, is the degree to which
the program is able to utilize the cache (which is quick to access) rather
than RAM (which is slow). Especially as processors speed up, a substantial
amount of time can be spent retrieving values from memory. The default way
of iterating through an array is in lexicographical order, which often separates
nearby values in the array (which are often dependent on one another) by
substantial amounts of time. This means that those values will not be in the
cache at the same time, resulting in cache misses when the program accesses
them. By re-ordering the iteration to improve cache locality, nodes which
depend on other nearby nodes are kept in the cache at the same time as those
nodes, reducing the amount of memory accesses necessary.[6]

The difficulty with both of these techniques is that re-ordering the it-
eration may change the result of the computation. In these circumstances,
there are a variety of analytical techniques to determine which portions of
the code must be run sequentially, and which can be freely reordered or run
in parallel. Primarily, this is achieved by dependence analysis. In short, when
a value at a later point in the loop is dependent on the value at an earlier
point, any reordering or parallelization must maintain their relative order.
There are multiple kinds of dependences, but the most important kind is the
flow dependence.

Formally, a flow dependence relation exists between a write at a point
i = (i0, . . . , in) and a read at a point i′ = (i′0, . . . , i

′
n) when their subscripts

are equal, within the bounds of the loops, and i precedes i′ in the original
iteration. When all these conditions are true, i′ reads from the memory cell
into which i wrote, and therefore must be executed later.[7] For instance, in
Figure 1, for any t, i there is a flow dependence from (t, i) to (t + 1, i), as
long as t+ 1 is within the bounds of the loops.

If there are two writes i, i′ with i < i′ with equal subscripts within the
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bounds of the array, then i′ has an anti-dependence on i and must be executed
after it, or else the final written value may be wrong. Additionally, if a read
i precedes a write j, there is an output dependence which must be executed
in the same order.[6]

However, sometimes these memory-address-based dependences do not ac-
tually have any impact on the results of the computation due to the values
being different. For instance, if a read j is dependent on a node i, but there
is a write dependence from i′ to i with i < i′, then j will never read the value
written by i. Additionally, anti- and output dependences depend on reuse
of variables, meaning that they can theoretically be eliminated by renaming
the relevant variables.[6]

When analyzing nested loops, a useful concept is that of an iteration
space. Iteration spaces are a geometric model for iteration, representing it
by a vector space - each iterator in the nested loop corresponds to an axis
in the iteration space, and the combined values of all the iterators specify a
point in the space. For instance, in Figure 1 there are two nested loops with
iterators t and i with lower bounds both at 0 and upper bounds at N and M
respectively. Therefore the iteration space is an N by M rectangle. When
t = 2 and i = 4, the execution is located at the point (2, 4) in the iteration
space. As such, we can trace the execution order of the program through
the iteration space, which will by default correspond to lexicographic order
of points. We can then relate changes in execution order to transformations
of the iteration space, which gives us additional mathematical tools to deal
with these issues. Iteration spaces also allow us to get a visual intuition of
dependence relations as flowing between writes and reads - we can execute
iterations in any order so long as we do not go backwards against the flow.[6]

Another useful concept is the dependence cone. If there is a dependence

for (t = 0; t < N; i++) {

for (i = 0; i < M; j++) {

A[i,j] = A[t-1, i] + A[t-1,i-1]

+ A[t-1, i+1]

}

}

Figure 1: Code for a dense matrix calculation [7]
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between points i and j, and another between points j and k, then k essentially
depends on i. By taking the transitive closure of all dependence relations,
we get a set of rays which fully cover all dependences from any given point.

The primary programming language with which we are concerned is
Chapel. Chapel is a programming language developed by Cray, for use in
supercomputers. It has a variety of features meant to simplify parallel pro-
gramming. The particular aspect of Chapel with which we are concerned
are its iterators. Iterators allow the execution order of loops to be spec-
ified outside of the loop body, making it much simpler to switch between
hand-written iteration space transformations. This additionally makes op-
timized code substantially more readable. We will be focusing on verifying
the correctness of Chapel iterators.

4 What sort of improvements?

The field of dependence analysis looks at the ways in which the results of code
depend on the order in which it runs, and how it can be reordered without
changing the results. In simple cases, where dependences are easily found
and reorderings are simple, there are already robust and powerful tools (such
as Omega and ISCC, which we will look at later) for finding dependences
and verifying the validity of particular transformations. However, not all
programs are simple enough to be handled by such tools.

One area in which optimization is tricky is sparse computation. Sparse ar-
rays use indirect memory accesses in order to minimize the number of stored
values. For instance, the compressed sparse row format stores multidimen-
sional arrays using three one-dimensional arrays: one which stores nonzero
values, and the other two of which identify which positions in the storage ar-
ray correspond to which locations in the theoretical array. This saves space,
as it stores only nonzero values which may be only a small portion of the
overall array, but also means that memory locations are not defined until
runtime. As such, it is difficult to analyze programs to find dependences and
opportunities for parallelism. On the other hand, some sparse computations
are easier to parallelize than equivalent dense computations. In [4], Moham-
madid et. al. look at runtime inspectors to find wavefronts in dependence
graphs, and particularly the automatic generation of such inspectors. Since
the inspectors must be run along with the program itself, they must be as ef-
ficient as possible - an inspector which is slower than the program it inspects
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is worse than useless. They use domain-specific properties of the arrays in
order to minimize computational complexity in inspectors. [4]

One category of iteration space transformation, which can lead to particu-
lar speedups in stencil computations, is supernode partitioning. Partitioning
is the process of breaking an iteration space into many smaller iteration
spaces. Stencil computations often update cells based on nearby cells - for
instance, in the simulation of heat dissipation, where cells are updated based
on their immediate neighbors at previous time steps - so partitioning means
that interconnected cells will be dealt with in a batch. This allows for better
memory usage, as it is more likely that all the cells in one supernode will fit
into the cache at the same time, whereas iterating lexicographically across
the array can mean that a point is visited substantially later than some of
its neighbors, resulting in cache misses. Additionally, supernodes can often
be executed in parallel. Figure 3 shows a possible supernode partitioning of
an iteration space for the program in Figure 2.

for (i = 1; i <= L; i++) {

for (j = 1; j <= L; j++) {

T[i,j] = T[i-1,j] + T[i,j] + T[i+1,j]

+ T[i,j-1] + T[i,j+1]

}

}

Figure 2: A program to be executed [3]

Any method of supernode partitioning must meet four conditions: The
supernodes must be “atomic, identical by translation, bounded, and they
must tile the computation domain”.[3]

1. To be atomic, the supernode must have all inputs available at the
beginning, and all outputs must be made available to other nodes at the
end. No synchronization can be required. This is described by the following
constraint:

∀~j1, ~j1
′ ∈ s1,∀~j2, ~j2

′ ∈ s2 6= s1

~j1 <δ
~j2 =⇒ not (~j2

′
<δ

~j1
′
)
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Figure 3: A possible supernode partitioning for Fig. 2, based on [3]

If any iteration within s2 is dependent on an iteration of s1, then no
iteration within s1 can be dependent on s2. Thus there is a partial ordering
of supernodes by dependence.

2. The supernodes must be identical by translation except when they
hit the edges of the iteration space. This is to make it simple enough to
automatically generate the code.

3. The supernodes must be bounded, so they can be adapted to the high
speed memory.

4. They must tile the iteration space, to make sure each iteration is
executed exactly once.

Supernodes can be defined with a set of hyperplanes. Hyperplanes are, as
the name suggests, a generalization of planes in 3-space - hyperplanes within
a given space are subspaces with one less dimension than their superspace.
They can be specified by normal vectors.

Irigoin and Triolet prove that, in a hyperplane partition, condition 1 above
(atomicity) is equivalent to the condition that for each hyperplane normal

vector ~h, all dependence vectors cross hyperplanes defined by ~h in the same
direction. This is mathematically defined by the condition

~hTR ≥ ~0

where R is the dependence cone. A hyperplane for which this holds is called
valid. If there are too many dependences, there may not be enough valid
hyperplanes to make a supernode partitioning. In this case, they suggest
using a subset of the initial nested loops.[3]
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The mathematical definition of this hyperplane partitioning uses a set H
of valid hyperplanes h0, . . . , hn where n is the dimensionality of the iteration
space. The partition becomes

~j1 ∈ s& ~j2 ∈ s ⇐⇒

∀i, floor(~hi · j1) = floor(~hi · j2)

This results in the validity condition becoming HTR ≥ 0, where 0 is a matrix
of all 0s.

The next requirement for a supernode partitioning is the identity condi-
tion - the supernodes must be equal up to a translation. Irigoin and Triolet
show that this is the case when the hyperplane vectors are linearly indepen-
dent.

Additionally, supernodes must be bounded, in order to contain a finite
number of iteration nodes. Irigoin and Triolet show that they are bounded
precisely when H is a generator for the iteration space.

All of these conditions are met if H is a basis for the iteration space, whose
vectors define valid hyperplanes. Additionally, though this is not required
by the definition, we want a supernode partitioning which maximizes within-
supernode dependences while minimizing between-supernode dependences.
Such a partitioning maximizes cache locality.[3]

An important subcategory of supernode partitioning is diamond tiling.
Diamond tiling is a form of supernode partitioning in which the supernodes
are all roughly diamond-shaped - defined by hyperplanes that are diagonal
relative to the iteration space, with equal spacing between hyperplanes in all
dimensions. Additionally, they are aligned with the iteration space in a way
which allows many nodes to start concurrently.

In some algorithms, such as heat dissipation, the iteration contains a loop
representing time and a set of loops corresponding to spatial dimensions of
the array. Often, the values at any time step are dependent only on values
at the previous time step. This means that the inner space loop can be
run entirely in parallel. In these cases, tiling is sometimes only used for the
inner space loops. Rather than simulating dissipation by iterating through
the entire array in lexicographical order, it simulates dissipation for a small
region in a single time step then moves on to the next region, until it finishes
and moves to the next time step. This improves cache usage, but it still
fails to incorporate the outer time loop, which means there are further gains
to be made in terms of cache locality due to the small tile sizes. Diamond
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Figure 4: Diamond tiling [2]

tiling takes advantage of both the space and time loops. We can see an
example of this for a 1-dimensional stencil computation in Figure 4, with a
two-dimensional iteration space due to the combination of space and time.[2]

Since each point only needs to take into account its neighbors at the
previous time step, tiles at the same level can be executed in parallel without
changing the result of the computation. Thus the degree to which diamond
tiling is parallelizable depends on the number of tiles in any horizontal row,
or “wavefront” (represented by different colors in the figure above). This
presents a trade-off between cache locality and parallelism - smaller tiles
mean more processors can run in parallel, but then fewer nearby iterations
are being run in any given tile, which reduces cache locality. The ideal tile
size is therefore highly dependent on the specific hardware on which the
program is running, but is always a middle ground - on the one extreme,
there is no benefit to having more tiles than there are processors, and on the
other, tiles larger than the available cache memory do not improve locality.

Formally, a diamond tiling is determined by a set of hyperplanes, which
divide the iteration space into the tiles. In Figure 4, which is 2-dimensional,
the hyperplanes are lines, some with slope 1 and some with slope −1. There
is one hyperplane for each dimension of the iteration space, meaning that a
d-dimensional tiling will have hyperplane normals ~v0, ~v1, . . . , ~vd. In diamond
tiling, all dimensions have the same spacing between hyperplanes. Diamond
tiling corresponds to the iteration space transformation as follows, with τ
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the spacing between hyperplanes and ~i the vector (i0, . . . , id−1): [2]

{[i0, i1, . . . , id−1]→ [k0, k1, . . . , k0, k1, . . . , kd−1, i0, i1, . . . , id−1] |
∃r0, r1, . . . , rd−1, (0 ≤ r0 < τ) ∧ (τk0 + r0 = (~v0 ·~i))∧
· · · ∧ (0 ≤ rd−1 < τ) ∧ (τkd−1 + rd−1 = ( ~vd−1̇~i)}

Essentially, we take the original iterators i0, . . . , id−1, which covered the
whole of the iteration space, and use those to iterate through each tile. We
can use the original ordering within the tiles because the tiles produce locality,
so we can iterate through the tile without cache issues, and running multiple
tiles at once can produce sufficient parallelism without changing anything
within the tiles. Additionally, the original order preserves all within-tile
dependences, because it is the definition of the order in which dependences
must be executed.

To complement the within-tile iterators, we produce a new set of iterators
k0, . . . , kd−1 to specify which tile is currently being acted upon. Multiplying~i
by the hyperplane normals aligns the tile iterators with the hyperplanes. The
r variables function as remainders, to avoid having to use variable division.
However, the k iterators will execute the tiles in lexicographic order, which
is not the best for parallelism and dependences. Instead, they should be
executed in a “wavefront” order, which can be based on a tile space iterator
kt generated from k0, . . . , kd−1. For any given value of τ , the function above
is affine, but allowing τ to vary makes it non-affine. This makes it difficult
to analyze with existing tools.

5 How do we implement them?

A major downside of many reorderings, like diamond tiling, is that they
require very complex loop structures and bounds, which are difficult to im-
plement. For instance, in the case of diamond tiling, iteration code cannot
be generated automatically in many existing code generators without pre-
specifying a tile size. Additionally, This means that it must be manually
implemented into the code, which obfuscates the actual purpose of the code
and makes it difficult to transfer across architectures.[2]

Chapel follows a multiresolution philosophy in which both low-level and
high-level programming are possible, but can be separated. Iterators are
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a powerful tool for this separation. Iterators are a programming construct
which, unlike functions, do not return a single value, but rather yield values
and progress each time they are called. Iterators let programmers specify
the order in which to traverse an iteration space. Chapel’s iterators are
particularly designed to support parallelism, which is especially important
for supercomputers. They can be used to minimize obfuscation by separating
the complex loop specifications - for instance, diamond tiling - from the code
describing what the loop actually does. This also makes it more transferable,
as it allows a simple substitution of iterators to change the iteration order,
rather than having to refactor the entirety of the code in place.[2]

Bertolacci et. al. created a Chapel iterator for diamond tiling and showed
it has competitive performance with diamond tiling in C. However, the veri-
fication process for their iterator involved substantial work by hand.

6 How do we know they work?

Having programmers write iterators for optimization, rather than automat-
ically generating them, is a flexible way to allow them to adapt to different
circumstances. Unfortunately, there is an ever-present risk of programmer
error. Errors which reduce performance can be easily discovered - in general,
if not their specific causes - by simple performance testing. Errors which im-
prove performance but alter the output of the program, on the other hand,
are harder to detect. This is where dependence analysis comes in.

A Retrospective of the Omega Project, by David Wonnacott, describes the
methods used by the titular project to quantify the potential for parallelism
in complex nested loops.[7] The basis of these methods is the description of
dependence relations between different stages of the loop.

The Omega Project has two components - the Omega Test, which pro-
duces dependence relations from programs, and the Omega Library, which
manipulates constraints. The Omega Test generates dependence relations by
taking in a program and using both symbolic information and value-based
reasoning to generate constraints. Symbolic reasoning determines which pairs
of points in the loop access the same memory location under conditions that
produce a flow dependence, which can be done solely by analyzing the sub-
scripts. Value-based reasoning makes sure that a dependency exists between
the value produced by the write and found by the read, augmenting the
symbolic reasoning by checking if a value is later overwritten.
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The Omega Library takes the constraints which define dependence rela-
tions and reduces them to simpler forms in order to determine which trans-
formations are possible. To begin with, it reduces all the equations and
inequalities of the constraints to lowest terms, and uses a hashing system
to remove redundant constants and find inequalities which, together, can
be replaced by equations. It then uses an extension of Fourier’s method of
variable elimination to preserve the presence of integer solutions.

The Omega Test can also classify flow dependences as “conditional” in sit-
uations the entire loop can be run in parallel under certain values of program
parameter. Unfortunately, the naive definition of “conditional” would result
in false positives when the upper bound is symbolic rather than predefined,
as very small loops are trivially parallelizable, but not worth optimizing. As
such, the Omega Test restricts “conditional” to refer to dependencies which
exist under conditions in which we actually care to optimize the code. To
do this, it uses the Omega Library’s “gist” operation. “(gist p given q)” is
formally defined as “any set/relation such that p ∧ q = (gist p given q) ∧ q”.
To compute this, the Omega Library removes all (in)equations in p which are
not redundant with respect to p∧q. Using the gist to combine the conditions
of a dependence relation above with, for instance, the condition that n > 1,
allows dependences to be considered conditional only when they are actually
conditional.

Omega only works with affine constraints, which means that it is lim-
ited in terms of which iteration space transformations it can analyze, as we
will cover in more detail shortly. However, it is incredibly important as a
foundation for this project. Our analysis of tilings with variable tile size is
essentially an extension of projects made possible by Omega’s handling of
affine constraints (such as tilings with fixed size).

Another tool for analyzing constraints and generating code is the Integer
Set Counting Calculator, or ISCC.[5] ISCC is an interactive tool which pro-
vides an interface to a few other tools - ISL (a library for integer sets and
relations), CLooG (a code generation library), and barvinok (for counting).

ISCC uses a simple syntax and supports operations on integers, sets,
lists, relations, and quasipolynomials, which can be constants or variables.
Sets must contain tuples of integers, which can have constraints built from
arithmetic, comparisons, quantifiers, and boolean operations. These con-
straints must be affine or quasi-affine - multiplication of variables is allowed
in quasipolynomials as their own objects, but not in constraints.

ISCC can be used to automatically generate diamond tilings with a fixed

13



S := [n,m] -> {[i,j] -> [k1,k2,i,j] :

exists r1, r2 : 0 <= r1 and r1 < 10 and

0 <= r2 and r2 < 10 and 10*k1 + r1 = i+j and

10*k2 + r2 = i-j and 0 <= i < n and 0 <= j < m};

Figure 5: An ISCC relation for 2-dimensional diamond tiling with τ = 10
and hyperplane normals (1, 1) and (1,−1), derived from Bertolacci et. al. [2]

Figure 6: Running order of the diamond tiling iterator generated by ISCC
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tile size, removing the question of programmer error in those simple cases.
Figure 5 shows the iteration space transformation corresponding to a dia-
mond tiling with tile size 10, and Figure 6 shows the execution order of
the automatically-generated diamond tiling iterator based on the relation of
Figure 5. However, ISCC cannot generate diamond tiling with a variable
tile size τ , as allowing the tile size to vary makes the scattering function
non-affine. The formula involves a division by τ , which is not possible even
with quasipolynomials; division can be avoided by using multiplication and
existentially quantified remainders, but this requires moving from a function
output to constraints on a set, and constraints cannot include multiplication.
As such, ISCC is useful for tiling with parametrized τ only if we can verify
correctness using a small number of queries with defined τ values.

7 Research

As we described earlier, iterators can be easily analyzed with existing tools as
long as their transformations of the iteration space are affine, but symbolic
tilings are an important case of non-affine transformations. Our research
therefore focused on checking the validity of tilings with symbolic tile sizes.
We first proposed two ways to potentially check the validity of identifying a
tiling; when examining how they could be put into practice, we realized we
needed to be able to verify that a particular iterator corresponded to a tiled
loop. This became the focus of our subsequent work, which was ultimately
unsuccessful.

The first approach we considered for checking the validity of an iterator
was analyzing how variations of the tile size τ can alter the validity of a a
tiling. For instance, any tiling with a tile size of 1 will be correct, even if the
hyperplanes are completely misaligned with the dependences, but larger τ can
reveal the misalignment by producing dependence violations. I conjectured
that, for any supernode tiling defined by hyperplanes with fixed normals but
letting τ vary, a dependence violation with tile size τ0 implies that dependence
violations will exist for all τ > τ0. The corollary of this conjecture is that
a given τ being legal means that all smaller τ are legal. If true, this would
mean that we can verify the correctness of a tiling by simply checking a
τ larger than any that would ever be useful in practice (perhaps based on
the available RAM), which could be done with ISCC. We would need to
figure out from the code which variable is τ , which is a nontrivial task. The
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obvious approach would be to check which variable is used in division (for the
iterators specifying which tile is being used) and modulus (for the within-tile
iterators).

Another, potentially even more promising, possibility was checking the
alignment of hyperplanes with dependences. [3] proved that, given a depen-

dence cone generator R and a hyperplane ~h, if ~hT Ṙ ≥ ~0, then that hyperplane
is valid - a partition based on that hyperplane does not break the dependence
constraints. A set of valid hyperplanes will therefore partition the iteration
space without violating dependences, so we can check that HTR ≥ 0 (where
H is the matrix of hyperplane normals, and 0 represents a matrix of all 0s).
By checking the hyperplanes in a particular tiling we can easily determine
whether it is correct. For instance, in Figure 1, the dependence vectors are
(1, 1), (1, 0), and (1,−1), so the validity of the hyperplanes is:[

1 1
1 −1

] [
1 1 1
1 0 −1

]
≥

[
0 0 0
0 0 0

]
[
2 1 0
0 1 2

]
≥

[
0 0 0
0 0 0

]
This is clearly true, so a tiling with hyperplanes (1, 1) and (1,−1) is valid
for the code from Figure 1, meaning that we can use the ISCC-generated
iterator from Figure 6.

The difficulty of this approach is that we do not have access to the hy-
perplanes by default, unlike the parameters. The project in this case would
not simply be to identify them, but rather to fully reconstruct them based
on the code. This would require careful examination of the possible ways to
specify hyperplanes in iterators, to be sure that the methods would work on
as wide a range of implementations as possible.

In order to apply either of these methods, however, we needed first of
all to be able to verify whether a piece of code is a tiling. If we could
determine that a loop nest is tiled, we would likely already have information
such as the tile size, hyperplanes, and so on which would allow us to check
the dependences. If we do not have this information, we would be able to
apply further pattern-matching to obtain it.

The preliminary work on this was loop matching and analysis within a
compiler for the Tiger language. I created this compiler in 2018 for CMSC
350, so it was a useful starting point as I was familiar with its layout and
the nature of the abstract syntax trees (ASTs) which it produces. At this
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preliminary stage, we chose to abandon generality in favor of writing code
which was successfully able to match a very specific form of tiling and to
create an un-tiled AST which traverses the same iteration space.

In our specialized pattern-matcher, we assume that tiling takes the form
of nested loops containing, in the central body, a call to the ”yield” function.
For testing purposes, we simply have yield print out the parameters with
which it was called, but it is intended as a parallel to Chapel’s iterators. In
iterators, ”yield” is not a function, but a keyword similar to the traditional
”return” except that it saves the state of the iterator for the next call. Since
my compiler does not support iterators or the yield statement natively, we
use a function call as an approximation.

We furthermore assume that, for a symbolic upper bound n and a sym-
bolic tile size τ (whose variable names are unknown), a tiled loop pair consists
of an outer loop going from 0 to n/τ , and an inner loop going from 0 to τ .
The call to yield, therefore, must include one parameter of the form i ∗ τ + j,
where i is the loop variable of the outer loop, and j the loop variable of the
inner loop. Note that this is only one way to tile a loop, as there are other
ways to handle tiling - for instance, it is possible to make the bounds of the
inner loop dependent on the outer loop variable, in which case the call to
yield requires only j. Furthermore, these assumptions implicitly specify rect-
angular tiling, rather than diamond tiling. These assumptions were adopted
for the sake of ease of coding, rather than immediate generality of results -
the goal was to gain experience.

Under these assumptions, we made the compiler capable of matching tiled
loops and transforming them into their un-tiled equivalents. This works with
an arbitrary number of nested tiled loops. Un-tiling loops can be useful be-
cause, in certain implementations of tiling, it shows the skew of the iteration
space, which is equivalent to the hyperplanes in diamond tiling and can be
used to verify dependences in these cases.

We had intended to do more general work using Loop Tactics, a frame-
work for pattern-matching and transforming loops, developed by Lorenzo
Chelini, Oleksandr Zinenko, Tobias Grosser, and Henk Corporaal. Loop
Tactics is based on isl schedule trees, which are a flexible way of repre-
senting the order in which to traverse an iteration space. Schedule trees
combine multiple loops into bands, and express the bounds separately from
the bands. It seemed like an ideal tool for analyzing iterators to determine
whether they were valid tilings. However, due to difficulties in working with
its representations, we were unable to utilize it.

17



In lieu of Loop Tactics, we hoped to classify tiled loops using more basic
pattern-matching algorithms, but in a more general way than we had previ-
ously achieved. Our experience with the highly specific pattern-matcher had
shown that it was relatively easy to extract information from a tiling if we
could recognize its form - for instance, if a loop has a variable representing
a step size, or a yield involves a multiplication by a variable, this variable
is almost certainly the tile size. One of the most important questions, then,
was how to recognize a particular loop iterator as being a tiling or not. In
the case of the specialized matcher, anything meeting the pattern would be a
tiling; however, it was not capable of recognizing tilings which did not meet
those specific criteria.

We tried several approaches to the general problem of recognizing tilings.
Our first thought was to identify all the different ways in which tiling iterators
could be specified, in terms of loops and yields. This was impractical, as
there are an extremely wide variety of possible specifications, depending on
the order in which tiles were executed and the order followed by within-tile
iteration, which made it impossible to explicitly specify all of them without
either allowing non-tilings or rejecting valid ways of creating tiling iterators,
and particularly the tilings produced by ISCC as shown in Figure 4. Another
approach we considered used the conjecture from part 7, which states that
dependence violations at small tile sizes cannot be fixed by increasing the
tile size. If we could demonstrate this conjecture, then any iterator which
violated it would not be a tiling; however, this approach was unworkable, as
the concept of tile size could not be extended to untiled loops.

We returned to the original definition of supernode partitionings, hoping
to derive actionable rules from it. Unfortunately, the definition as given by
Irigoin and Triolet [3], while rigorous, is too high-level - it can be verified
by a human checker, but is beyond the capabilities of a simple pattern-
matcher. Namely, it requires that the nodes be contiguous regions which
tile the iteration space, which is a perfectly viable definition, but because it
allows for non-affine transformtions, whether an iterator meets the definition
cannot be inferred purely from the loops and yields with the tools we had
available. Given our difficulty with specifying such a fundamental definition,
it is likely that even Loop Tactics would not have proved especially useful,
had we managed to use it.

Ultimately, the primary fruit of our research was a better understanding
of the difficulties of loop analysis. Though the problem is extremely difficult
in general due to its vagueness, we were able to create a highly specialized
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and conditional pattern-matcher which worked for certain cases of tiled loops.
This approach, though less desirable than a fully general analyzer for sym-
bolic tilings, could be extended to cover more forms of tiled loops. Though
less theoretically desirable than a general approach, it could nevertheless be
of nontrivial practical utility.
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