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Abstract

My thesis focuses on strategies to analyze fairness in information spread in social
networks. Building off the field of influence maximization, I examine how the spread
of information in a social network advantages some individuals over others. I review
how others have handled fairness analysis in influence maximization and propose
information access clustering as a new method to examine fairness. I formalize
information access disparity by clustering individuals in social networks into groups
based on their level of information access. I then show that these information access
clusters correlate to existing measures of information access, using a coauthorship
dataset as an example. I also explore variations on the information access clustering
algorithm.
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1Introduction

My thesis focuses on the problem of analyzing fairness in information spread on a
social network, with the goal of designing interventions in networks that can increase
fairness. Generally, this looks like modeling a social network as a graph where certain
vertices start out with information that we would like to spread to the rest of the
network. This graph could be thought of as a professional network like LinkedIn, in
which case the information being spread might be a job posting. To spread news of a
particular job opening, a recruiter might reach out to key individuals in the network
and ask them to apply. The recruiter has limited time and resources to contact these
individuals, and so they would hope to speak to the individuals who are most likely
to spread information about the job opening to the rest of the network. Choosing
those individuals in order to maximize the information spread in the network can
also be thought of as trying to influence the network as much as possible on a limited
budget of initial vertices. Therefore, the problem of choosing the initial individuals
to contact is known as influence maximization.

I will continue to use the LinkedIn network example throughout my discussion.
Formally, the LinkedIn network is the network in which each profile on the social
media site LinkedIn is a vertex, and each edge represents a connection between two
profiles. A recruiter can choose a set number k of “seed vertices” in the network.
These vertices are profiles of people who will directly receive information about the
job posting. These chosen individuals then spread information about the job posting
to their network through re-posting it, or through messaging their connections.

There is already a large body of literature on how to approach the problem of
influence maximization. The focus of my research is then how to choose seed nodes
to ensure a fair spread of knowledge, rather than just a maximal one. This is an
important topic, since information access within a network can be thought of as
a formalization of social capital. In the LinkedIn example, the amount of social
capital a person has can have a direct impact on whether they hear about top jobs
and therefore on their economic well-being. Optimizing information spread is only
desirable if the information spreads equitably. Therefore, I propose an algorithm for
considering the fairness of a network structure.
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Previous work related to this problem comes from many different backgrounds,
including social science analyses of social networks and of fairness (as in Granovetter
1977) and the problem of influence maximization on a network (as in Kempe et al.
2003).

The specific field of fairness in influence maximization is fairly new. The previous
work from this field is primarily limited to four papers: “Group-Fairness in Influence
Maximization” (Tsang et al. 2019), “Fairness in Social Influence Maximization” (Sto-
ica and Chaintreau 2019), “On the Fairness of Time-Critical Influence Maximization
in Social Networks (Ali et al. 2019), and “Gaps in Information Access in Social Net-
works” (Fish et al. 2019). The first three of these papers consider fairness between
social groups within the networks. They define these groups based off of protected
classes (such as race and gender) and then develop metrics and algorithms to ensure
roughly equal amounts of information reach each group, while still optimizing influ-
ence maximization. The final paper, “Gaps in Information Access in Social Networks”
focuses on fairness between individuals, rather than groups. They define a welfare
function for each node in the network representing how likely that node is to receive
information, and then work on the problem of making sure all individuals in the
network have similar levels of welfare.

My research builds on these papers by introducing a new way to think about fairness
in influence maximization. Instead of focusing either on fairness between existing
demographic groups or between all individuals in the network, I work on defining
groups in the network based on information access. Individuals are grouped into
clusters with others who have similar levels of social capital as them. I propose
a method for this clustering, as well as empirical evidence that it is correlated to
degrees of influence and centrality in the network. Formalizing these information
access groups will lay the groundwork for developing ways to move individuals into
higher information access groups, or to decrease the differences between groups
entirely.

Using the LinkedIn example, this work might look like creating clusters where one
cluster contains all the interns at a company, and another cluster contains all the
managers. The hope is that this will capture something that is not inherently obvious
in the graph structure. In a large company, interns may be more likely to be directly
connected on LinkedIn with their managers than with each other. However, if we
can capture a notion of their access to information, then we can identify them as
needing attention. These information access clusters could then serve as the basis
for a strategic mentorship program or a similar intervention that might improve the
information access of interns at the company.
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2Literature Review

2.1 A Note on Notation

Going forward, I will refer to social networks as graphs G = (V,E), where V is the
set of vertices in the graph and E is the set of edges. (Note also that I use the words
vertex and node interchangeably.) Each vertex v ∈ V represents a person, and each
edge e = (vi, vj) ∈ E between vertices vi and vj represents some form of social
connection between person i and person j. Depending on specific social networks this
connection may have different precise meanings. In the LinkedIn network example
an edge would represent a direct connection between the two people on LinkedIn.
However, in general social networks these connections may be less formally defined.
Edges in a social network may or may not be directed. For example, edges in the
social network mapped by Facebook are not directed (friendships are always mutual),
while edges in the social network mapped by Twitter are directed (followership is
not always mutual). All of the models I discuss in this section work regardless of
whether the graph is directed.

In addition to these general network terms, I will discuss seed sets. In the study
of influence maximization a seed set is the set of vertices that are initialized with
information. This set is referred to as S, where S ⊆ V . The optimal seed set for a
particular optimization problem is referred to as S∗.

2.2 Modeling Information Spread in Social
Networks

Analyzing fairness in social network structure is a subfield of analyzing the spread
of information in social networks. This field originated in the social sciences, but
has bridged over to Computer Science in the past few decades. The initial models
that allowed Computer Scientists to begin work on the social science question of
how to maximize information flow were established by Domingos and Richardson in
their papers “Mining the Network Value of Customers” (Domingos and Richardson
2001) and “Mining Knowledge-Sharing Sites for Viral Marketing” (Richardson and
Domingos 2002).
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In these papers, the authors propose that targeted marketing should consider network
effects in choosing customers to market to. They show that by taking into account
the additional profit a person will generate by telling their friends about a product,
marketing teams can make better decisions about who to offer discounts to or who to
show ads. This idea is fundamental both to our modern marketing model and to the
formalization of the field of influence maximization. It leads to the question at the
center of the field: given a limited budget of people with whom to seed information,
how should someone trying to maximize information spread choose these initial
people? In other words, which nodes in a social network should be "seed" nodes?
Going forward, I will refer to algorithms that attempt to answer this question as
seeding strategies.

Most of the Computer Science work that has stemmed out of this question is based
on the paper from Kempe et al., "Maximizing the Spread of Influence Through a
Social Network" (Kempe et al. 2003). The models and algorithms proposed in this
paper serve as a jumping off point for understanding existing approaches to thinking
about influence maximization.

2.2.1 Maximizing the Spread of Influence through a Social
Network (Kempe et al. 2003)

This paper is fundamental in the study of influence maximization. The authors begin
with the model established by Domingos and Richardson (Domingos and Richardson
2001). Since this model was developed for marketers, it considers the information
being spread through the network to be a product that individuals can either buy or
not buy. This example is useful for thinking about influence maximization, because
it allows vertices to be declared either “activated” or “not activated” depending on
whether they have bought the product. However, this same model can apply to other
domains, such as the job posting domain represented by LinkedIn. In this case, being
“active” can be defined in a number of ways, but generally means a person has been
influenced enough by their network to process the information being spread.

However, assuming the marketing domain for the moment, the Domingos-Richardson
model lays out a network G = (V,E) and a joint distribution over the whole
network that any node will be activated given a graph structure, a chosen seed
set, a product, and a dataset of past purchasing decisions. This is a very general
model. Unfortunately, finding an optimal seed set within this model is NP-Hard. Due
to this, Kempe et al. begin their paper by laying out operational models that are
less challenging to approach. These models focus on how information spreads in a
network rather than defining an overall probability distribution for all the vertices in
the network.

2.2 Modeling Information Spread in Social Networks 5



The two primary models the authors lay out are the Linear Threshold Model and the
Independent Cascade Model. Both approaches rely on the same idea from Domingos
and Richardson that a vertex v in a social network G = (V, E) is active if it has
“adopted” the information being spread and inactive if it has not.

The Linear Threshold Model sets a threshold θv in [0, 1] for each vertex v. Each edge e
between a vertex v and a neighbor w has a weight bv,w. The model starts with a seed
set S of activated vertices. Then, in each time step t vertices become active if the
sum of the weights of the neighbors who were active in time t - 1 is greater than or
equal to their threshold. In other words, a vertex v becomes active if:

∑
w active neighbor of v

bv,w ≥ θv.

Once a vertex is active it remains active for the rest of the simulation. The thresholds
in this model represent the idea that different individuals have different tendencies
to adopt innovations or buy products. The edge weights represent the different
levels of influence that some relationships have compared to others.

The other operational model that Kempe et al. outline is the Independent Cascade
Model. This model sets a probability α that an active vertex v will activate its neighbor
w. In theory these probabilities could be different for different edges. However, in
practice they are almost always standardized across the network. Once v is activated
in time step t it has one opportunity to activate w, and it succeeds with probability α.
If it succeeds, w will be active in time step t + 1. After that point v will no longer
attempt to activate any neighbors.

The Independent Cascade Model is the most common model in the literature. The
following figures show a run of the model over two steps on a small bidirectional
graph. This “star” graph is useful for examining information flow, because the
center node is clearly the most influential. At the initialization of this simulation,
the center node is the only node activated. The α value is 0.4 for all edges. Blue
nodes are activated, while grey nodes are not. In the first step, four out of the nine
neighbors of the activated node become activated themselves. This illustrates the
probabilistic nature of the model - roughly 40% of the center node’s attempts to
activate its neighbors succeed. In Step 2, the center node does not have another
chance to activate its neighbors. Therefore, only the original four neighbors who
were activated in Step 1 are active in Step 2. However, one node in the outermost
ring is also active in this step. This shows that one out of the four newly active nodes
succeeded in its attempt to activate its inactive neighbors.

2.2 Modeling Information Spread in Social Networks 6



Fig. 2.1: Initialization Fig. 2.2: Step 1 Fig. 2.3: Step 2

Using the Independent Cascade Model and the Linear Threshold Model, Kempe et al.
address the primary problem of influence maximization. As I outlined earlier, influ-
ence maximization is the optimization problem that seeks to maximize information
spread in a network by choosing the best set S of k seed vertices. Let σ(S) represent
the expected number of activated vertices at the end of either the Linear Threshold
process or the Independent Cascade process. Then, for a parameter k, the influence
maximization problem is to maximize the utility function f, where:

f(S,G) = σ(S)

with |S| = k.

The authors then show that a hill-climbing algorithm can obtain results within 63%
of optimal on the influence maximization problem for both the Linear Threshold Model
and the Independent Cascade Model. The hill-climbing algorithm they describe is the
greedy algorithm within the model: starting with an empty set of seed nodes, they
add the node that will maximize the expected number of activated nodes in the next
step. This progresses until they reach k seed nodes, where k is a parameter of the
algorithm. The authors also note that this algorithm is guaranteed to result in a
solution that is at least 63% of optimal even if you provide varying weights to the
importance of activating certain nodes.

The 63% performance guarantee comes from previously proven results. The func-
tion σ(S) is submodular, meaning that adding additional seeds to the seed set has
diminishing returns. It is also monotonic, since adding a seed creates more infor-
mation in the network and so can never decrease the expected number of nodes
that will be activated. Finally, σ(S) takes only non-negative values since there will
never be fewer than zero nodes activated. Together, these properties mean that a
greedy hill-climbing algorithm can approximate the optimal value of σ(S) to within( 1

1− e

)
· σ(S∗), or 63% of optimal. This guarantee for submodular problems comes

from (Cornuejols et al. 1977).

In addition to proving these theoretical guarantees, Kempe et al. performed analysis
on a collaboration network built from coauthorship in physics publications, noting
that collaboration networks hold many of the same properties of more general social
networks. These experiments showed that the hill-climbing algorithm outperforms
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traditional structurally-based methods on the influence maximization problem. This
is the most important conclusion of the paper, since before this point social scientists
were usually choosing seed vertices based off of metrics such as degree and central-
ity. The conclusion that the greedy algorithm could far outstrip these approaches
established it as a standard in the influence maximization literature.

Finally, the authors lay out two general models of information spread that combine
the underlying structures of the Linear Threshold Model and the Independent Cas-
cade Model. However, on these models the approximation guarantees do not hold.
Therefore, this paper outlines three categories of models of influence spread:

1. Models under which an optimal solution can be found. They cite another paper
by Domingos and Richardson which lays out a linear model of influence spread
for which this is the case (Richardson and Domingos 2002).

2. Models under which finding an optimal solution is NP-hard, but approximations
can be bounded to be at least 63% of optimal.

3. Models for which finding a good approximation of the optimal solution is
NP-hard.

They further extend their analysis to show that their conclusions hold for models
where nodes can deactivate after becoming active, and that similar approximation
guarantees hold for networks where interventions come in the form of making a
node’s probability of being activated higher rather than in the form of choosing seed
nodes that are guaranteed to be active.

The most important aspects of this paper for my current study on fairness in influence
maximization are the analyses of various models of information spread and the
outline of the hill-climbing algorithm. These results indicate I should use a model
that falls under the second category above, so that the model has approximation
guarantees while still being sufficiently general. I will use the Independent Cascade
Model since it is the most widely used in the literature.

2.3 Fairness in Information Spread

The previous works focused solely on influence maximization in a social network.
However, recent works have begun to ask how a seeding strategy in a network
should be chosen to maximize fairness, rather than simply the number of activated
vertices. Different papers disagree on formal definitions of fairness in this context,
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but it can generally be thought of as the concept that information should spread
throughout the network in an equitable way.

One of the fundamental sociology papers in social network theory backs up the
importance of these considerations. Granovetter’s paper, "The Strength of Weak
Ties," established the importance of considering edges representing “weaker” rela-
tionships in analyzing how information spreads through a network (Granovetter
1977). Specifically, Granovetter argued that weak edges between nodes are more
likely to be the only connection between different cliques in the network. This
means that these edges are particularly important for disseminating information.
This conclusion motivates the analysis of overall network structure in considering
issues of fairness. In choosing seed vertices, it is important to think about the limits
of information flow between communities and about prioritizing vertices with weak
ties. These considerations might not come out in an influence maximization study,
but can be considered in studies of fairness.

In particular, this view of fairness is explored in both "Fairness in Social Influence
Maximization" (Stoica and Chaintreau 2019) and "Group Fairness in Influence
Maximization" (Tsang et al. 2019). These papers consider fairness between existing
social groups with marginalized identities. Another paper, "On the Fairness of
Time-Critical Influence Maximization in Social Networks," extends the analysis of
group fairness to domains where the utility of receiving the information expires
after a certain amount of time. This is an important fairness consideration, since
early adoption of information caries many benefits. This is particularly salient in
the LinkedIn example, where the information is a job posting. Being informed of
a job opening after it has been filled or the application has closed has no utility.
Therefore, it is vital to ensure protected groups not only receive information but
receive information quickly.

Another approach to fairness is to think about the welfare of individual nodes in
the network, rather than group fairness. Fish et al. explore this idea in "Gaps in
Information Access in Social Networks" (Fish et al. 2019). My research bridges the
group fairness and individual fairness approaches by creating a new way to view
disadvantaged groups in the network as disadvantaged by their network position,
rather than looking at how externally marginalized groups fair in the network. To
contextualize this work, I now review the existing approaches to network fairness.

2.3 Fairness in Information Spread 9



2.3.1 Gaps in Information Access in Social Networks (Fish
et al. 2019)

This paper addresses the problem of maximizing influence spread in a social network
while also showing concern for decreasing inequality in information access within
the network. Fish et al. focus on welfare for individuals in the network as a basis to
build a notion of fairness. This is well motivated by the LinkedIn network example.
While highly connected individuals in the network might be likely to get information
about a job opening through LinkedIn, less well connected individuals are less likely
to. These individuals may not benefit from the increases in information spread that
stem from influence maximization algorithms. Therefore, to ensure that influence
maximization benefits all members of a network, Fish et al. develop metrics to
compare the disparate welfare of individuals in a network after an intervention.

To formalize this analysis, the authors define the idea of a social welfare function.
Under their definition, a welfare function is a function µ that maps from the set
of probabilities that each node is activated given a particular starting seed set to a
rating of how effective that seed set is at spreading information.

Fish et al. then show that under most definitions of welfare it is possible for the
information rich to get richer under certain “fair” interventions. In this context, the
rich getting richer means that nodes that already have a lot of information access
under an existing set of seed nodes get even more information access when more
seed nodes are added, while the nodes that started out with little information access
do not gain more. Formally:

Definition 1 (Rich Get Richer (Fish et al. 2019)). In a graph G with initial seeds S
under a welfare function µ, we say that the rich get richer if there is a (non-trivial)
partition V, V’ where the optimal intervention S∗ satisfies

µ(S∗, V ′)− µ(S∗, V ) > µ(S, V ′)− µ(S, V ) > 0.

Since the rich getting richer is possible under most definitions of welfare, Fish et
al. propose a more specific axiom for welfare functions to strive for. The proposed
axiom is that a welfare function should be balanced. At a high level the intuition for
this axiom is that no intervention should perform well under a welfare function if
the intervention allows particularly bad cases of the rich getting richer. The technical
definition follows:

Definition 2 (k-imbalance (Fish et al. 2019)). A welfare function µ is k-imbalanced
if there exists a graph G with initial seed set S and partition of the vertices V and

2.3 Fairness in Information Spread 10



V’ where the optimal intervention S* and optimal intervention for SV under the
addition of no more than k seeds satisfies the following:

1. µ(S,V) < µ(SV ,V) (There is a set of seeds to add that improves the access of
V.)

2. µ(SV ,V) ≤ µ(S,V’) (Not only does V’ start off with more access than V, but V’
starts off with more access than V can possibly achieve.)

3. µ(S*, V’) > µ(S, V’) (The access of V’ improves.)

4. µ(S*, V) ≤ µ(S, V) (The access of V does not improve.)

In other words, a welfare function is imbalanced if:
µ(S*, V) ≤ µ(S,V) < µ(SV ,V) ≤ µ(S, V’) < µ(S*, V).

The authors go on to propose the new welfare function µ−∞ that is k-balanced. This
is defined as:

Definition 3 (µ−∞ (Fish et al. 2019)). µ−∞(S,V) = minv∈V pv
where pv is the probability vertex v will become activated.

The authors also refer to this welfare function as maximin, because an intervention
improves under it by maximizing the minimum probability of any node becoming
activated. This is an intuitive notion of welfare because it means that seeding strate-
gies must improve the information access of the least well-connected individuals in
the network. In other words, a recruiter on LinkedIn should choose seed nodes such
that the most vulnerable members of the network will become more likely to receive
information about the job posting.

In addition to the intuitive explanation of maximin, the authors provide a proof that
the maximin welfare function is k-balanced. They then prove that even reasonably
approximating the optimal intervention under maximin is NP-hard. Instead, the
authors propose several heuristics which perform well in experiments. These are:
Greedy, Myopic, Naive Myopic, and Gonzalez (which picks seed nodes that are far
away from each other in the graph). All of these algorithms have poor worst case
behavior, but are shown to perform well in practice.

All of these heuristics other than Gonzalez stem out of the greedy algorithm. In
this context, the greedy algorithm is the algorithm that adds the vertex which
maximizes the maximin welfare function in each iteration. This vertex is determined
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by estimating the probability pv of each vertex receiving the information after each
iteration. This estimated probability is determined by running an independent
cascade simulation a set number of times, and then returning the proportion of those
times that each vertex was activated.

Of the proposed heuristics, Myopic and Naive Myopic performed best in practice.
The Myopic algorithm is essentially the same as the greedy algorithm on the maximin
welfare function. The only difference is that instead of re-evaluating the objective
function with each iteration, Myopic just chooses the vertex with the currently lowest
probability of receiving information to be the new seed vertex in each round. This is
far faster than the greedy algorithm and performs well in experiments.

Algorithm 1 Myopic (Fish et al. 2019)
Input: Graph G, initial seed set S, number of seeds to add k
k′ ← k

if |S| = 0 then
Initialize S as the vertex with the highest degree
k’ ← k− 1

for k’ iterations do
prob← ProbEst(G,S)
v ← argminiprob[i]
add v to S

return S

An even faster approach is Naive Myopic. This is a simplification of Myopic in which
the k vertices with the smallest probability of receiving information to start out with
become the seed nodes. This is laid out here:

Algorithm 2 Naive Myopic (Fish et al. 2019)
Input: Graph G, initial seed set S, number of seeds to add k
k′ ← k

if |S| = 0 then
Initialize S as the vertex with the highest degree
k’ ← k− 1

prob← ProbEst(G,S)
Add to S the k’ vertices i /∈ S with smallest probability prob[i]
return S

Both of these algorithms rely on an estimation of the probability of every node
becoming activated starting with seed set S. In real examples calculating this proba-
bility is prohibitively slow. Instead, the authors simulate the Independent Cascade
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Model (as laid out by (Kempe et al. 2003)) a fixed number of times and use the
percentage of time that a node was activated under the simulation as its probability
of becoming activated. I use this same strategy for estimating probabilities in my
own work.

Algorithm 3 ProbEst (Monte Carlo probability estimation) (Fish et al. 2019)
Input: Graph G, seed set S
Parameters: α, Number of simulation rounds R
Initialize hits[i]← 0 for each i a vertex of G
for R iterations do

for all i ∈ S do
hits[i] + +

activeQueue← S

while activeQueue non-empty do
Dequeue i from activeQueue
for all neighbors j of i do

transmit← True with probability α, else False
if j has not been in activeQueue and transmit then

hits[j]++
Enqueue j to activeQueue

prob[i]← hits[i]/R
return prob

Overall, this paper acts as a prelude to our current study on fairness in information
access in social networks. It lays out several of the existing models for assessing
welfare, as well as establishing the goal of balance in a fair intervention. Going
forward, we should ensure that any new clustering we do on nodes in a network
does not result in an imbalanced definition of fairness.

2.3.2 Group-Fairness in Influence Maximization (Tsang et al.
2019)

This paper has some overlap with (Fish et al. 2019) but focuses on fairness between
demographic groups in the data rather than on welfare for individuals. The authors
do, however, use a similar maximin objective function, though applied to groups
rather than individuals within the network. They propose algorithms to work on
improving fairness across groups, yet also show that factoring in fairness can decrease
information spread overall with unbounded impact.

2.3 Fairness in Information Spread 13



This paper uses the same basic model of influence maximization on the Independent
Cascade Model as Kempe et al. 2003 and Fish et al. 2019. However, they add a few
key concepts. First, this paper introduces the concept of groups within a network,
such that a node can identify with particular groups. Each group Ci is a non-empty
subset of V. These groups represent demographic groups that might be important
in considering fairness, such as race and gender. As such, a vertex must identify
with at least one group, and can identify with more than one group (to allow for
considerations of intersectionality).

This paper also introduces notation for the influence of a set of vertices S⊆ V as IG(S).
Influence is defined as the expected number of vertices that will be activated when S
is the seed set. The authors expand this notation to include IG,Ci(S), meaning the
expected number of nodes from verticesCi (a.k.a vertices in a particular demographic
group, such as women) that will be activated when S is the seed set.

Using this framework, the authors define two methods for understanding group
fairness in information spread. The first is maximin. While this metric is similar
to the one presented by (Fish et al. 2019), it is adjusted to maximize information
spread to groups rather than individuals. The authors argue that the amount of
information reaching a group should be proportional to the size of the group. Taking
this into consideration, this paper proposes the following metric:

UMaximin(S) = min
i

IG,Ci(S)
(|Ci|)

The authors then propose the metric IMaximin
G as the expected number of nodes

activated when maximin is optimized. Formally:

IMaximin
G = IG(B) where B = argmaxS⊆V,|A|=kU

Maximin(S)

The metric IMaximin
G provides a way to measure the spread of influence after con-

straining for disparate impact (the legal concept that interventions must provide
equal benefit to all groups). However, the authors of this paper point out that the
metric of disparate impact (and by extension maximin) may not be appropriate in
a network setting, where different groups have different degrees of connectedness.
The same amount of intervention (meaning the same number of seed nodes) will re-
sult in far more activations in a well connected group. To account for this difference,
the paper proposes an alternative definition of fairness in the information spread
setting.
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The authors call this definition group rational influence. Group rational influence
revolves around diversity constraints. Specifically, the authors propose a constraint
that, given a number of seed nodes proportional to the size of their group, a group
should not be able to perform better than the universal intervention by allocating
their seed nodes internally. In other words, if a particular community within the
network were allotted a certain number of seed vertices and allowed to choose their
own seed set, it should not be possible for them to perform better than they perform
under the seeding strategy of the whole network. This goal results in the following
utility function for selecting a set S of seed nodes:

URational(S) =

IG(S) IG,Ci(S)≥ IG[Ci](ki), ∀i.

0 otherwise

where IG[Ci](ki) is the number of nodes a group Ci could expect to activate in the
subgraph induced from G by the nodes Ci with k seeds (where k is the percentage of
the total seed nodes that is proportional to the number of nodes in Ci).

After defining these two notions of fairness (maximin and group rational influence)
the authors show that these functions are not submodular, and therefore cannot
be optimized greedily. Instead, they reduce both optimization problems to the
multiobjective submodular optimization problem, which is already present in the
literature. They then propose a new algorithm for approximating a solution to this
problem. This algorithm delves into complex calculations related to the multiobjective
submodular optimization problem, but the takeaway from it is that they can ultimately

find a (1 − 1
e

)-approximation of the optimal result for either notion of fairness in
most cases.

Finally, this paper examines the effect when applying these metrics to a real-world
data set based on spreading information about HIV prevention to a social network
of homeless youths. The main takeaway from these experiments was that a standard
greedy algorithm for maximizing information spread (as used in (Kempe et al.
2003)) does not perform well on the proposed fairness metrics, but that the paper’s
algorithm for the multiobjective submodular optimization problem performs well on
both fairness metrics and influence maximization.

The primary contributions of this paper for my research are the definitions of fairness.
I work to classify a new type of group based on access to information under existing
seeding strategies, with the ultimate goal of devising interventions that can decrease
the differences between these groups. Therefore, it is helpful to have the background
from this paper of strategies for defining group fairness in an information access
setting.
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2.3.3 Fairness in Social Influence Maximization (Stoica and
Chaintreau 2019)

This paper analyzes the effects on fairness of considering vertex features in selecting
a seeding strategy. This is an extension of the general division in algorithmic fairness
literature over whether feature-blindness or feature-awareness ultimately maximizes
fairness. Stoica and Chaintreau conclude that a feature-aware approach to seeding
is more fair.

To make this argument, the authors define two notions of fairness in information
spread. The first is fairness for early-adopters. This notion states that there must be
an equal proportion of all communities present in the seed set, S. The second fairness
notion is fairness in outreach. This notion states that the cascade of information must
reach each community in a calibrated way, meaning that the expected proportion
of activated nodes across communities must be the same. Essentially, this means
that the influence maximization problem, as laid out by Kempe et al., should be
optimized equally across groups (Kempe et al. 2003).

The authors go on to analyze the fairness of different algorithms empirically using
a dataset of Instagram users. They transform this dataset into a network by con-
necting users who have interacted through likes or comments, and then compare
the expected proportion of activated female users to the expected proportion of
activated male users after various seeding strategies. Specifically, they compare
the greedy algorithm (as described in Kempe et al. 2003) to choosing a seed based
on vertex degree. They show that the greedy algorithm tends to have more fair
results, since men tend to have a higher degree than women in the dataset. Since
(Kempe et al. 2003) already showed that the greedy algorithm is better than a
degree-based seeding strategy for maximizing information spread, this result implies
that "strategic" seeding (meaning not based on degree) is beneficial both for fairness
and accuracy.

The authors then analyze how different seeding strategies perform on a network
constructed with a preferential attachment model. This model divides vertices into
disjoint communities and then connects them automatically if they are in the same
community, and with some probability p if they are from different communities. The
authors show that on this model, a pure degree-based seeding strategy is very unfair.
The degree seeding strategy they choose is to define a threshold and then choose any
vertex with degree above that threshold as a seed. This heavily favors the community
with higher degree (which is men, in the Instagram example). The authors then
propose an alternative algorithm of setting different thresholds for different groups.
In the Instagram example, this means that the degree that it takes to become a seed
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for women is lower than the degree it takes to become a seed for men. The authors
show that if these thresholds are chosen correctly, they can maintain a high level of
influence while also increasing fairness.

Overall, the main takeaway from this paper is that it is useful to consider protected
features in choosing a seeding strategy because it can have a large impact on fairness
without significantly hurting influence maximization.

2.3.4 On the Fairness of Time-Critical Influence Maximization
in Social Networks (Ali et al. 2019)

This paper addresses similar issues of group fairness as the previous papers. However,
it also considers the differing impact of nodes receiving information at different
times in the information cascade. They propose several examples where differences
in when an individual receives information has a large impact on the utility of
the information. One such example is that of a job posting, where receiving the
information too late significantly decreases an applicant’s likelihood of getting the
job. This example illustrates how algorithms that cause disadvantaged groups to get
information late in the information cascade can perpetuate systems of inequality.

This paper uses the independent cascade model laid out in my discussion of (Kempe
et al. 2003) to model influence maximization. They extend the model by defining a
threshold time, τ , after which nodes do not receive utility from becoming activated.
The threshold time is defined in terms of the number of iterations of the independent
cascade model that have been executed. This mimics the idea of an application
deadline from a job posting, or the expiration of an advertised coupon. They then
define the utility on a set of target nodes Y with seed set S as:

fτ (S;Y,G) = E[Σv∈Y,tv≥0I(tv ≤ τ)]

The authors use this definition to define two optimization problems to maximize this
value. Both are based on the notion of time-critical influence maximization, which
they refer to as TCIM. The first is TCIM-Budget, where the goal is to maximize the
above value given a set number of seed nodes. This matches the problem I’ve been
referring to as finding a seeding strategy, in that algorithms can only decide how
seeds are allocated but not how many seeds to choose. The authors also propose
the problem of minimization under coverage constraint, which they refer to as TCIM-
Cover. In this problem, there is a set quota Q ∈ [0, 1] that represents the proportion
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of nodes which must ultimately be activated in expectation. In this case, the goal is
to find the minimal number of seed nodes to accomplish this.

Both of these optimization problems are NP-hard. However, the authors explain that
the same greedy heuristic used by (Kempe et al. 2003) is still 63% of optimal on
the TCIM-Budget problem. Additionally, the same greedy algorithm adjusted to stop
when the quota is reached rather than the budget of seed nodes will return a seed
set of size ln(1 + |V |) · |S∗| (where V is the number of nodes and S* is the optimal
seed set). Therefore, the greedy algorithm has good approximation guarantees on
both TCIM-Budget and TCIM-Cover.

The paper uses these model formulations and the greedy algorithm to analyze
fairness between groups in a network. They divide networks into disjoint groups to
represent features such as race or class. They then assess the fairness of a seeding
strategy to be the maximum difference in utility between any two groups, where
utility is defined as above, fτ (S;Y,G), but normalized for the size of each group.

The authors go on to propose algorithms to optimize fairness while staying within
the constraints of TCIM-Budget and TCIM-Cover. First, they approach the problem
of FairTCIM-Budget. This is the problem of maximizing the total influence over the
whole population of the graph, while also ensuring that disparity between the utility
for different groups is low. They formalize this problem as:

max
S⊆V

(fτ (S;V,G)− γ ·max
i,j
| fτ (S;Vi, G)

|Vi|
− fτ (S;Vj , G)

|Vj |
|)

subject to |S| ≤ B.

However, this formulation loses the structural property of submodularity, which
makes it challenging to approach. To solve this, the authors use a substitute function
to formalize FairTCIM-Budget:

max
S⊆V

k∑
i=1

λiH(fτ (S;Vi, G))

subject to |S| ≤ B,

where H is a non-negative, monotone concave function and λi ≥ 0 are fixed scalars.

This formulation represents the same notion of balancing influence maximization
with fairness, because it rewards having high utility on all groups. The authors
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then show that in both theory and experiment, solving this version of the FairTCIM-
Budget problem results in less disparity between the utility for different groups, with
only small decreases in overall influence. In particular, they prove that the greedy
algorithm to choose seeds based on this equation results in a seed set that is 63%
of H(fτ (S∗;V,G)), where S∗ is the optimal seed set. At the same time, when using
H(z) := log(z) and the greedy algorithm in experiment, all disparity is effectively
erased. Therefore, the greedy algorithm on this formulation of FairTCIM-Budget is
an extremely effective approach for increasing fairness and maintaining influence
spread in the time constrained influence maximization problem.

The authors show similar results for TCIM-Coverage. They formulate an optimization
problem for FairTCIM-Coverage as:

min
S⊆V
|S| subject to

k∑
i=1

min
{
fτ (S;Vi, G)
|Vi|

, Q

}
≥ k ·Q

This metric demands that at least Q fraction of each group be reached by the
information cascade. This is clearly better than the general TCIM-Coverage problem,
which has no guarantees for how much influence will reach each group. Additionally,
the authors show that the greedy algorithm on the FairTCIM-Coverage problem
has the same bounds on the optimality of the seed set size as the TCIM-Coverage
problem. In practice, the number of seed nodes returned by the greedy algoritm
run on FairTCIM-Coverage is only slightly higher than the number returned on
TCIM-Coverage, while the disparity of utility between groups is far lower. Therefore,
this formulation is a very helpful way of increasing fairness in information spread
for this problem.

2.4 Clustering

Clustering in general is the problem of trying to group objects together according
to some metric of similarity. This problem arises in every space, and has diverse
applications. As a result, there are many clustering algorithms that capture different
notions of similarity.

My approach to thinking about fairness in networks is focused on clustering together
vertices based on their access to information. This strategy builds on existing
clustering methods to create a new network clustering algorithm. Therefore, I now
layout two existing clustering algorithms that are fundamental to understanding my
proposed algorithm.
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2.4.1 K -Means

My strategy for clustering vertices is to convert them into vectors in n-dimensional
space and then cluster those vectors using k-means. K-means is a standard algorithm
for clustering vectors in Euclidean space. It runs by choosing an initial set of k cluster
centers (where k is a hyperparameter indicating the number of desired clusters),
assigning each point to its nearest cluster center, and then recomputing each cluster
center as the mean of all the points in the cluster (Sergei Vassilvitskii n.d.). In
pseudocode, this looks like:

Algorithm 4 K-Means (Sergei Vassilvitskii n.d.)
Select c1, c2, ... , ck distinct points from X.
repeat

for each point xi ∈ X do
Assign xi to cluster Cj that minimizes d(xi, cj)

for each cluster Ci
set ci = 1

Ci

∑
x∈C x

until cluster centers don’t change
return C1, C2, ..., Ck

In general, this algorithm is guaranteed to converge to some solution, but not
guaranteed to converge to even an approximation of an optimal solution. However,
if the initial seed nodes are chosen correctly, in expectation it converges to a set of
clusters that is an O(logk) approximation of the optimal solution. This is still not a
guarantee, but in practice k-means with proper seed selection usually performs well.
Therefore, I will use it as part of my own clustering algorithm.

2.4.2 Spectral Clustering

Spectral clustering is the existing clustering algorithm that is most similar to the the
clustering algorithm I am proposing. Since it is also one of the most popular ways to
cluster on a graph, I will use it as a baseline to compare my clustering to. I will show
that my clustering creates a partition that is different from spectral clustering, and
which holds desirable meaning that spectral clustering does not. To put these results
in context, it’s helpful to know the basics of spectral clustering.

Essentially, spectral clustering tries to define separate connected elements within a
network. This is easy when different components are completely disconnected, but
harder when they are connected by a single bridge connection. The goal of spectral
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clustering is to cluster tightly connected components in non-trivial networks like the
one in Fig. 2.4.

Fig. 2.4: From (Fleshman 2019)

Each color in this plot represents a different cluster. Spectral clustering identifies
the four quadrants of the graph and clusters each of them separately. It does this
through the following algorithm, as explained in (Fleshman 2019) and detailed in
(Sergei Vassilvitskii n.d.).

First, construct a degree matrix D for network G. A degree matrix is a diagonal
matrix with the degree of each vertex i at position (i, i) in the matrix. Next, subtract
this matrix D from the adjacency matrix of G to generate the normal Laplacian L
of G. Identify the eigenvalues and eigenvectors of L. Sort the eigenvectors based
off the eigenvalues. Choose the first k - 1 eigenvectors with non-zero eigenvalues
(where k is the desired number of clusters) and run k-means on them. The resulting
clustering assigns labels to the vertices in the graph.

The relevant point in this algorithm for my purpose is that the essential schema
of spectral clustering is to convert a graph into vectors, cluster these vectors using
k-means, and then transfer that clustering back into the graph. This is similar to the
way I plan to perform clustering, so it will be important to compare my clustering to
spectral clustering to see where it does and does not overlap.
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3Problem and Approach

3.1 Statement of the Problem

Right now, the field of influence maximization is in the early stages of thinking
about fairness. So far, all the papers on the topic have focused on either fairness
for individuals or fairness for existing demographic groups. However, information
access in itself can be thought of as a feature of a person in a network.

The extent and prestige of a person’s personal social network influences their ability
to access jobs and other opportunities. Therefore, one concept of “social capital”
is captured in a person’s network position. Quantifying this “social capital” would
enable future fairness researchers to treat it as a protected attribute. Currently, the
literature does not provide strategies to label a person’s social capital. This makes it
difficult to take it into account when considering fairness.

3.2 Approach

I plan to think about fairness by considering information access subgroups as their
own form of protected group. If I can identify groups of nodes within the network
that have less information access then it will be possible to perform interventions
to begin remedying this inequality. Such interventions could include purposeful
creation of edges (such as by connecting individuals through a mentorship program),
or choosing a better seeding strategy. Inherently, creating these information access
groups will be a form of clustering.

However, instead of clustering directly on the graph structure I plan to cluster on
carefully constructed vectors. Each vertex will have a vector of length n. Each
entry xi in the vector of vertex j will be the probability that vertex j receives the
information in an independent cascade simulation if vertex i is the only seed. For
example, entry i in vertex i’s vector would be 1, because vertex i has probability 1 of
receiving the information if it is itself a seed. Once I have created these vectors I will
cluster them using k-means. I will then assign the vertices to their clusters based on
the vector clustering. This whole process is shown in Algorithm 6.
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Algorithm 5 Generate-Vectors(α, number-of-reps, G)
vectors← []
for each node vi ∈ G do

seed← vi

prob← ProbEst(G, number-of-reps, α, seed)
for each node vj ∈ G do

vectors[j, i]← prob[j]
return vectors

Algorithm 6 Information-Access-Clustering(α, number-of-reps, G)
vectors← Generate-Vectors(α, number-of-reps, G)
clusters← K-Means(vectors)
for each node vi ∈ G do

vi cluster← clusters.predict(vectori)

The goal of this algorithm is to define clusters of vertices with similar amounts of
access to information. This is a unique form of clustering because the vertices do not
need to be near each other in the graph to end up in the same cluster. The clustering
is based on qualities related to information flow, rather than to more commonly
studied structural features of the network. This will allow researchers to examine
information access as its own attribute on each vertex, which will ultimately help
them to design algorithms that equalize access.

The graph in Figure 3.1 shows the results of running information access clustering
on a simple network. The graph is colored to represent the two clusters. This
small example illustrates how this strategy can cluster together vertices with less
information access, like the non-center vertices, even when they are not close
together in the network.

Fig. 3.1: An example of information access vector clustering on a small bi-directional graph
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Fig. 3.2: An example of spectral clustering on the same graph

This form of clustering most closely resembles spectral clustering, which is illustrated
in Figure 3.2. Spectral clustering also transforms the nodes in a graph into Euclidean
vectors that can then be clustered using k-means. However, I believe that information
access clustering is substantively different from spectral clustering. The initial results
on the small graph above indicate that information access clustering captures a more
intuitive clustering in an influence maximization setting than spectral clustering. In
the next section I will compare my results on larger graphs to results from spectral
clustering to investigate whether this new form of clustering is unique.
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4Experiments

The main goal of my research is to determine whether information access clustering
is meaningful, and to find ways to adjust the information access algorithm to run
more efficiently on large networks. This work falls into two main sections: first,
running the basic algorithm on a medium sized dataset and then analyzing the
resulting clusters; second, testing strategies for choosing only some seed nodes with
which to create information access vectors so that vectors can be generated more
quickly.

4.1 Data

To evaluate my algorithm I performed experiments on real-world social networks.
I focused on academic collaboration networks, because these closely mimic the
structure of general social networks (Newman 2001). They are also relevant to
the motivating example of circulating information about a job posting. Academic
collaboration networks are professional networks where both scientific and career-
related information is distributed. This means that ensuring information is spread
equitably is extremely important. Additionally, collaboration data is more easily
accessible than data from professional networking sites such as LinkedIn.

My original plan was to run my analysis on the Google Scholar network, which
contains over 800,000 academics. This large size made it impossible to fully ana-
lyze. Therefore, it motivated me to investigate ways of running information access
clustering more efficiently. I’m including details about the Google Scholar network
in the appendix, but I focused my analysis on a smaller collaboration network of
only Computer Science academics from the dblp computer science bibliography. This
data was initially gathered for (Way et al. 2016). It is the network of connections
between all researchers who both earned their PhDs and held their first assistant
professorship at a computing-related PhD-granting university in the United States
or Canada. The nodes are scholars and the edges are collaborations between them.
The list is from the 2011-2012 academic year but includes academics hired between
1970 and 2011. The coauthorship data (a.k.a. the edges in the network) between
these academics were gathered in the summer of 2019.
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The DBLP network is structurally similar to the Google Scholar network, but is
more accessible due to its smaller size. It contains 2,452 nodes and 7,232 edges,
making it a medium size example to run experiments on. Though this network
does not capture all of DBLP, it does capture the connections within the relatively
closed community of North American Computer Scientists. It is also an interesting
example because (Way et al. 2016) gathered data on the gender of each researcher
in the network, as well as where they received their PhD and where they worked in
2011-2012. Thus, I was able to analyze the relationship between cluster membership
and various demographic labels.

Additionally, I gathered citation information for the DBLP data set by searching for
each academic in the DBLP network on Google Scholar, which provides their total
citation count. The citation count data is from January 2020. I found citation counts
for 952 researchers out of the 2,452 researchers in the network.

I ran my analysis both on the full DBLP network and on the subset of the network
that represents the largest connected component. This component contains 2,190 of
the 2,452 nodes in the network. The remaining nodes were all either islands or in
two-node pairs. I focused most of my analysis on the largest connected component
since the islands are anomalies in a coauthorship network, and are not particularly
interesting when thinking about the flow of information. Spectral clustering also does
not behave well on a disconnected network, so I used the fully connected component
so that I could make direct comparisons between the information access clustering
and the spectral clustering. However, I included plots and further information about
the full DBLP network in the appendix.

4.2 Information Access Clustering Implementation

To run the following experiments, I implemented Algorithm 6, described in chapter
three for the DBLP network. For each vertex x I ran an independent cascade
simulation where x was the only seed vertex. For all of my experiments I ran the
simulation 10,000 times in order to approximate the probability of transmission. I
then used the percentage of the times that each vertex was activated as its probability
of receiving the information from the seed x. Using these probabilities, I constructed
the information access vectors. I then clustered them using k-means. I ran all of
these experiments only on the DBLP network, because the Google Scholar network
was prohibitively slow.

I ran my analysis on five values of α: 0.05, 0.2, 0.4, 0.6, and 0.95. I chose these
values based on the hypothesis that 0.4 would maximize the distinctions between
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the clusters by maximizing the distance between all of the different information
access vectors. This hypothesis was based on Figure 4.1, where α = 0.4 maximizes
the distances between pairs of vectors. I then chose 0.2 and 0.6 on either side of
0.4 to capture the whole range of the peak distances. I also ran my experiments on
the values 0.05 and 0.95 as baseline experiments. With extreme values of α I would
not expect the clustering to be meaningful, since the vectors should all be similar to
each other.

Fig. 4.1: Each line represents the distance between a pair of information access vectors at
a particular alpha value. The darker bands indicate naturally occurring clusters
in the data. This plot was generated using the fully connected component of the
DBLP network.

I then used the elbow method to choose the number of clusters for the information
access clustering. The elbow method is a general heuristic for choosing the value of
k in k-means. I plotted the distortion of the clusters across different k values, and
then chose the k value that created an “elbow” in the plot. This point minimizes the
distortion without increasing k so much that the clustering is meaningless. Below
are elbow plots for each of the five α values.

α = 0.05 α = 0.2
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α = 0.4 α = 0.6

α = 0.95

When α = 0.05 the plot is essentially linear. This reveals the fact that there is no
natural clustering in the set of vectors. This is likely because each vector is so close
to being the zero vector that there is little separation between them. Thus this is the
expected behavior for this plot. However, the rest of the plots have an elbow at k = 3.
Therefore, I used k = 3 for all of the information access clustering experiments in
this section.

4.3 Cluster Analysis

To analyze the significance of the clusters, I compared the distributions of several
metrics across the nodes in each cluster. My goal was to see whether information
access clustering could encode information about the individuals in a social network
that other forms of clustering might not.

4.3.1 Citation Counts

The first experiments I ran were basic tests to see whether there is a correlation
between which cluster a vertex is assigned to and how much influence that vertex
has. In the context of the collaboration networks, I consider citation counts to be a
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measure of influence, since citation counts indicate how much other researchers in
the field are influenced by an academic’s work.

To start, I ran the information access clustering algorithm described above on the
DBLP network with each of the five α values. I then validated that the sample of
vertices for which I have citation counts was not biased. Overall, I had citation counts
for 39% of the nodes in the general DBLP network. In the connected component of
the network that I used for all of the experiments in this section I had 878 nodes
with citation counts, or 40% of the connected component. The percent of vertices in
each information access cluster with citation data was:

cluster: 0 1 2

α = 0.05 54% 40% 38%
α = 0.2 46% 32% 44%
α = 0.4 44% 36% 29%
α = 0.6 44% 29% 32%
α = 0.95 42% 28% 36%

Some of these gaps are significant, as in the gap between cluster 0 and cluster 1 when
α = 0.6. Therefore, it is possible that the citation sampling biased the results. The
nodes which I was able to gather citation counts for were the ones with associated
Google Scholar accounts. It is certainly possible that there is a relationship between
setting up a Google Scholar account and information access. In future work, I would
make sure to look into this potential relationship. However, the ratios in the above
chart are close enough that I still believe the rest of my results are significant.

Given that, I plotted the distribution of citation counts within each cluster for each
value of α. My goal was to see whether there was a significant relationship between
cluster membership and number of citations.

α = 0.05 α = 0.2
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α = 0.4 α = 0.6

α = 0.95

For the most part, these plots are fairly similar. The clustering when α = 0.05 stands
out from the rest. This aligns with the fact that the elbow plot for this value of α
was essentially a straight line. The straight line elbow plot shows that no particular
clustering decreases the cluster radius more than any other. This means that there is
no natural clustering, and so the clustering is not meaningful. Therefore, I can use
the α = 0.05 plot as a baseline to compare the distributions to what a more or less
random clustering looks like.

The rest of the plots look fairly similar to each other, with only minor variations. This
implies that the clustering is likely consistent across α values. That is encouraging,
because it is desirable for a categorization of information access to be robust to
changes in α.

In all of the plots other than α = 0.05, the distributions of citation counts between
different clusters are somewhat similar. However, in each of them nodes in cluster
0 have slightly higher citation counts than nodes in the other two clusters. To
confirm this, I ran pairwise Kolmogorov-Smirnov statistical significance tests to
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check whether the differences between cluster distributions were significant at the
0.05 level. The resulting p-values were:

clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 3.2e-18 0.13 0.013
α = 0.2 1.7e-39 1.5e-10 2.4e-20
α = 0.4 2.8e-19 0.315 6.4e-17
α = 0.6 1.1e-11 0.13 5.1e-07
α = 0.95 4.0e-08 0.17 0.0053

In every case, the distribution for cluster 0 is significantly different than the distri-
butions of the other two clusters. From the plots it is clear that nodes in cluster 0
have higher citation counts than nodes in either cluster 1 or cluster 2. Therefore,
this clustering has a significant correlation to the particular metric of information
access that is represented by citation count.

4.3.2 Comparison to Spectral Clustering

In addition to showing that information access clustering has a significant relation-
ship to actual information access, I aim to show that information access clustering is
a unique form of clustering. Since spectral clustering is the most similar clustering
method to information access clustering, I ran the same citation count analysis as
the above on spectral clustering. I first ran it using k=3, for a direct comparison to
information access clustering.

Fig. 4.2: Distribution of citations across spectral clusters
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This figure shows the plots of the distributions in clusters 0 and 1, but not cluster
2. This is because in the spectral clustering cluster 2 only contained eight nodes,
only one of which had citation data. Therefore, it was not possible to plot this
distribution. However, the Kolmogorov-Smirnov test gave a p-value of 0.17 when
comparing clusters 0 and 1, meaning that the two distributions are not significantly
different at the 0.05 level. This is initially a good sign that spectral clustering may
not reveal the same information about information access that information access
clustering does. However, I would have to gather more citation data to confirm.

However, it is somewhat unfair to compare only spectral clustering with k = 3 to
information access clustering, since 3 may not be the natural value for k for spectral
clustering on this network. Therefore, I used the eigengap method to choose a
more natural value of k for spectral clustering. Since spectral clustering is based on
clustering eigenvectors, the natural number of clusters corresponds to the number
of large gaps between eigenvalues, when all of the eigenvalues are in a sorted list.
Like the elbow method for k-means clustering, this is simply a heuristic for choosing
a value of k rather an absolute rule. Using this heuristic, I found that the top five
values for k were 1, 12, 28, 31, and 34. The fact that the first option is 1 shows
that this network may not naturally lend itself to spectral clustering. In future
work I would experiment with running other clustering methods on the network
to create more baseline comparisons for information access clustering. However,
I did try running spectral clustering with k = 12. The results in Figure 4.3 show
that all of the distributions are fairly similar when k = 12. To check this I ran a
Kruskal-Wallis statistical test using the same 0.05 significance level as before. The
Kruskal-Wallis test reveals whether any number of sets of samples are drawn from
the same distribution. This test gave a p-value of 0.00021. Therefore, we can reject
the null hypothesis and assume that at least one of the distributions differs from
the rest. Therefore, spectral clustering also likely has some correlation to citation
counts.
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Fig. 4.3: Distribution of citations across spectral clusters

Finally, I compared the spectral clustering to the information access clusterings using
the adjusted rand index. The adjusted rand index measures the similarity of two sets
of labels (Hubert and Arabie 1985). If each node was labeled with the same cluster
in the two clusterings the adjusted rand index would be equal to one. If the score
is zero then the two clusterings do not agree on any nodes. The closer the score
is to zero, the less similar the two clusterings are. Negative adjusted rand indices
mean that the two clusterings are more than randomly differently. In other words,
the extent to which they are different is unlikely to happen randomly. However, a
negative score close to zero still shows that the two clusterings are very different.

Since the adjusted rand index can compare any two partitions, it can be used to
compare clusterings with different k values. Therefore, I used it both to compare the
k = 12 spectral clustering to the k = 3 information access clusterings and to compare
the k = 3 spectral clustering to the same k = 3 information access clusterings.
Comparing the spectral clustering to each information access clustering resulted in
the following adjusted rand indices:

ARI with k=3 spectral clustering ARI with k=12 spectral clustering

α = 0.05 -0.018 -0.058
α = 0.2 -0.0014 -0.0056
α = 0.4 0.012 0.10
α = 0.6 0.021 0.14
α = 0.95 0.027 0.16
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This table shows some interesting patterns. As α increases, the ARI increases with
it. In addition, all of the information access clusterings are more similar to the
spectral clustering with k=12 than to the spectral clustering with k=3. This first
suggests that k=12 is indeed a more natural clustering for spectral clustering than
k=3, since it is finding some of the same patterns as information access clustering.
It also suggests that the vectors formed from the higher values of α might encode
more information about the network structure than the lower α vectors because they
lead to clusterings that have more in common with the structurally based spectral
clustering.

However, overall, all of the ARI values are fairly closely to zero. Therefore, infor-
mation access clustering is definitely a unique form of clustering that goes beyond
replicating the outcome of spectral clustering.

4.3.3 Demographic Distribution

In addition to analyzing the distributions of citation counts, I also analyzed the
distributions of the other demographic features included in the DBLP network over
the clusters. These features included the gender, PhD university, and professorship
university of each person in the network from (Way et al. 2016).

First, I analyzed the relationship between information access cluster and gender.
The results showed that the percentage of scholars identifying as female is roughly
the same across clusters in every case. Thus, it seems like there is not a strong
relationship between cluster membership and gender. I am omitting the plots of
gender distribution here since they do not show an interesting degree of variation,
but they are included in the appendix.

I then plotted the distribution of university rank across the different information
access clusters (both PhD granting university and professorship university). For
university rank, I used the definition of prestige described in (Clauset et al. 2015).
Thus, universities with lower rank have higher prestige.
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α = 0.05 α = 0.2

α = 0.4 α = 0.6

α = 0.95

These plots show significant variation in the distribution of university rank between
different clusters. This is confirmed by the Kolmogorov-Smirnov table:
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clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 4.7e-19 0.15 0.0093
α = 0.2 9.7e-25 8.8e-10 2.3e-07
α = 0.4 1.1e-09 0.056 1.3e-12
α = 0.6 2.8e-11 0.017 0.0011
α = 0.95 4.5e-07 0.023 2.4e-05

Notably, in all of them cluster 0 has a distinct distribution from either of the other
clusters, and the average university rank for cluster 0 is lower than for the other
clusters. This means that nodes (or scholars) in cluster 0 on average received
their PhDs from universities with lower ranks (meaning more prestige) than the
nodes in the other clusters. This correlates with the observation in the citation
distribution plots that nodes in cluster 0 had on average slightly higher citation
counts. Scholars who attended more prestigious universities are more likely to be
able to gain influence in their field, and thus have high information access and
high citation counts. Thus, these plots reinforce the conclusion that the information
access clustering is capturing a notion of influence by clustering the nodes in cluster
0 together in a high-influence cluster.

Finally, I ran the same analysis on the university ranks of scholars’ current professor-
ships at the time the data were collected. I thought this was an interesting addition
to the rank of their PhD granting institutions because while a highly ranked PhD
program might grant influence in the field, influence in the field has a strong impact
on where a scholar is able to get a professorship.

α = 0.05 α = 0.2
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α = 0.4 α = 0.6

α = 0.95

These plots look fairly similar to the PhD plots, except with even more extreme
differences between the distributions. The Kolmogorov-Smirnov results confirm
this:

clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 3.2e-18 0.13 0.013
α = 0.2 1.7e-39 1.5e-10 2.4e-20
α = 0.4 5.4e-15 0.00093 2.4e-23
α = 0.6 3.6e-17 0.034 8.1e-09
α = 0.95 6.8e-11 0.083 0.00011

Once again, the distribution for cluster 0 is clearly different than the distributions
of the other two clusters regardless of the value of α. Additionally, it is even more
visually obvious from the plots that the nodes in cluster 0 have professorships at more
prestigious universities than in the PhD plot. This is interesting, because by the time
a scholar receives a professorship, they have had time to gain influence and coauthor
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connections. Thus, this plot shows that in this case information access clustering can
identify one metric of social capital in the form of prestigious employment.

Overall, these results imply that information access clustering is related to the
prestige of a scholar’s university. This is a positive indication that information access
clustering is correlated to established metrics of influence in a social network.

4.3.4 Structural Network Metrics

In addition to looking at the distributions of metadata about the network, I also
analyzed the relationship between information access clustering and structural
features of the network. Specifically, I looked at the distributions of betweenness
centrality, degree centrality, and PageRank between the clusters. I chose these
metrics because they each represent a way of measuring the importance of a node in
a network. I was curious to see whether being in a higher information access cluster
would be correlated to having higher node importance in the network’s structure.

I started by analyzing degree centrality, since it is the most widely understood and
used metric for comparing the importance and influence of nodes in a network.
Degree is the number of edges that a node has, and degree centrality is degree
normalized for the number of nodes in the network. The distributions of degree
centrality over the different clusters are below.

α = 0.05 α = 0.2
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α = 0.4 α = 0.6

α = 0.95

These plots show clearly that the distribution of degree centrality is different in
different clusters. This is confirmed by the Kolmogorov-Smirnov tests:

clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 5.9e-43 4.5e-08 0.07
α = 0.2 3.0e-302 1.9e-184 2.6e-186
α = 0.4 8.6e-243 1.3e-85 4.4e-234
α = 0.6 4.4e-200 1.3e-87 3.1e-165
α = 0.95 1.2e-142 1.0 1.2e-23

This table shows that in all but two cases the distributions differ. The major anomaly
is between clusters 1 and 2 when α = 0.95. These distributions are essentially
guaranteed to not differ. However, in the rest of the cases there seems to be a
very strong correlation between degree centrality and information access cluster.
Specifically, the distributions for cluster 0 tend to be higher than for the other
clusters. This suggests that there is a relationship between having high degree
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and having high information access. This makes sense intuitively, since nodes with
more connections are more likely to receive and transmit information. Thus, this
correlation again confirms that information access clustering is capturing real and
significant patterns in the network.

To confirm this pattern, I also checked the distributions of betweenness centrality.
Betweenness centrality is essentially the number of times that a vertex appears on the
shortest path between any two other vertices in the network. It is a common measure
for the importance of a vertex in a network because it captures the importance of
“bridge” vertices that connect otherwise disconnected portions of the network. These
nodes are likely to be highly influential in spreading information, and highly likely
to receive information. The distributions of betweennness centralities are below.

α = 0.05 α = 0.2

α = 0.4 α = 0.6
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α = 0.95

At first glance, these distributions are far more similar than the distributions over
degree centrality. However, the Kolmogorov-Smirnov tests show that they follow
essentially the same pattern:

clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 6.3e-25 2.2e-09 0.58
α = 0.2 1.1e-187 2.4e-89 1.7e-91
α = 0.4 1.6e-109 7.7e-66 2.7e-147
α = 0.6 7.0e-145 8.0e-55 5.7e-89
α = 0.95 2.8e-131 1.0 1.6e-19

Other than the anomalous cluster 1 to cluster 2 comparison when α = 0.95, these
distributions are for the most part distinct. As with degree centrality, information
access clustering appears to be highly correlated to betweennness centrality.

Finally, I compared distributions of PageRank across the clusters. I chose this metric
because it comes directly from the world of influence spread. A node with a higher
PageRank value is meant to be one that is “linked” to more frequently, meaning
that it is likely to be one with important information. Therefore, PageRank is an
interesting metric to think about in relation to information access.
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α = 0.05 α = 0.2

α = 0.4 α = 0.6

α = 0.95

These distributions are visibly distinct. This distinction is confirmed by the Kol-
mogorov -Smirnov tests:
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clusters: 0 to 1 1 to 2 0 to 2

α = 0.05 3.2e-18 0.13 0.013
α = 0.2 1.7e-39 1.5e-10 2.4e-20
α = 0.4 1.6e-109 7.7e-66 2.7e-147
α = 0.6 6.3e-130 3.0e-57 1.1e-111
α = 0.95 2.0e-133 2.0e-20 6.6e-14

Once again, in every case cluster 0 has a different distribution of PageRanks from
clusters 1 and 2. In all but the plot for α = 0.05, cluster 0 has a higher distribution of
PageRank values. This validates the idea that cluster 0 is the high-information-access
cluster, since PageRank is a measure of influence.

Overall, there is a very strong correlation between information access clustering
and structural network importance metrics. This makes sense, since ultimately
information access vectors are derived from simulations on the network structure.
However, it also validates that information access clustering aligns with intuitive
notions of how to find high-influence nodes.

4.4 Constructing Lower Dimensional Vectors

The results in the previous section show that information access clustering has
promise as a method for identifying low-information-access nodes in order to in-
tervene and help them. However, it is only useful in practicality if it can run on
real-world social networks. The algorithm I proposed for this clustering (Algorithm
6) is incredibly slow. For example, in the DBLP network of 2,452 vertices, the
independent cascade simulation has to be run 2, 452 ∗ 10, 000 = 24, 520, 000 times in
order to create all of the vectors, and the independent cascade simulation itself is
already slow.

Most real social networks are far larger than 2,452 vertices. The Google Scholar
dataset I have discussed, for example, contains over 800,000 vertices, so creating
information access vectors for it is prohibitively slow. Therefore, it is essential to
find methods to cut down the complexity of creating these vectors. One strategy
is to run fewer repetitions of the simulation. However, this does not decrease the
complexity of the vector generation, and it does decrease its accuracy. Instead, I
propose to create smaller vectors.

To do this, I propose creating information access vectors based on only a few
seed nodes. In my basic formulation of information access vectors, in a network
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G = (V,E) with |V | = n and |E| = m, each vertex has an n-dimensional vector.
By choosing a limited number of seed nodes I could instead create p-dimensional
vectors, where p is the number of seed nodes I choose. This would decrease the
complexity by taking vectors that previously scaled with the size of the graph and
making them a constant size.

In order to do this, I suggest several strategies for selecting seed vertices and compare
the results on the DBLP network to the results from the full vectors. I will then choose
the seed selection strategy that results in the most similar vectors and clusterings to
the full information access vectors for future analysis of large networks.

For these experiments, I compared the vectors with limited seeds to the vectors
formed with α = 0.4, since this was the α value in the middle of the range of values
I considered in the rest of my experiments. I also ran my experiments on only the
largest connected component of the DBLP network. Finally, I ran the simulations to
create the seed selection vectors with α = 0.4 and with 10,000 repetitions so that
they would align as closely as possible with the full vectors. I ran clustering with
k=3.

To estimate an appropriate number of seed nodes to use, I plotted the adjusted
rand index between the select seed vectors and the full seed vectors over several
possible values. I used the seeding strategy of choosing the p nodes with the
highest PageRank as seeds, because it is deterministic and because of all the network
importance metrics PageRank is most closely aligned with influence maximization.
The results are in Figure 4.4.

4.4 Constructing Lower Dimensional Vectors 44



Fig. 4.4: adjusted rand index between the PageRank select seed clustering and the standard
information access clustering

These results show that even with only 35 seeds the clustering can be identical to
the full clustering with all 2,190 seeds. In fact, even the worst of these clusterings is
still extremely similar to the original clustering. This is an important result, because
being able to use a small number of seeds would significantly increase the tractability
of running information access clustering on large real-world networks, such as the
Google Scholar network. Based off this result, I ran further experiments using p =
35.

4.4.1 Random

For this strategy, I selected 35 random seeds to build the information access vectors
with. I ran the experiment several times, choosing new seeds each time. In the
majority of runs, the adjusted rand index between the 35-seed clustering and the
full clustering was one. I also compared a plot of one instance of the random seed
clustering to the original clustering with α = 0.4.
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p = 2190 (full) p = 35

The resulting plots are very similar. Therefore, I believe that even choosing a small
and random subset of nodes as seeds can generate meaningful information access
clusters.

4.4.2 Network Importance

For this strategy, I selected the 35 most structurally important nodes according to
the metrics degree centrality, betweenness centrality, and PageRank.

When the seeds are the 35 nodes with the highest PageRanks, the adjusted rand
index is equal to one, as shown in Figure 4.4. Additionally, the citation count plot
appears similar to the original version.

p = 2190 (full) p = 35 (PageRank)

The same is true when the seeds are the 35 nodes with the highest betweennness
centralities. The adjusted rand index when compared to the clustering from the full
set of seed nodes was also equal to one, and so the plots are also very similar.
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p = 2190 (full) p = 35 (betweenness centrality)

Finally, I ran the same experiment with degree centrality. The results were again the
same.

p = 2190 (full) p = 35 (degree centrality)

All of this implies that the clustering is very consistent regardless of which seed
nodes are chosen. To understand this better, I would want to examine equivalents of
Figure 4.1 for each set of vectors to see whether they had a similar shape. However,
this is an encouraging first sign that extreme dimension reduction is possible without
seriously affecting the outcome of information access clustering. I leave further
investigation to future work.
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5Conclusion and Future Work

5.1 Conclusion

There are a few major takeaways from this work:

First, information access clustering (as defined in section three), does correlate with
various metrics of node importance on the real-world DBLP network. These metrics
include both the demographic features of school rank and citation counts and the
network metrics of degree centrality, betweenness centrality, and PageRank. Previous
to this work information access clustering had only been fully tried on small toy
datasets. Therefore, it is promising to see that it appears to be meaningful on a real
medium-sized social network as well.

Second, information access clustering is robust to changes in α. The distributions of
nearly every metric across the different clusters were fairly consistent, regardless
of whether α was equal to 0.2, 0.4, or 0.6. Even at the extreme values of α they
only varied slightly. This is encouraging, because it means that information access
clustering is a robust method for categorizing information access that will not change
as a result of small changes in α. This is vital to it being adopted as a methodology
in the field.

Third, information access clustering is distinct from spectral clustering, but shares
some similarities. Initial results showed that information access clustering is not
identical to spectral clustering, since the adjusted rand index between the two was
fairly low. However, they did have similar results on the citation count experi-
ments. Therefore, a comparison between spectral clustering and information access
clustering should be explored more deeply in future work.

Finally, information access clustering can be run by building vectors using only a
small subset of nodes as seeds, rather than by using every node as a seed. This is
an important finding for the practicality of information access clustering as a real
tool for analyzing fairness. Most real world social networks are far larger than the
2,452 node DBLP network. Therefore, for information access clustering to be used
it has to be able to run quickly. These preliminary results imply that it should be
possible to get the same meaning encoded in information access clustering through
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an algorithm that uses a constant number of seeds, rather than a number that scales
with the size of the network. This is a very encouraging sign for the practicality of
information access clustering as a fairness method.

5.2 Future Work

In addition to the areas where I have already mentioned that there is room for
expansion, I would focus future work on two main areas: first, expanding this
research into non-professional domains and second, using the information access
clustering to decrease information access disparities. In particular, I would like to
use information access clustering to cluster people within networks where they are
likely to receive news, such as Twitter and Facebook. My hope is that this form of
clustering could reveal proverbial social media “bubbles” and so enable users to
recognize the information they are lacking and see outside their own circles.

My second goal would be to use these clusterings as a starting point to ameliorate
information access disparities. I would like to expand on the work of identifying
information access groups into studying ways to move people between information
access groups (ideally into higher access groups), or how to decrease the disparity
in information access between groups.
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6Appendix

6.1 Full DBLP Network Analysis

I ran most of my experiments on only the largest fully connected component of
the DBLP network. However, I did create a distance vs. α plot for the entire DBLP
network:

Fig. 6.1: Each line represents the distance between a pair of information access vectors at a
particular α value. This is the full network equivalent to Figure 4.1.

After seeing Figure 6.1 I chose not to run the rest of the experiments on the full
network. From this plot it is clear that there is a cluster of nodes whose vectors get
farther and farther away from the rest of the nodes’ vectors as α increases. This effect
is not visible in the plot for only the largest connected component of the network.
Therefore, I believe that this set of nodes is the set of islands. Their vectors are
consistent regardless of α since they only ever receive information if they themselves
are the seed, and then they receive the information with a probability of 1 no matter
what. Thus, their vectors are not very interesting and can disrupt the rest of the
clustering. For this reason, I only used the largest connected component for the rest
of my experiments.
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6.2 Google Scholar Dataset

One of the broadest collaboration networks is Google Scholar, which contains over
800,000 academics. For this reason, I had originally planned to use it in my analysis,
and it motivated my work on reducing the dimensionality of the information access
vectors. I ultimately was not able to run experiments on this network, but since it is
tied into the experiments that I did run, I’m including the details about it here.

In their paper, “Building and Analyzing a Global Co-Authorship Network Using
Google Scholar Data,” Chen et al. map out a process for scraping the collaboration
data from Google Scholar and transforming it into a network (Chen et al. 2017).
The network they ultimately build has academics as nodes. Edges represent papers
that two scholars are coauthors on. Chen et al. built this network exhaustively by
searching in Google Scholar for every letter a-z and scraping the page of each result.
They then connected nodes when two scholars listed the same paper under their
publications. They eliminated papers where the identity of the authors could not be
verified. Finally, Chen et al. attached citation metrics to each vertex.

Overall, this data is an extremely interesting example for analyzing fairness. It is
both a professional network and has an outside assessment of a person’s influence in
the network in the form of citation metrics. This can act as a ground truth in thinking
about clustering by information access. Furthermore, Chen et al. showed that the
clustering coefficient in the network (meaning how tight a vertex’s network is) has
no relationship to a vertex’s citation metrics. This means that if information access
clustering is correlated to citation metrics, it will imply that my form of clustering
says something unique about information access groups within a network.

However, the large size of the Google Scholar network made it difficult to work with
for most of my experiments.

6.3 Gender Distribution Plots

When I compared the distribution of genders across the different information access
clusters, I found that they were very similar regardless of cluster. Therefore, they
were not interesting enough to include in the main text. However, I include them
here for reference.
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α = 0.05 α = 0.2

α = 0.4 α = 0.6

α = 0.95
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