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Abstract: De novo protein design deals with identifying amino acid sequences (from all of 

protein sequence space) that will fold into useful structures. While an exciting initiative, de novo 

protein design is limited by our lack of understanding of sequence-structure relationships as well 

as the sheer magnitude of possible protein sequences. Machine learning has been identified as a 

promising avenue to explore sequence-structure relationships while simultaneously generating 

models aimed at predicting stable structures. The success of these models depends on an extensive 

set of protein descriptors. In this work, a system of web-hosted containers was designed to behave 

in accordance with the Actor Model of computing. These actors comprised a framework for 

concurrent processing of a large dataset of miniproteins to generate features based on 

configurational entropy. The concurrent architecture offers many benefits over conventional 

computing methods including speed, accessibility, and usability. The configurational entropy data 

generated in this work demonstrates importance as predictors of stability for certain protein 

structures when employed to train specific models.  
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1. Introduction 

1.1 Computation in chemistry 

The role of computation in the field of chemistry has a long history. From Rutherford and 

Bohr to Heisenberg and Schrödinger, the early twentieth century saw the discovery of the most 

fundamental concepts in theoretical chemistry. The subsequent decades brought these concepts to 

the hands of chemists in the form of ab initio models such as Hartree-Fock, MPn, and ultimately 

Density Functional Theory.1 The innovation of these models coincided remarkably closely with 

the advent of modern computing, the combination of which offered researchers the tools necessary 

to answer nontrivial chemistry questions. Today, not quite 100 years after Schrödinger’s famous 

derivation, highly parallelized supercomputers work alongside efficient algorithms to describe the 

quantum mechanical behavior of many-atom systems.2 It is without question that ab initio quantum 

calculations will continue to have a dominant presence in scientific literature and help answer 

important chemistry questions. 

 Despite the success and advancements in ab initio calculations, it cannot be used to capture 

the movement of large molecules (namely proteins) over time. Conformational changes of 

biomacromolecules have implications in disease study, toxicology, and drug design. This has 

motivated the development of a second field of computational chemistry: molecular dynamics 

(MD). In 1977, McCammon studied the dynamics of folded bovine pancreatic trypsin inhibitor 

using an empirical energy function.3 This was the first, albeit coarse, model of a biomacromolecule 

in a vacuum and the methods and discussions present in the study deviate only slightly from 

modern MD studies. As the power of the processor followed Moore’s prediction of exponential 

growth, the scale of biological systems subjected to MD studies grew too. Today, the force fields 

used in MD are described by complex position-dependent functions including harmonic-style 

forces representing bond and angle changes, a Fourier series representation of torsion, and pairwise 

forces to describe van der Waals and electrostatic forces.4 As computing power and parallelization 

architectures improve even further, biochemical problems once thought impossible to understand 

can begin to be studied. 

 

1.2 Machine learning in chemistry 

 Distinctly separate from MD and ab initio computational methods, yet just as instrumental 

in solving complex chemical problems, machine learning has overlapped with chemistry for 

decades.5 The field of cheminformatics has used machine learning algorithms to assess a drug 

candidate’s quantitative structure activity relationship (QSAR) for many years.6 As far back as 

1998, Bayesian neural networks were used to classify molecules as “drug-like,” using a library of 

tens of thousands of molecules.7 The process of using data-driven analysis to classify molecules 

has since grown to incorporate deep neural networks (DNNs), capable of  predicting QSAR of 
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small molecules with remarkable accuracy.6 Without involving equations governing the properties 

and behavior of molecules, machine learning can help scientists gain a more complete picture of 

the full chemical space. 

 The core principle of machine learning is determining an unknown function through some 

form of training process.8 Thus, there are two primary elements necessary for this machine learning 

to be successful. First, there must be a uniform dataset to serve as input to the model that is 

consistent throughout a training process and for all subsequent invocations of the function. Second, 

there must be a clear performance metric associated with the output of the function given some 

input. The process of machine learning can then be thought of as an optimization problem. In a 

sense, machine learning searches through the space of all candidate programs to produce a model 

which, given the constraints of the input dataset, optimizes the performance metric.8 These models 

fall into a handful of classes ranging from naïve Bayes classifiers and k-nearest-neighbor methods 

to high-dimensional decision trees and artificial neural networks.9  

The success of a given model is often linked to the representation of the input dataset. To 

utilize machine learning to understand and make predictions about physical phenomena, the 

system must be encoded as a fixed-length vector of “descriptors” or “features.” For molecular 

systems, this presents a core challenge because of the sheer complexity of the system and 

undiscovered properties of molecules in unexplored chemical space.5 High-throughput studies can 

generate a dataset of structures for thousands of molecular species, however, structure offers only 

superficial insight into the chemical identity of the molecule. One goal of machine learning in 

chemistry is that of classification. What set of features encodes a molecule with a given property? 

What mutual features makes two molecules likely to share some property? In some cases, this can 

be answered purely based on structure. More likely, this suite of features will go far beyond our 

naïve representations of atomic positions and models optimizing the target property will have to 

consume a large set of features describing the molecule. 

 

1.3 Molecular descriptors 

 Although feature sets go beyond structure, molecular constitution plays a huge role in 

assessing similarity. Features describing the constitution of a molecule are often based on 

enumerations (e.g. number of a given atom, number of bonds, number of rings, etc.), producing a 

set of natural numbers.10 Vectors describing molecules also include computed values that may or 

may not be based on atomic constitution. These include topological, geometric, electrostatic, 

hydrophobic, steric, and quantum chemical descriptors.11 A detailed list of common molecular 

descriptors is shown in Figure 1. These types of descriptors have been used in the field of 

cheminformatics for years and remain relevant today as input to more complex machine learning 

models. Although extensive, common descriptor sets are by no means exhaustive and models 
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aimed at answering certain chemical questions may require more specific or complex 

representations of molecules. 

 

1.4 de novo protein design 

 MD and ab initio studies can accurately predict the folded structure of known amino acid 

sequences in by sampling backbone conformational space in search of an energetic minimum.12 

The principle challenge of this protein folding problem is the combinatorial explosion of possible 

conformations to explore.13 The protein folding challenge is determining an “unknown” structure 

from a known sequence, a different challenge is that of protein design—determining a sequence 

Figure 1. Common molecular descriptors used in cheminformatics and machine learning 

models. A model would be trained on a dataset of identical vectors made up of these descriptors 

for each molecule. (Adapted from ref. 11). 
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that will fold into a desired structure.12 Approaches to protein design have recently included 

making modifications to existing protein scaffolds and directed evolution of proteins.14 While both 

methods are promising for exploring protein topology-sequence relationships, they are biased by 

the narrow scope of nature. Evolution has only scratched the surface of protein sequence space. 

While naturally occurring proteins are incredible products of random evolution, the 1012 proteins 

produced by organisms on Earth is dwarfed considerably by the 20200 possible (200 amino acid-

long) proteins.12 Protein design is both aided by and limited by the previous work of nature. 

Conquering the task of protein design requires exploring beyond evolution. Thus, de novo protein 

design deals with treating proteins as nothing more than sequences of amino acid building blocks 

and aims to explore all possible sequence space to identify structure-sequence relationships that 

can be harnessed for the design of novel and useful proteins. 

One subclass of proteins which has a high potential for de novo protein design, as well as 

very clear technological applications, is the class of “miniproteins”.14 If folded into the right 

conformation, small proteins (~40 residues) can be used to bind to a given biological target and 

aid in disease inhibition. Small proteins offer the advantages of stability and synthetic feasibility 

over monoclonal antibodies, and selectivity and designability over small molecule drugs; two well 

established methods for binding therapeutic targets.14 De novo protein design is a clear route to 

establishing sequence-structure relationships to motivate synthesis of proteins for a specific 

desired topology. What remains is the question of how to sufficiently explore that space of 2040 

small proteins in search of these relationships and structural novelty.  

 

 

 

Figure 2. Four topologies studied by Rocklin et al.: (left to right) ααα, βαββ, αββα, ββαββ. 

(Taken from ref. 14). 
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One way to cut down on the magnitude of protein sequence space for de novo design is to 

target stable sequences. To be effective in its intended biological context, a designed protein needs 

to fold into a target structure and remain stable. Rocklin et al. explored the question of small protein 

stability by designing a massive assay of thousands of 40 to 43 residue-long proteins, each fitting 

into one of four topologies: ααα, βαββ, αββα, ββαββ, shown in Figure 2.15 Of 5,000 to 40,000 

designed proteins for each topology, about 1,000 proteins were selected (per topology) based on a 

model predicting their likelihood of stability. Along with these 4,000 proteins, two control sets 

were included in the library: a fully random sequence of the amino acids in a design, and a random 

sequence of the amino acids in a design which maintained the same composition and hydrophobic 

character as the original design for each point in the sequence.15 

An oligo library of DNA sequences encoding the 12,000 proteins was used and proteins 

containing a fluorescent tag were expressed in yeast. The cells were then subjected to proteolysis; 

the proteins which remain folded longer resist cleavage and fluorescence persists, allowing for 

quantification of the effective stability of a given sequence as a direct function of fluorescence 

intensity.15 Sequentially increasing protease concentration allowed for sorting of the proteins based 

on their stability, where cells displaying fluorescence above a “collection threshold” were 

enumerated. EC50 for a protein was defined as the concentration of protease that results in one-half 

of the cells demonstrating fluorescence above the collection threshold. The EC50 values for the 

control sequences fed a model aimed at predicting the EC50 of any sequence in an unfolded state. 

Stability was then defined as the difference between the measured EC50 for a designed protein in 

a folded state and the predicted EC50 for the same protein in an unfolded state. The experimental 

stability results were then able to be used to refine the design and filtering process for subsequent 

libraries.15 

 With a library of sequences serving as an extensive input dataset and the difference between 

predicted stability and experimental stability of proteins as a performance metric, the task of 

predicting the stability of an arbitrary small protein can be taken up by machine learning. When 

selecting the sequences to submit to experimentation, Rocklin et al. utilized their own filter which 

sought to optimize certain qualities of a given designed protein.15 Many of these qualities come as 

consequences of utilizing Rosetta to predict the conformation of the designed sequence. Although 

extensive, this set of features is not exhaustive and may be missing descriptors which correlate 

highly with protein stability. In fact, although global linearity is achieved between experimental 

stability and predicted stability from the model proposed by Rocklin et al., it cannot predict 

stability well for any one topology. As shown in Figure 3, proteins of the same topology are 

grouped together and within a topology there are many inaccurate predicted stability scores.16 It is 

important, therefore, to explore other possible protein features to include as input to stability-

predicting models and assess their effects on the accuracy of the models. 
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1.5 Configurational entropy 

 One descriptor set which may contribute to stability is based on a protein’s configurational 

entropy (Sconf).
17 When a protein transitions from some hypothetical unfolded state to a folded 

conformation, its entropy decreases. How much entropy decreases and how entropy is ultimately 

distributed within the structure gives a fingerprint of a protein’s conformation. The resultant 

entropy profile of a folded structure is dependent on the configurational space integral of atomic 

positions and their probability distribution in the presence of solvent molecules.18 This quantity is 

difficult to compute and is often left out of ab initio methods aimed at identifying system states 

with minimum free energy (G), because these methods are based on a cost function (Ĝ) which 

depends only on atomic positions. Thus, recent work has investigated developing an expression 

for approximate per-amino acid configurational entropy as a function of only atomic coordinate 

positions.18 

 Goethe et al. define configurational entropy as a summation of partial entropies, as shown 

in equation 1. Some constant C is required and dependent on the sequence conformation and 

temperature. 

𝑆𝑐𝑜𝑛𝑓 = ∑ 𝑆𝑖 + 𝐶(𝑇, 𝐴𝐴 𝑠𝑒𝑞𝑢𝑒𝑛𝑐𝑒)𝑁𝑟𝑒𝑠
𝑖=1    (1) 

 

The partial entropies are defined in terms of marginal entropies 𝐻(𝜃) and 𝐼(𝜃; 𝜏), as shown in 

equation 2. 

 

Figure 3. Experimentally determined stability scores vs. stability scores predicted using the 

Rosetta-based model proposed by Rocklin et al. (Taken from ref. 15). 
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𝑆𝑖 = ∑ 𝐻(𝜃) − 𝐼(𝜃; 𝜏)𝜃      (2) 

Equation 3 and 4 give the definition for these two quantities which depend only on torsion angles 

𝜃 and 𝜏, which can be derived from a protein’s atomic coordinates. 

 

𝐻 ≔ −𝑘𝐵 ∫ 𝑑𝜃 𝜌(𝜃) log 𝜌(𝜃)
𝜋

−𝜋
     (3) 

 

𝐼 ≔ 𝐻(𝜃) + 𝐻(𝜏) − 𝑘𝐵 ∫ ∫ 𝑑𝜃 𝑑𝜏 𝜌(𝜃, 𝜏) log 𝜌(𝜃, 𝜏)
𝜋

−𝜋

𝜋

−𝜋
 (4) 

 

This expression was used to compute Sconf of nearly 1,000 proteins. Data from molecular 

dynamics (MD) simulations of the same set of proteins was used to generate 108 features per 

protein (including solvent accessible surface area, the count of hydrogen bonds, and physical 

properties of the 3D system).18 Together with these features, computed Sconf was used to train a 

variety of neural networks to predict Sconf for any arbitrary protein sequence. The resultant model, 

called “Popcoen” (prediction of protein configurational entropy), is now publicly available for 

use, taking protein atomic positions (PDB files) and returning estimated per-amino acid 

configurational entropy.
18 Attempts to utilize Popcoen to generate configurational entropy data for 

datasets as large as those studied by Rocklin et al. (not the mention the vast number structures that 

are designed before laboratory experiments) is intractable because, although faster than ab initio 

calculations, the Popcoen neural network takes on the order of a second to run per protein. With 

dataset sizes well into the hundreds-of-thousands, incorporating configurational entropy features 

would require significant computational complexity and take multiple days to complete. For this 

reason, high throughput generation of configurational entropy features should be carried out using 

concurrent computing architectures.  

 

1.6 Concurrent computing 

 The Turing model of computation is based on set states, where computation is carried out 

by a single device traversing a collection of defined states.19 For example, consider a cash register 

program to make change on amounts under a dollar. It takes a cent value as input and will compute 

the number of each type of coin (quarters, dimes, nickels, pennies) to give as output. The code for 

this program would be relatively simple, as shown in Figure 4. However, for a computation like 

this, a more physical state-based depiction of this algorithm can be devised, as shown in Figure 5. 

State-based computational scripts represent a pervasive model of computation. This model 

has its origins in mathematics where states are defined by constants, functions, and logical 

expressions. In many ways, mathematical formalisms are not only a sufficient way of defining 

computational models, but also natural descriptors of reality. Mathematics is a model highly linked 

to observable physical reality (e.g. enumeration of discrete elements, three-dimensional geometry, 
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etc.). It is through this fact that McCarthy and Hayes were able to theorize a depiction of reality 

defined fully by an automated computational model.20 Along with posing the philosophical 

questions of whether human intellectual mechanisms can be fully encoded in a Turing machine, 

McCarthy and Hayes formalized state transitions as primitive computational steps. 

  Within the context of finite state computation, programs built to run concurrently have 

separate tasks traversing different well-defined states while simultaneously sharing resources 

(memory, storage, processing power, etc.).19 Thus, state-based concurrent architectures are 

susceptible to unbounded nondeterminism, where “the amount of delay in servicing a request can 

become unbounded as a result of arbitration of contention for shares resources,” even though it is 

guaranteed that the request will eventually be serviced.19 In other words, an arbitrary amount of 

time can pass between the invocation and termination of a task. This is separate from 

computational complexity and intractability because the resources to carry out the task efficiently 

exist but are not available because of parallel processes. During this arbitrarily defined time, the 

computer can traverse to new well-defined states otherwise unknown at the time of the task’s 

invocation. This modified state of the shared resources can impact the success of the task and the 

overall computational goal. The combination of arbitration of delay time for a task as well as 

arbitration of computational state at the ultimate run of the task poses clear issues for speed, 

security, and reliability of concurrent architectures for handling large computational problems.  

 

Figure 4. Pseudocode for a simple program 

to compute the coins required to total some 

change value C.  

 

Figure 5. Finite state machine representation 

of the program depicted in figure 4 which 

runs from state S to state E. 
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1.7 Actor-based computing (Abaco) 

 Formalized in 1973 by Carl Hewitt et al., actor-based computing depends on an abstract 

computational element called an “actor.”21 According to Hewitt, actors are equipped with three 

distinct properties: processing power, internal storage, and communication. The first two of these 

may be expected for a computational element and reminiscent of Turing machines, but the third 

property is what makes the Actor Model unique. Actors communicate by sending asynchronous 

messages to one another. Messages collect in queues analogous to mailboxes until they are 

processed. According to Hewitt, an actor can respond to a message in three ways: create more 

actors, send messages to other actors, or designate what to do with the next message. A summary 

of actors is shown in Figure 6. The Actor Model is distinctly different from other models of 

computing because the underlying asynchronous communication between them cannot be 

implemented by Turing machines.19 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The divergence from Turing models of computation allows for concurrent architectures to 

be designed which better handle the issues of conventional concurrency. Since messages are not 

guaranteed to be processed in a set order and actor states can be arbitrarily modified in response 

to messages, incorporating the Actor Model into a computational system requires explicit handling 

of undefined states. Furthermore, every invocation of an actor is done through messages where the 

1. Create more actors 

2. Send messages 

3. Designate what to do 

next actor 

Figure 6. A diagram of the primitive “actor” computational element. It must be able to process 

and store data and communicate with other actors through inboxes. When it receives a message, 

it can create more actors, send messages to actors, or designate what it will do with the next 

message it receives. 
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time complexity of the actor’s response is not known a priori. While this complicates multitasking 

and requires well-designed computing architectures to achieve efficiency, it evades conventional 

concurrency’s issue of unbounded nondeterminism because an actor treats all messages equally. 

In this way, actor-based approaches to concurrency effectively guarantee that all subprocess 

requests will be handled in a reasonable amount of time (relative to all other parallel subprocesses). 

There are several hypothetical benefits to actor-based computing that go beyond the 

obvious faults with conventional concurrency. First, large iterative processes can be easily 

parallelized over clones of a given actor. An actor can be designed to handle a specific processing 

task and multiple instances of the same actor can work in parallel to process a large job made up 

of iterative tasks. Second, since actors communicate only through messages and each one has its 

own resources, a system of interacting actors can be arbitrarily distributed. Actors can be hosted 

anywhere and still communicate successfully allowing for actor-based systems to be scaled easily. 

Third, actor-based systems can be designed to have high fault tolerance. A downside of 

conventional concurrency is propagation of error. If one parallel task fails, the failure can affect 

the success of subsequent tasks, but the user may not be aware of the failure until the whole process 

completes. Actors can be “supervised” by other actors which can respond accordingly if an 

execution fails. Since concurrency is dependent on message-sending, failed executions can be 

easily communicated the moment they occur. Lastly, since actors house their own resources and 

dependencies, they are readily portable. Any one actor can behave properly regardless of the state 

of the system on which it is hosted, allowing actors to be easily deployed on any computing 

environment. These benefits have made actor based computing attractive to handle large dataflow 

for extremely popular systems like Twitter and some Microsoft Libraries.22,23  

 

1.8 Containers and Docker 

   When an application is installed on a computer, it has access to all the computer’s 

resources. Frequently, development processes obscure what software is required for a given 

application to run successfully. Thus, deployment and installation of the application on a host 

system can be a tedious process of isolating what dependencies need to be bundled. A container is 

an isolated computing environment which runs directly on a host system but has limited access to 

certain resources. It is specifically designed to be lightweight and standalone, possessing only the 

software needed to run a single application.24 This forces dependencies to be explicitly accounted 

for in development and packaged together with the application in the container. Unlike virtual 

machines, containers achieve virtualization by only requiring applications to be shipped with 

software dependencies not found on the host operating system.25 This allows for containers to be 

small, facilitating network sharing and deployment, making them instrumental for cloud 

computing architectures. This also guarantees that a container which runs successfully on one 

Linux environment will run successfully on any Linux environment. 
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Docker is a widely used tool for creating and deploying containers. A Docker container is 

built from a Docker image, which serves as a set of build instructions specified in a Dockerfile.26 

While containers and images can be large, Dockerfiles are just text files and can be easily shared 

and modified.27 Dependencies required for a container’s application are specified in the 

Dockerfile. Dockerfiles can specify that images be built on top of existing images, allowing for 

common software bundles to be incorporated into containers easily. These images can be stored 

on Docker Hub; Docker’s public image registry. Docker Hub also serves as a centralized repository 

for container sharing and distributed deployment. A summary of Docker’s architecture is shown 

in Figure 7.26 

 

 

2. Methods and runtime details 

2.1 SD2E Abaco API 

 Actors were implemented using APIs provided by DARPA’s Synergistic Discovery and 

Design Environment (SD2E).28 SD2E provides several tools and services to help data-driven 

scientific discovery. Their services are hosted on the Texas Advanced Computing Center (TACC), 

which boasts impressive system specifications.29 Also hosted on TACC is SD2E’s file repository 

for all protein data, descriptors, and results for the protein design challenge problem. This 

centralized cloud service facilitates the interface between actors and the files they must interact 

Figure 7. Diagram depicting the architecture of Docker services during container deployment. 

(Taken from ref. 23). 
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with during runtime because authentication is shared. The Abaco command line interface (CLI) 

running on Windows Subsystem for Linux was used to create and deploy actors. Successful 

deployment of an actor relies principally on three local files: Dockerfile, reactor.py, and 

reactor.rc. The contents of those files used in this work are summarized in Figure 8. During 

deployment of actors, build commands specified in Dockerfile were sent to a remote Docker 

daemon running on Docker for Windows which compiles the custom image associated with the 

actor container. First-time deployment of a new container (with changes to any of the files) requires 

running installation of Popcoen dependencies, which can take several minutes. However, 

subsequent deployment of an unchanged container uses cached layers and builds in seconds.  

After the container is built, its image is pushed to the Docker Hub repository specified by 

the username given in reactor.rc. The Abaco API pulls the image from Docker Hub and 

deploys it to a dedicated host on TACC. The API assigns a universal identification (UID) code to 

the hosted container and returns it to the user. The destination of all messages (sent by either a user 

or another actor) are specified using this UID. The actor deployment pipeline is summarized in 

Figure 9. 

 A key component of the Actor Model is that actors can store queued messages. This is what 

leads to the common analogy of actors having mailboxes. Thus, messages must also be given 

UID’s so that multiple executions sent to the same actor can be differentiated. When a message is 

sent to an actor, the Abaco API assigns the execution a UID which is returned as a response to the 

POST request. Thus, execution status (submitted, busy, or complete) can be queried at any time 

using the SD2E API and CLI. Similarly, runtime logs for each execution can be queried at any 

Dockerfile 

 

Pull ubuntu OS 

Pull reactors API 

(python 2) 

Download & install 

Popcoen dependencies 

(pip) 

Copy Popcoen program 

into container 

 

reactor.py 

 

import Reactor from 

reactors API 

Reactor object has 

authenticated SD2E 

client 

Code to run for every 

execution 

 

 

reactor.rc 

 

REACTOR_NAME = 

popcoen-actor 

DOCKER_HUB_ORG = 

docker-hub-username 

DOCKER_IMAGE_TAG = 

popcoen-actor 

 

 

 

Figure 8. Summaries of the contents of the three required files specifying the actor to be 

deployed using the Abaco CLI.  
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time. This was used as the primary method for debugging and feature testing when implementing 

actors in this work. 

 

2.2 Popcoen actor runtime 

 Popcoen actors were designed to expect a JSON string containing several parameters. 

These parameters are summarized in Table 1. Because invocations of Popcoen require the use of 

Parameter Description 

type “request” for normal behavior 

tarPath Path of a compressed file of PDB files hosted on TACC 

tarSystemId System Id for the compressed file specified by tarPath 

filePaths A (comma-separated) subset of files within the compressed file to be 

considered during this execution 

library The name of the dataset to which the PDB files of interest belong 

dsspPath Path of a CSV containing dssp information for the PDB files of interest 

dsspSystemId System Id for the CSV specified by dsspPath 

Table 1. The parameters present in JSON strings expected in messages sent to Popcoen actors.  

 

Abaco 

API 

Image 

Container 

Figure 9. The actor deployment pipeline. Docker images are built locally and pushed to Docker 

Hub. The SD2E API running on TACC then pulls the image, builds the container, hosts it, and 

sends a UID mapping to the host location back to the user. 
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memory-intensive dependencies, initializing a localhost server running Popcoen allows for these 

dependencies to be loaded into memory only once regardless of the number of PDB files submitted  

to the program, greatly improving computation time. Thus, the first action taken by a Popcoen 

actor is starting the Popcoen server. Following this, the compressed PDB files and dssp CSV are 

pulled from TACC’s file server. The contents of the compressed file are iterated over and those 

PDB files which appear in “filePaths” (see Table 1) are extracted to a temporary directory. Each 

file is then piped into the Popcoen server and per-amino acid configurational entropy values (Si) 

are computed. These Si values are used alongside dssp data to generate descriptors sorted by 

secondary structure (table 2). Finally, these descriptors are joined alongside SPC (total protein 

configurational entropy) and the total row of descriptors for a given protein is appended to a 

growing dataframe. Once all proteins have been considered, the actor writes the dataframe to its 

log and the execution terminates. 

 

 

 

 

Descriptor Meaning 

S_PC Total configurational entropy 

Mean_H_entropy Mean alpha-helix configurational entropy 

Mean_L_entropy Mean loop configurational entropy 

Mean_E_entropy Mean beta-sheet configurational entropy 

Mean_res_entropy Mean configurational entropy for all residues 

SumH_entropies Total alpha-helix configurational entropy 

SumL_entropies Total loop configurational entropy 

SumE_entropies Total beta-sheet configurational entropy 

H_max_entropy Maximum configurational entropy for an alpha-helix residue 

H_min_entropy Minimum configurational entropy for an alpha-helix residue 

H_range_entropy H_max_entropy – H_min_entropy 

L_max_entropy Maximum configurational entropy for a loop residue 

L_min_entropy Minimum configurational entropy for a loop residue 

L_range_entropy L_max_entropy – L_min_entropy 

E_max_entropy Maximum configurational entropy for a beta-sheet residue 

E_min_entropy Minimum configurational entropy for a beta-sheet residue 

E_range_entropy E_max_entropy – E_min_entropy 

Table 2. The total set of descriptors computed by Popcoen actors. Each actor invocation 

creates a dataframe containing these values for each protein being considered. 
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2.3 Parallelization over actors 

Ten identical Popcoen actors were deployed and their UIDs recorded. A script was written 

in Python to test running the actors in parallel. The script accepts “tarPath,” “tarSystemId,” 

“dsspPath,” “dsspSystemId,” and “library” values (see Table 1) alongside a list of the ten deployed 

Popcoen actor UIDs. The script runs locally and pulls the compressed PDB files from TACC’s file 

server. The contents of the file are inspected by the local script and the file paths distributed into 

ten bundles of equal size. Each bundle is then split further into execution groups of about one 

hundred PDB files and each group is written as the value to “filePaths” in a message sent to one 

of the Popcoen actors (see Table 1). Once all executions are sent, the script iteratively checks the 

logs of the actors until a configurational entropy dataframe is present indicating that the execution 

terminated. The dataframe is then written to a growing CSV file stored locally. Once all executions 

have terminated, the local script terminates and the configurational entropy data for the entire 

compressed file of PDB files is contained in the local CSV. The runtime behavior of the local 

script and its interactions with Popcoen actors are summarized in Figure 10.  

Figure 10. Diagram depicting the runtime behavior of submitting a library of PDB files to the 

local script. Sub-groups of PDB files are formed and submitted to Popcoen actors hosted on 

TACC. The resultant logged dataframes produced by actors are combined locally. 
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2.4 Automation through actor message passing 

Although a successful proof-of-concept and a useful system for testing performance, the 

local-bound architecture described in section 2.3 has several faults. First, it assumes a working 

Python environment and a pre-authenticated SD2E client. The local script runs through Python 

and depends on system calls to the SD2E CLI. This requires that the CLI be installed and can be 

found from the local environment of the script. Distributing software and requiring dependencies 

can create a barrier for utilizing this type of system. Second, the success of the task depends on the 

completion of the local script. If the script is interrupted, the whole process fails, making it 

unreliable. Since (for arbitrary dataset sizes) the process may take an undefined amount of time, 

keeping a script running locally can be a challenge. Third, the local script must download files and 

save them locally. While they could, in theory, be deleted at the end of the execution, this can 

clutter up working directories (especially if the script were to be interrupted before completion). 

Fourth, the local script works by periodically checking the logs of the Popcoen actors. A lot of 

time can be lost between the end of an actor’s execution and when its logs are checked. Handling 

actor distribution from a local script gives no way for actors to report back once they have finished 

their execution. Finally, having local code interface with actors is a divergence from the Actor 

Model of computing. There is no reason to depend on a local script if its functionality can be 

introduced as part of the actor-based system. 

To ameliorate some of the faults of the local-bound system, preliminary work was done to 

port it to a supervised actor-based architecture that features inter-actor communication through 

message passing. With this alternative method, rather than submitting “tarPath,” “tarSystemId,” 

“dsspPath,” “dsspSystemId,” and “library” values with the list of Popcoen actors to a local script, 

they are passed to another deployed actor as a JSON string. This actor serves as the master, pulling 

the compressed file of PDB files and distributing file paths into execution bundles which are 

communicated directly to Popcoen actors through the Abaco API. Each execution is logged on the 

master actor’s state attribute. When Popcoen workers complete their execution, they do not log the 

results but rather send a message back to the master actor with the JSON schema shown in Table 

3.  

Parameter Description 

type “response” 

response “success” / “failure” 

sender_id Popcoen actor’s id 

sender_execution Execution from which the message is sent 

payload Sconf output (success) or file paths from the 

failed execution bundle (failure) 

Table 3. The parameters present in JSON strings expected in messages sent from Popcoen 

actors to the master actor following their execution. 



19 
 

When the master actor receives a response message indicating success, it updates its state, 

appending the new data to a CSV of output. It also removes the execution corresponding to 

“sender_id” / “sender_execution” from its manifest. If the actor receives a response message 

indicating failure, it can resubmit the failed file paths to a Popcoen actor. A summary of the runtime 

behavior of the supervised actor-based architecture is shown in Figure 11.  

 

Figure 11. Diagram depicting the runtime behavior of submitting a library of PDB files to the 

master actor. Executions are distributed to deployed workers who respond with success of 

failure messages. 
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3. Results and discussion 

3.1 System performance 

 The path to a dataset of about 18,000 PDB files stored on TACC was submitted to the 

local-bound system containing between ten and twenty actors (see section 2.3). The executions 

took under two hours to complete and execution time scaled inversely with the number of actors 

used. The execution time of running the same task linearly was extrapolated by locally computing 

configurational entropy descriptors for 100 PDB files from the dataset. This runtime totaled about 

thirty-five seconds. The 0.35 s/PDB file rate can be extrapolated to a runtime of about 1.75 hours 

to linearly process a dataset of this magnitude.  

 

The results shown in Figure 12 indicate that the Abaco system is only beneficial for 

speeding up the generation of configurational entropy features for a dataset this size if enough 

worker actors are used. Likely, the discrepancy between running the computation linearly on a 

local environment and running the computation with ten actors is because of the time complexity 

of making web requests and the need to download and iterate over the compressed file multiple 

times. This contrasts the speedup achieved by distributing the workload. The variability in 

computing time observed between the two separate runs with ten actors can be attributed to 

resource allocation on TACC and the arbitration of time between execution submission and 

execution commencement. 
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Figure 12. The time to compute Sconf features for 18,000 PDB files vs. number of actors used. 

The orange bar indicates a linear execution performed on a local computer. 
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3.2 Effect of configurational entropy on model success 

 The gradient boosting model utilized by Rocklin et al. was retrained on 80% of the entire 

data repository of Rosetta data and tested on the round 4 proteins shown in Figure 2. The resultant 

predicted stability was compared to experimental stability. The model was then retrained on the 

dataset including the added configurational entropy features and the round 4 proteins were retested, 

as shown in Figure 13. The comparison of per-topology model performance with and without 

configurational entropy can be seen in Figure 14. 

 

 

  

Comparison between model performance with and without the inclusion of 

configurational entropy reveals minimal change to the linear fit between experimental stability 

and predicted stability, regardless of topology. This suggests that a gradient boosting model does 

not determine a correlation between configurational entropy and stability. 

 

Figure 13. Experimental stability score vs. stability score predicted for all round 4 Rocklin 

proteins using Rosetta descriptors (top) and Rosetta descriptors along with configurational 

entropy descriptors (bottom) in Rocklin’s gradient boosting model. 
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Figure 14. Results from Figure 13 disaggregated by topology. The results show that regardless 

of topology, configurational entropy has minimal effect on this model’s accuracy in predicting 

stability. 
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 Alternate models were tested in attempts to identify a higher success system (with and 

without configurational entropy features included). One such model design is a random forest 

regressor. This model was trained on 80% of the total data repository and tested on the remaining 

20%. Like the gradient boosting model, the random forest regressor performance was not 

significantly increased by the inclusion of configurational entropy features. Models were then 

created by training a random forest regressor on specific topologies. Each model was trained on 

80% of all data for a given topology and tested on the remaining 20%. Training and testing were 

performed 100 times and the cross-validated results are shown in Table 4 for the topologies which 

showed improvement. R-squared results show that topology-specific random forest regressor 

model performance is slightly improved by the inclusion of configurational entropy features, with 

some topologies (thio in particular) improved more than others. 

 

 

To analyze the improvement achieved by the random forest model trained on the ‘R+S’ 

descriptor set, SHAP (Shapely Additive exPlanations) was used as a feature auditing tool. SHAP 

allows for elucidation of feature importance by iteratively comparing model success with and 

without each feature.27 SHAP results are shown in Figure 15. For each topology, the three most 

important entropy features were noted, alongside the feature’s rank (out of 130), as shown in Table 

5. The thio topology model was most impacted by configurational entropy features, with 

H_range_entropy as the 10th most important feature and 15 configurational entropy features 

appearing in the 35th percentile of all features sorted by importance. This is consistent with the thio 

model’s greater improvement compared to other topologies. In general, there is no cross-topology 

consistency for configurational entropy feature importance, however configurational entropy 

features associated with loop structures are frequently important.   

 

 

 Mean R2 (std) Mean R2 (std) ΔR2 

Topology  ‘R+S’ ‘R’ ‘R+S’ – ‘R’ 

4h 0.458 (0.001) 0.455 (0.001) 0.003 

HHH 0.502 (0.001) 0.500 (0.001) 0.002 

EEHEE 0.459 (0.001) 0.457 (0.001) 0.002 

thio 0.218 (0.004) 0.213 (0.003) 0.005 

coil 0.382 (0.006) 0.379 (0.007) 0.003 

ferredoxin 0.350 (0.001) 0.348 (0.001) 0.002 

Table 4. Mean R2 goodness-of-fit results for topology-specific random forest regressor models 

which were improved by Sconf descriptors. ‘R+S’ corresponds to models trained on Rosetta and 

configurational entropy features, ‘R’ corresponds to models trained on just Rosetta features. 
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Topology 1st (rank) 2nd (rank) 3rd (rank) 

4h L_min_entropy (20) Mean_L_entropy (26) H_max_entropy (28) 

EEHEE L_range_entropy (58) H_min_entropy (60) Mean_E_entropy (62) 

HHH L_min_entropy (50) H_max_entropy (65) Mean_res_entropy (69) 

coil L_range_entropy (21) sumH_entropies (23) Mean_H_entropy (24) 

ferredoxin H_max_entropy (33) L_min_entropy (35) L_range_entropy (48) 

thio H_range_entropy (10) H_min_entropy (24) H_max_entropy (27) 

 

To investigate the potential chemical insight achieved from SHAP results for the thio 

topology, configurational entropy data was analyzed more closely. A gaussian kernel density 

estimation was performed to identify systematic differences in alpha helix configurational entropy 

range between stable thio proteins and unstable thio proteins. “Stable” proteins were defined as 

having a stability score greater than or equal to 1.0. As shown in Figure 16, there is not a significant 

difference in the estimated H_range_entropy for stable and unstable thio proteins, however all 

protein H_range_entropy values do seem to fall within a narrow range. The importance of 

H_range_entropy features as elucidated by SHAP may be an artifact of this consistency. 

Furthermore, the thio dataset is quite small and contains mostly unstable proteins. To adequately 

identify the meaning of feature importance, more stable thio proteins should be investigated. 

Figure 15. The number of configurational entropy features in specific percentiles for SHAP 

feature importance results from topology-specific random forest regressor models (sorted by 

importance). 

Table 5. Three most important configurational entropy features for each topology-specific 

random forest regressor model which was improved by Sconf descriptors, as well as their rank 

(out of 130) relative to all features. 
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3.3 Implementation analysis 

 Creating a high-throughput system to generate data is not an easy feat, regardless of the 

underlying implementation. However, the Actor Model of computing gives a framework to ease 

the endeavor. Conventional highly-parallelized architectures depend on code written to achieve 

concurrency at the thread-level and background processes designed to handle integration between 

that concurrency and the hardware of super computers (thousands of processing nodes, clusters, 

memory banks, schedulers, etc.). The abstraction achieved from using cloud-based architectures 

decreases the implementation complexity. An application deployed to Abaco’s system is built out 

of code designed to handle a specific operation in a linear fashion using whatever resources it can 

access. Thus, a simple script is all that is needed to create an actor. This achieves a high degree of 

accessibility for programmers interested in writing code to run on an actor; one need only know 

Python. 

 Beyond the creation of the execution code, successfully designing an actor-based system 

relies on an API such as that supplied by Abaco. While Abaco’s API currently offers all the 

features necessary to have Docker applications behave like actors, it is still being developed. For 

Figure 16. Kernel density estimation plot for thio proteins demonstrating clear consistency in 

H_range_entropy. The lack in systematic differences in H_range_entropy for stable vs. 

unstable proteins suggests that the SHAP results may be biased by dataset size and a higher 

number of experimentally unstable proteins. 
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this reason, its documentation is not complete or accurate in all cases, creating a barrier to 

achieving the functionality desired. A large portion of the implementation process in this work was 

undergoing trial-and-error to achieve a working system. Alongside this, much of the understanding 

of the Abaco API required for this work was attained by reading source code and discussing errors 

and runtime performance with its primary developers. This source code was the implementation 

of the actor-based Python library which interfaces with the TACC-hosted API. This revealed how 

the actors interact with the web API from the container, but not how the API works overall. In 

principle, a robust API with adequate documentation could remain hidden from the user. In this 

work, there were times when understanding the faults with actor runtime behavior could have been 

expedited by a deeper understanding of the API. However, as the API is perfected, and 

documentation improved, the ease of implementing an Abaco system will likely increase.  

   A few implementation difficulties are endemic to actor-based computing. First, containers 

of certain sizes containing large dependencies can take a long time to build. In this work, the 

Popcoen actor container took several minutes to build and deploy, slowed mostly by the 

installation of Popcoen’s MDTraj dependency. This large deployment time slowed the 

development process significantly, especially when implementing and testing changes to the actor 

application code. When new features were added to the application, the runtime behavior needed 

to be tested. Bugs and errors needed to be handled on an individual basis and then the actor re-

deployed for subsequent testing. Second, because of the distributed nature of the Abaco system, 

conventional debugging tools could not be used. Runtime behavior needed to be debugged by 

logging errors or variables, which were read at the end of an execution. Based on the logs, changes 

could be made to the code and a new actor would be (slowly) built and deployed. Finally, actor-

based computing implemented through Docker containers relies on a working Docker 

environment. Although Docker’s documentation is extensive, ensuring that Docker is working 

correctly on the local environment offers another barrier to facile implementation, especially for 

those with minimal experience working with containerization.  

 

3.4 Discussion 

 3.4.1 Configurational entropy and protein stability 

With a better understanding of the sequence-structure relationship of small proteins, 

de novo protein design can be used as a powerful method of developing pharmaceutically relevant 

compounds. Data-driven, high-throughput synthesis stands as a viable method for unveiling this 

relationship. This method depends on an effective predictive model, the success of which is reliant 

on the feature set used. Forming a robust feature set may require converting structural designs into 

more physically or chemically descriptive features. In some cases, such as configurational entropy, 

this process can be computationally intractable for large datasets. This work demonstrates that this 
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computational intractability can be circumvented by using a cloud-based computing architecture. 

This allows for the impact of configurational entropy features on model success to be evaluated. 

While the gradient boosting models used previously to predict stability were not 

improved by the incorporation of configurational entropy features into training data, SHAP results 

for a random forest model suggest that alternative model designs may be more sensitive to the 

importance of configurational entropy in predicting structural stability. It is clear from topology-

specific feature auditing that random forest regressor models perform best when they are trained 

on a specific topology. This suggests that proteins of different topologies have different 

configurational entropy profiles that correlate with stability. As more experimental data is 

collected, and model designs are optimized, configurational entropy should continue to be 

evaluated as a potential feature correlated with stability. 

  

 3.4.2 Actor-based systems for data featurization 

The implementation methods used in this work go beyond generating configurational 

entropy features for stability-predicting models for de novo protein design. Despite its 

implementation challenges, an actor-based approach to high-throughput data featurization is a 

promising cloud-integrated, scalable, and portable solution to data processing for high-throughput 

studies. This work stands as an example of how this type of system can be implemented for any 

kind of featurization process. The abstraction inherent to the actor model allows runtime behavior 

to be controlled entirely by the actor application script, making it easy to extend existing Abaco 

systems to run different featurization code. In fact, for any featurization code related to the protein 

design challenge problem, most of the contents of the three files referenced in section 2.1 need not 

be changed. 

A cloud-hosted system also improves accessibility for users. Concurrent featurization 

of datasets of arbitrary sizes can be triggered by a simple authenticated web request. Thus, a user 

need not engage closely with the underlying implementation to utilize this class of featurization 

tools. If made robust, a suite of featurization systems resembling the one implemented in this work 

could be used to automatically populate model input datasets without slowing the high-throughput 

cycle. The system can also be used to generate data for a small set of proteins. If a user wants to 

query the configurational entropy (or some other feature) of a single protein, it can be submitted 

to the system and be processed on a single actor. Again, this improves accessibility for tools like 

Popcoen (which otherwise relies on an established Python environment with the appropriate 

dependencies) by wrapping the web-hosted container’s execution in web requests.   
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3.4.3 Data democratization 

Collaboration is at the forefront of science and successful research. While the internet 

and modern computers facilitate this collaboration between researchers greatly, a potentially 

stronger way to answer difficult questions in science is through internet-based crowdsourcing. The 

revolutionary example of this effort is the online puzzle video game Foldit. Founded by David 

Baker at the University of Washington (who also founded Rosetta and the initial high throughput 

assay), Foldit was inspired by the idea of utilizing human intrigue in puzzle-solving and the innate 

human ability to understand three-dimensional space in order to answer important questions about 

protein folding.30 The results of the effort show that, given well-designed tools, individuals with 

no interest in or understanding of biochemistry can contribute greatly to solving its problems. 

A similar crowdsourcing approach can be used to help solve the problem of de novo 

protein design. Currently, individuals seeking to experiment with machine learning models or 

statistics projects may turn to publicly available datasets. Tools which allow for cloud-based data 

processing keep data hosted publicly as a central dataset. Furthermore, model makers would need 

to understand the underlying chemistry to embark on further featurization of the protein data to 

improve model performance. Creating tools which facilitate the generation of these features in an 

efficient way can minimize the barrier for model makers to devise new model architectures for de 

novo protein design.31 The integration of these tools with a centralized web-hosted repository could 

give easy access for any mathematician, statistician, computer scientist, etc. to experiment with de 

novo protein design models, regardless of their chemistry knowledge.  

 

 

4. Conclusions and future work 

4.1 Conclusions 

 This work explores the promise of actor-based computing as a novel high-throughput 

approach to data featurization. As a specific example, the technology was applied to data-driven 

de novo protein design. Although the configurational entropy features generated using the system 

implemented in this work did not directly contribute to improved performance of existing models, 

their incorporation has promise in random forest regressor models for specific protein topologies. 

The models also allow for the elucidation of specific features which contribute to stability through 

SHAP auditing. This offers scientific insight into what contributes to stability at the molecular 

level. Furthermore, configurational entropy features can be used as topology-specific “sanity 

checks,” a property which will improve as their correlation with model performance is tested for 

larger datasets. Models can likely be improved by further incorporating new features to train on. 

As the number of training proteins grows, this will require systems like the one implemented in 

this work.  
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More generally, this work evaluates the implementation challenge of designing an actor-

based concurrent computing system utilizing SD2E’s Abaco API. While there are still challenges 

to facile implementation of systems such as the one detailed in this work, it stands as an example 

of a working approach. Aside from the implementation of such a system, the general promise for 

actor-based methods to data featurization are discussed. The benefits of using cloud-hosted, 

lightweight, arbitrarily distributed processing containers increase user accessibility. Additionally, 

a web-integrated system encourages a centralized data repository, promoting open access to data 

that can be used in crowdsourcing efforts. Overall, actor-based systems implemented in the way 

described in this work hold promise for supporting data-driven research efforts. 

 

4.2 Future work 

 There are still some engineering challenges that must be surmounted to achieve ideal 

behavior of the Abaco system. Currently, new data added to the repository is screened by a separate 

suite of Python scripts to ensure consistency before being uploaded. Interfacing with these scripts 

from within the actor environment has proven challenging and should be investigated further. 

From here, automation could be readily achieved, defining a featurization pipeline that goes from 

automatically scraping the data repository to actor-based featurization to updating the data 

repository with new features. This may require redesigning data auditing and versioning 

conventions. This may also require porting current datasets to a “query-able” database 

infrastructure to facilitate data reading and writing from the actor environments. 

 Utilizing the architecture described in this work, other featurization code should be 

incorporated into an actor-based system. One such set of features is that of “many-body 

descriptors,” which provide a fingerprint for a protein’s atomic makeup.32 Work has already been 

done to incorporate these features into current datasets, however, its time complexity makes this 

type of featurization well-suited for actor-based concurrency. Once new featurization systems are 

deployed, work should be done to offer a facile way for users to utilize any combination of the 

systems when aiming to compute features for proteins.  

 

5. Supporting information 

 All code used in this work can be found on https://github.com/gavanaken/Abaco-Popcoen. 

The original actor implementation can be found in Abaco-Popcoen/actor and must be deployed 

from this directory. The local-bound script to interface with these actors is Abaco-Popcoen/add-

spc.py. The message-passing implementation can be found in Abaco-Popcoen/stability-master and 

Abaco-Popcoen/stability-worker/actor. Data associated with this work can be found by requesting 

access to the SD2E Portal. All local computations were performed on a quad-core Intel® Core™ 

i7-4790 CPU @ 3.60GHz. 

https://github.com/gavanaken/Abaco-Popcoen
https://github.com/gavanaken/Abaco-Popcoen/tree/master/actor
https://github.com/gavanaken/Abaco-Popcoen/blob/master/add-spc.py
https://github.com/gavanaken/Abaco-Popcoen/blob/master/add-spc.py
https://github.com/gavanaken/Abaco-Popcoen/tree/master/stability-master
https://github.com/gavanaken/Abaco-Popcoen/tree/master/stability-worker/actor
https://sd2e.org/accounts/request-access/
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