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Abstract 
Reversible computing is the paradigm in which every computation is physically and 

easily reversible in an unambiguous way. For a reversible machine, this would apply to 
programs, gates, memory, and everything in between. The main motivation for pursuing research 
in reversible computing is the possibilities it offers in reducing amounts of energy lost to heat in 
conventional computers. Since conventional designs are currently restricted by physical relations 
of heat and space, reversible computing is one approach to allow for more compact and powerful 
computers. This literature review aims to outline key developments in the architectural 
component of designs in reversible computing, focusing on gates, memory, and arithmetic.   
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Introduction 
What is reversible computing? Put simply, Reversible computing is the paradigm in 

which every computation is physically and easily reversible in an unambiguous way. Any 
computational gate, program, function, or algorithm that is reversible must be a one-to-one 
relation between the input and its output, and must be deterministic. As such, any reversible 
computation must have an equal number of inputs and outputs. Because of these properties, 
performing reversible computations will not result in information loss, which allows the 
computation to be reversed easily. 

From work by researchers such as Charles Bennett, it is known that any computation, 
down to logical operations, can be designed as a reversible computation (Bennett, 1988). This 
implies that a complete design for a reversible machine is theoretically possible, and many 
people are currently designing various reversible components. But why are researchers 
attempting to design such a machine? 

While it may not be initially clear, reversible computing provides a way to design a 
machine that bypasses a limit to computation efficiency that is inherent from a conventional, 
irreversible computer. This limit is known as the von Neumann-Landauer limit, and it represents 
the energy required to complete an irreversible computation where a bit of information is lost. 
While current computers use thousands of times more energy than the limit states is required, 
any design of an irreversible machine cannot bypass this constant. Because of this, conventional 
designs will not be able to keep up with Moore’s law, a speculation that computational power of 
an average machine will double every 12 to 24 months.  

The design of a reversible machine is not restricted to the von Neumann-Landauer limit, 
which means it may result in many more generations of machines that will be able to keep up 
with Moore’s law. This possibility is why there is currently active work in attempting to make a 
practical, cost-efficient reversible machine. 

This paper will serve as a literature review of the work done on this field. Specifically, 
this paper will give an overview of the historical developments of reversible computing, from the 
discovery of defining principles to key designs for reversible logic gates. Then, various 
developments in reversible architecture will be explored, with an emphasis on memory and 
arithmetic. While much of the current research on reversible computing involves quantum 
computing, this paper will be focused on classical reversible computing, where the emphasis is 
less on implementation and more on designs and definitions.  
 
Historical foundation and Concepts 

The foundations of thought on reversible computing were developed long before 
computing was widespread, and they were the result of a perplexing set of thought experiments 
by James Clerk Maxwell. Maxwell proposed the idea of a small, non-omniscient creature that 
came to be known as Maxwell’s Demon (Reff & Lex, 1990, 5). This creature is able to examine 
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and manipulate individual molecules, and generally exists to expose various unexplained 
phenomena in the understanding of physics that was contemporary for Maxwell.  

One scenario he describes is particularly relevant to the field of reversible computing. In 
this scenario, the demon exists in a fully enclosed box that is split by a barrier, and that barrier 
has a hole that is one molecule wide. This box is filled with air molecules, and there is a uniform 
temperature throughout both sides of this box, although the molecules do not all have the same 
level of energy. The demon will be able to open and close the door as he pleases, and is also able 
to examine the level of energy that a molecule has.  

Maxwell’s observation is that if the demon chooses to let all molecules with high levels 
of energy to one side while letting molecules with low energy to the other, he can effectively 
change the temperature of both sides by having one side filled with high energy particles and the 
other with low energy particles. The only energy the demon uses is the energy required to open 
and close the door, and yet this low use of energy can vastly change the temperature in both sides 
of the closed box. This vast difference in temperature shifts seems to violate the second law of 
thermodynamics (Reff & Lex, 1990, 5). 

After Maxwell made this observation, Szilard argued that the level of entropy cannot 
arbitrarily change in a completely closed space. The vast change of temperature indicates that all 
molecules on one side have a lot of energy, and therefore that side is the hot side, and that the 
other side is the cold side since all the molecules there have lower energy. Szilard states that both 
of these sides have a low level of entropy, since there is little difference between the molecules 
on one side. As such, he argued that the beings measuring the energy must somehow be 
increasing entropy inside the box to compensate for the decrease in entropy later due to changing 
temperatures. 

Since neither Maxwell nor Szilard provided any definitive explanation for how the 
entropy is increased, this question was left unanswered for many years. The decades of little 
developments was suddenly broken by Rolf Landauer, who linked increased entropy to 
information loss, which is directly related to energy loss (Bennett, 1988).  

 
Beginning of Reversible Computing 

Reversible computing in recent decades owes its birth to Rolf Landauer, who published a 
paper titled “Irreversibility and Heat Generation in the Computing Process” in 1961 (Frank, Sep 
2017, 35). This work served as a basic groundwork of how earlier observations of entropy can 
apply to conventional computer designs and electrical energy loss, thus giving reversible 
computing a more solid framework for later work to build on. 

On a fundamental level, the laws of physics are reversible. This is true for forms of 
energy, but this analogy generally applies to information as well, since the physical 
manifestation of a bit is a surge of energy, however small. So, since energy cannot be created or 
destroyed, then a bit storing information cannot be created or destroyed either. This means that 
when information is lost in irreversible computing, or when a bit is overwritten in memory, the 

5 



 

old information will be replaced by the new information takes. However, the old information 
now has nowhere to go, so it gets converted to heat energy and is considered ‘lost energy’ as far 
as conventional computer designers are concerned.  

Thinking about energy loss and heat energy provided insight for thinking about how 
much energy is lost with conventional computers. For instance, the irreversible gates such as 
classical AND and OR gates lose information about the inputs once the calculation is performed, 
such that the original values cannot be reconstructed from the result (Frank, Sep 2017, 34). 
Additionally, while most conventional logic gates are irreversible, the Not gate is a one-bit 
reversible gate (Hayes, 2008, 110). This may lead to one thinking that the Not gate will not have 
any heat lost, but this is not true since the design of the gate may not be perfectly efficient 
(Hayes, 2008, 110). However, other gates such as AND and OR gates will have some 
information loss due to Landauer’s observation, and will therefore produce extra heat, regardless 
of design and implementation of these gates. Even if the loss of energy is small, this heat transfer 
occurs at every clock tick, and it occurs for every calculation. In a conventional computer, this 
heat will quickly add up, preventing practical more compact designs (Frank, Sep 2017, 34). This 
massive generation of heat may occur in a reversible computer due to implementation, but 
Landauer’s observation suggests this hear loss is far from necessary on a reversible computer.  

Reversible computing is a great alternative to conventional computing, since the current 
stagnation in computing power for conventional computers is largely the heat generated 
preventing computing due to overheat. As such, creating an economically feasible reversible 
computer would allow for creation of computers that are able to keep up with Moore’s law. 
However, many people at the time were reluctant to devote substantial resources to the creation 
of a reversible machine because there was question of exactly how much the reversible machine 
would decrease computation times. In particular, many concerns involved the possible increase 
in complexity when converting a program from conventional to reversible approaches. 
 
Determining Possible Benefits of Reversible Computing 

Before jumping in to designing hardware for a reversible machine, researchers had to 
consider the possible benefits and costs of computing using a reversible computer. At the time 
when reversible computing was being developed, there was some concern over the increased 
complexities that computations would face when done reversibly compared to conventional 
methods. It wasn’t clear what the relationship between the two was, but it was intuitive for some 
researchers in the field to think that an algorithm in a reversible setting would have a higher 
complexity than if that same algorithm was performed conventionally. The main concern in the 
field was, if the complexities would rise by computing something reversibly, then the amount of 
energy used would rise and thus negate any reduction in heat waste brought on from the nature 
of reversible design. At this point, the potential benefits of reversible computing were in 
question, so researchers in the field had to determine whether there indeed existed net reductions 
in energy usage via avoiding larger computational complexities.  

6 



 

Many attempted to find a link between the work, but it was ultimately Michael Sipser 
who found a relation between complexities of conventional and reversible varieties. Sipser 
demonstrated that any deterministic Turing machine that runs in S(n) space and may or may not 
halt can be simulated by another machine that also runs on S(n) space but will halt (Sipser, 1979, 
335). If the original turing machine M uses at most S(n) spaces, it will never use storage of 
greater order than S(n) but these squares may be rewritten any number of times, as needed.  

Sipser’s argument begins by pointing out that state graph for M is deterministic, meaning 
no state in the machine can have two outgoing edges from it. This means that states within M’s 
graph of states must form a tree around the accept state, which is treated as the root (Sipser, 
1979, 336). From this, Sipser describes the second machine, N, which effectively performs a 
depth first search on this graph. N will halt and accept if the start state for M is found, and will 
halt and reject if such a state is not found. As such, Sipser claims N has the following behavior: 
for any input x, if M halts on x, N will halt and accept on x; if M does not halt on x, N will halt 
and reject on x. In addition, Sipser claims that N also uses S(n) space, and N will not enter an 
infinite loop. 

The proof for showing these properties relies on how the depth first search is performed. 
N will use the same transition function as turing machine M, and will simply perform transitions 
in reverse order as M. One detail about how Sipser describes N however, is that the depth first 
search is performed in the absence of a stack, so traditional ways to keep track of the traversal 
cannot be used. Instead, at any given point in the traversal, N uses a tape to keep track of a single 
path, from the current node to the root of the tree (Sipser, 1979, 336).  

N will run through each branch one by one in the depth first search manner (Sipser, 1979, 
336). This works because there is no chance any one of these subtrees will have a cross branch to 
another tree, since this means there would be a state in the graph that would have multiple 
outgoing nodes, and this is impossible since the graph being traversed is a tree. This lack of cross 
branches also prevents N from looping infinitely, since there are no cycles present in the tree. 
When the search reaches a leaf, the search will move back up the tree by running machine M 
forward one step, which has only one possible outcome since M is deterministic. Using the 
above methods, N will perform a depth first search though the given tree, and will halt and 
accept at any point if it finds the original start state for M, which is unique. If this state is not 
found and the entire tree has been searched, however, it is assumed that M does not halt in this 
situation, so N will halt and reject. 

Why can M be assumed to not halt if the start state is not found in the depth first search? 
If M is deterministic, there can be no cycles that have a way out of them, since this would imply 
that one state in that cycle would have multiple outgoing edges: one to continue the cycle, and 
one to leave the cycle. However, meaning there can be a path from the start state to a cycle that 
cannot be escaped. In fact, is such a cycle exists, this cycle is unavoidable since there is no other 
path to bypass the cycle, since M is deterministic. However, what this also means is that such a 
cycle would not be accessible by running machine M backwards, since there is no path from the 
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cycle to the halt state. This fact is sufficient to state that N will not run into any loops, since any 
loops that exist in the state graph will not be connected to the tree. So, since N will not run in any 
loops, there are at most S(n) states in M, and N will not use space consuming data structures such 
as stacks, N will not use more than S(n) space. 

 By describing a way to perform a depth first search in this situation without the use of a 
stack, Sipser displayed that the new machine, N, can be run without significant increase in space 
usage, effectively showing that space classes for deterministic turing machines are closed under 
union, intersection, and complement (Sipser, 1979, 336). One may wonder whether a similar 
property would apply to a turing machine that was not deterministic, since Sipser did not make 
any claim regarding how such a machine could have a corresponding turing machine that halts. 

Whether or not this property also applies to non-deterministic turing machines, Sipser’s 
observation answered a very important question in the field of reversible computing. Any given 
computation with a turing machine can be reversed with no significant increase in spatial cost, 
which implies that reversibility in not inherently more complex than conventional computing. 
Earlier worries of the possible benefits of reversible computing were put to rest, as it was now 
known that the significant increases in computing power initially promised by reversible 
computing were indeed possible. As Sipser’s observation became widely known across the field, 
excited researchers turned their attention to designing the basic building blocks of a reversible 
hardware.  

 
Reversible Gates 

Once the foundation ideas for the field were laid down, it became apparent that applying 
these ideas to designing gates was the next step in creating a reversible machine. Edward Fredkin 
and his colleague Tommaso Toffoli would make such notable early designs at MIT in the 1980’s 
(Frank, Sep 2017, 36). Their work resulted in the creation of universal reversible gates, the 
Fredkin and Toffoli gates. The goal of these reversible gates was to ultimately have no internal 
friction, meaning energy loss will not occur due to data overwriting or energy loss (Frank, Sep 
2017, 35). Both the Fredkin and Toffoli gates were designed to be reversible, so they have these 
properties.  

Both gates have three inputs and three outputs, and were designed such that running a set 
of inputs though a given gate twice would yield the original inputs, making them reversible 
(Hayes, 2008, 109). These gates were designed abstractly, meaning they were defined by truth 
tables, seen below. 
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Diagram displaying various reversible and non-reversible gates (Hayes, 2008, 109) 

 
As shown in the design above, If a Fredkin gate has three inputs A, B, and C, the results 

of  the three outputs P, Q, and R are as follows: P will always be the same value as A; If A is 1, 
then Q will be the value of C and R will be the value of B; If A is 0, then Q will be the value of B 
and R will be value of C. Similarly, if a Toffoli gates has three inputs A, B, and C, the results of 
the three outputs P, Q, and R are as follows: P will always be the same value as A; Q will always 
be the value of B; If A is 1, R will be the value of B XOR C; If A is 0, R will be value of C 
(Hayes, 2008, 109).  

However, while the truth tables for the Toffoli and Fredkin gates were defined, designing 
a physical manifestation of these gates proved impractical (Frank, Sep 2017, 36). This realization 
led researchers to look for alternative designs for computer hardware, and one of the possible 
changes could be a change in materials. Many of these new designers do not use the 
Complementary metal–oxide–semiconductor (CMOS) material that is employed in conventional 
computers, and instead explore novel designs such as optic or quantum hardware (Frank, Sep 
2017, 36). New designs were being explored as late as the 2000’s, and it appears that researchers 
are getting closer to creating a viable machine. However, such developments are beyond the 
scope of this paper since many of them involve quantum computing.  

 
Reversible Memory 

In any computing machine, having gates that compute various outputs are of little use if 
there is no way to store these outputs, so a number of researchers focused on designing a 
framework for reversible memory. Carlin James Vieri was among these people, and while he 
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ultimately aimed to design a reversible ALU, it became clear to him that a functioning memory 
would be required to complete the machine, so a significant amount of his efforts ended up in the 
realm of memory. 

As with most other work with computer science, one can imagine approaching memory 
creation by starting at the smallest size and then scaling up. For memory, a one-bit cell must 
have a few functionalities: it must be able to keep the charge of the data input constant, even if 
the data input changes, and it must have some sort of enable mechanism to determine whether 
the bit memory cell will continue storing the value it has, or read the current data input and store 
that instead. In conventional memory cells, this second requirement has been met with a 
combination of a clock and enable inputs.  

When scaling this one bit memory cell into a functioning RAM, even more questions 
begin to arise. For instance, how should memory be initialized in a reversible machine? It could 
be initialized to high impedance, or no signal, so that writing into memory initially would not 
create bit erasure; alternatively, the initial state of memory could be zeros, and the machine 
would have to tolerate some level of bit erasure on initialization (Vieri, 1999, 79). In addition, 
moving data from one place to another can be done with a series of swaps, or it could be done by 
destructive reading, where a data element is removed from the memory cell when another part of 
the machine accessed the data (Vieri, 1999, 79). Finally, the inability to overwrite data would 
create information that may not be used again, so there is question to what should be done with 
the data. Previous thought revolved around a garbage stack, a collection of data that was stored 
as byproduct of previous calculations.  

The guiding philosophy to Vieri’s designs is that the main difference between reversible 
memory and conventional memory is the need to not overwrite any bits (Vieri, 1999, 78). As 
such, he chose to design memory cells that were initialized and relied on high impedance, since 
this would avoid the need to overwrite bit values. In addition, Vieri claimed that swapping is 
preferable to destructive reading, since it would avoid both the need to overwrite data and the 
need to create a garbage stack, since data could be freely be moved around without worrying 
about interrupting the order of the stack (Vieri, 1999, 79).  

Since Vieri saw little difference between reversible and conventional computing, many of 
his designs function and appear to be closely related to their irreversible counterparts. He came 
up with three designs for how a reversible memory might work: charge-steering logic, where a 
bit is passed through a series of transmission gates; Fredkin gate memory, in which memory is 
created entirely out of fredkin gates; and SRAM memory, which is designed in the image of 
traditional memory, with a pair of decoder and encoder (Vieri, 1999, 80).  

The first proposed design, the charge steering logic approach, had the idea of linking a 
series of transmission gates in a row, and having different clock enable each gate so that a piece 
of information could be passed through one gate without being simultaneously cleared in another 
gate.  
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Charge steering memory cell (Vieri, 1999, 84) 

 
As shown above, the input data will be passed into the first transmission gate, and the 

data stored in the cell may be read from the output of the last gate. The clocks will tick in 
sequence, as labelled, giving enough time for b to be stored in the wire labeled copy before the 
data coming in from Din overwrites b (Vieri, 1999, 84). The downfall of this design is that it 
seems to rely on having multiple clocks, and it also seems to lack any means to disable this 
cycle; this will cause data to constantly be pushed through the series of gates. Unless the 
incoming clock signals are manipulated to include such logic, this memory would not serve very 
well in a fully-functioning machine.  

Fortunately, Vieri’s other designs did have a form of enabling or disabling the storage 
incoming data. One such design was the Fredkin memory, which he states was designed 
primarily to discover the level of difficulty of creating memory from a universal gate (Vieri, 
1999, 86). 

 
Fredkin gate design and behavior, as described by Vieri (Vieri, 1999, 86) 

Vieri describes the Fredkin gate differently than Hayes’ interpretation of it, but both are 
fundamentally describing the same gate. According to Vieri, if input A is 1, then B’ will derive 
its value from C and C’ will derive its value from B. Likewise, if A is 0, then B’ will derive its 
value from B and C’ will derive its value from C. So, Without loss of generality, the gates have 
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the same behavior since the behavior of one could be be converted to the behavior of the other by 
simply inputting ~A instead of A.  

Regardless of the precise definition of Fredkin gate that is used, Vieri observed that using 
a Fredkin gate could serve as a one-bit memory cell, with A serving as the enable and with one 
of the other inputs serving as the circulation path. This idea was the basis for his design for the 
one bit Fredkin memory cell, depicted below.  

 
Fredkin Memory Cell 

 
The logic needed to make this a memory cell is inherent with the behavior of the Fredkin 

cell. If A is set to 0, the fredkin gate logic will swap values of B and C; this has the effect of 
placing the input C onto the circulation path, and the data previously on the circulation path will 
leave as C’, so the outputs will be switched without overwriting any data. Likewise, if A is set to 
1, the data will not be switched, so the data stored will continue to circulate on B, and C will pass 
though as C’ (Vieri, 1999, 87).  

This memory cell could be scaled in a number of different ways to store more than one 
bit. Something like a multiplexer could be used in a conventional machine, but such hardware 
almost always results in memory overwrite, so this method is not feasible in a reversible 
machine. Alternatively, multiple Fredkin gates could be connected in sequence, but Vieri does 
not pursue this method since he perceives it would take too long for information to propagate 
(Vieri, 1999, 87). Instead, Vieri describes the butterfly network, where multiple Fredkin gates are 
interconnected and a given address bit determines which values will be swapped and which will 
remain where they are. Vieri describes a 7-bit memory cell, where all inputs, outputs, and 
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circulation paths are stored in dual-rail wires. The main idea of the butterfly network is that the 
various connections serve as an extend recirculation, but the basic design is the same as the one 
bit version (Vieri, 1999, 88). 

 
Diagram of Butterfly network 7 bit Fredkin memory cell (Vieri, 1999, 88) 

 
While Vieri asserts that it is possible to scale this design to a full memory, it is not very 

efficient. Latency of this memory grows at a rate of Log(n+1), for n bits. Additionally, the 
number of fredkin gates increases at rate of (n+1)/2 * log(n+1). These high complexities make 
this design very difficult to design due to the magnitude of wires needed to connect the gates 
together (Vieri, 1999, 88). Future developments such as incorporation of Shuffle network theory 
could lower these wiring complexity, but as of the time of his writing, Vieri suggests that other 
designs should be considered (Vieri, 1999, 88).  

The third design of memory Viere proposed is interesting, since it seems to build off of 
the Fredkin design while avoiding the steep costs of scaling, and it is based off of Static Random 
Access Memory (SRAM). Vieri states that SRAM is not fundamentally irreversible, and it could 
be made reversible if it was ensured that no bit were overwritten (Vieri, 1999, 89). The bit cell 
Vieri describes for a one bit memory of this third design is similar in behavior to the Fredkin 
memory cell A is 1, but the behavior of this gate is unlike previous designs when A is 0 (Vieri, 
1999, 92). 
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Third Design one bit memory cell (Vieri, 1999, 92) 

 
For this cell, when A is 1, the value in circulation with B will be passed as the output 

value C’, and the input will be placed into circulation by being the output B’. This behavior is 
similar to the state of the Fredkin cell when 0 is the input for that cell. However, when A is 0 for 
this new design, it does not behave as a Fredkin cell. The Fredkin gate cell in the previous 
section would continue to circulate the data that was stored, as well as take the input C and 
output it as the Data Out, or C’. By contrast, when A is 0 for this bit cell, C’ will be set to high 
impedance, ignoring the input C by extension. The data stored in circulation will continue to be 
stored in circulation (Vieri, 1999, 92). Below is a Truth Table for this one-bit cell memory that 
concisely describes the intended behavior of this cell.  

 

A in A out B out C out 

0 0 B in z (high impedance) 

1 1 C in B in 
Truth Table for one bit memory cell 

 
This design has various interesting but potentially disastrous properties. The first of 

which is the fact that there are instances in which the C input is ignored, resulting in data loss. 
This would obviously not be an ideal reversible design, but Vieri describes a larger memory 
implementation that avoids this possible data loss. His design is highly dependent on encoders 
and decoders, which have been adapted to be reversible (Vieri, 1999, 92). Below is the basic 
design for how the SRAM works, with N bits of data as input, as well as an enable bit and an 
address to specify which memory cell the data should be stored in.  
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High-level design for SRAM, with data of 8 bits and Address of 3 bits (Vieri, 1999, 91) 

 
Internal view of SRAM design (Vieri, 1999, 92) 

 
The Decoder will accept as input some number of bits as data, an address, and an enable 

bit. If input is high impedance or if the enable is 0, then all outputs are also high impedance. 
Otherwise, the input will be passed to the output specified by the address, and all other outputs 
will be high impedance (Vieri, 1999, 93).  

All the outputs of the decoder will then be passed as input to one of several memory cells. 
Vieri implies for each of these cells, the input A should be determined as follows: if C for that 
cell is set to high impedance, A should be 0, which will result in the cell retaining its data and 
setting C’ to also be high impedance. If C is a specific value, then A should be set to 1, which 
will place the C input into the circulation, and the data that was stored before will be set as the C’ 
output (Vieri, 1999, 93).  

As this behavior is defined, since only one input for the memory cells will be a data 
value, only one of the C’ outputs will have a data, and the other outputs will be set to high 
impedance. All of these encoders will then be placed as inputs into an encoder, which is designed 

15 



 

as the inverse of the decoder that was placed at the beginning. Using the same enable and address 
that the decoder used, if the enable is 0, then the output for this decoder will be high impedance. 
If the enable is 1, then the input specified by the address will be set as the output. Since the 
address is the same address as the decoder, the wire input for the encoder will be selected, with 
how the components were connected (Vieri, 1999, 93).  

It may be possible to wire this memory cell or these encoder/decoders to implement 
memory that is not reversible or has a significant amount of data loss, but the design that Vieri 
created addresses this issue by ensuring this design flaw is avoided. Despite having multiple 
outputs from various components sharing a wire, Vieri ensures that no data overwriting occurs 
by not allowing more than one of these output pins to have a value, which is done by setting the 
other outputs to high impedance. This behavior is inherent in the characteristics of the 
components used, and the reversible nature of implementing decoding as the inverse of 
encoding.  

However, even if losing information by having a cell ignore the C input is not an issue, 
there are other complication that come with Vieri’s design. A second concern is the fact that 
there is no sense of regulation because these memory cells lack a clock; all changes that occur in 
this memory are asynchronous. This is not inherently an issue with reversible computing (or with 
conventional computing, for that matter), but this complicates the behavior of the memory cell 
when the memory cell is continuously set to switch the B and C outputs.  

A was to stay 1 long enough for the C in value to be circulated through the circulation 
path formed by the B pins, this initial C value would be the value output through C out, which 
results in the value stored in the circulation path to be overwritten almost instantly. So, the truth 
table for this bit cell can be rewritten as follows: 

 

A in A out B out C out 

0 0 B in z (high impedance) 

1 1 C in C in 
Edited table for the SRAM one bit memory cell, reflecting asynchronicity  

 
The only difference between this truth table and the other table presented is that the C out 

result for A = 1 is changed from B in to C in. This essentially means that the B input is sent as 
the Data out for a very small instance, but is then replaced by the data coming in. From Vieri’s 
description of the larger SRAM design, this complication is not accounted for in the design.  

Additionally, even if there is another synced hardware that would store the B, what is 
preventing the original C in value to take its place in the new hardware?  

With the information Vieri provides, this bit cell doesn’t seem to work as intended. So, 
either a series of assumptions need to be made but were not specified, or the cell should be 
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redesigned to avoid the problems described above. For data to not be erased with this design, the 
memory needs to be synchronized with the other parts of the reversible machine so that all data 
in transit is sent and received at the same time, so that no overwriting occurs with this memory. 
However, this is very difficult to do without a clock, so it would be a misstep to assume that this 
has been accounted for in the given design. 

Continued advancements or amendments in reversible memory are incremental, since it is 
still not clear precisely how the issues of timing and preventing overwrites should work in a 
reversible setting. However, despite the setbacks faced in reversible memory, advancements in 
reversible arithmetic have yielded more promising results.  

 
Reversible Arithmetic 

Many programs that should be expected to run on a computer are made up of calls to 
various arithmetic computations, and most computers perform these computations in an 
arithmetic unit. One insight when designing an arithmetic unit (“ALU”) is that the creation of a 
full bit adder is fundamental, since many other arithmetic functions can be derived from the 
adder (Parhami, 2006, 3). The work of Behrooz Parhami focuses on creating a reversible full 
adder design. In addition, it also aims at improving performance and accuracy of this adder 
though fault tolerance, which is not a consideration for most other designs for full bit adders. 

In computing, fault tolerance is the principle that a machine should work properly despite 
some errors in calculations. With hardware design, this would mean ensuring the correct bits are 
set as output, despite a fault in hardware. In conventional computers, this is usually done by 
redundancy, where a calculation is done by at least three different components and the results of 
each are compared. This way, even if one of the components produces an error, the other 
components will still have the correct result, so the machine will choose the result that was 
generated most in a ‘majority vote’, thus resolving the error. 

Redundancy works well for detection and correction of errors, but it is not a viable 
solution for reversible computing since this process involves losing multiple versions of possibly 
different data (Parhami, 2006, 1). However, there exists another method of detecting errors, and 
one such method is by comparing the parity of the outputs and inputs of the circuit. Parity 
checking takes advantage of parity preserving circuits, a group of gates and circuits for which the 
parity of the inputs will always match the parity of the outputs. Keeping this property in mind, 
one could calculate the XOR of all the inputs of a parity preserving gate to get the parity of all 
the inputs. By repeating the process to calculate the parity of the outputs, one could compare the 
parity of both inputs and outputs. Since the gate in question is a parity preserving gate, a 
calculation with no errors will result in matching parities, and a faulty calculation with a single 
error will give differing parities. 

Parity checking is viable to implement because it is a simple calculation of XOR, and it is 
effective because any one error in the output will be detectable using this method (Parhami, 
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2006, 1). This is the approach that Parhami uses to detect errors in reversible circuits, and he 
does so by designing an adder that is parity preserving.  

The first step Parhami takes in designing a fault tolerant full bit adder is determining 
which reversible gates are fault tolerant. He begins by considering two input reversible gates, 
which would have two outputs by the principle of reversible computing. Parhami states that there 
are 24 possible designs for 2 input, 2 output reversible gates, corresponding to the 24 
permutation possible to inputs 0 to 3, or binary inputs 00 to 11. Of these permutations, there are 
four that are parity preserving: 00 to 00, 11 to 11, 01 to 10, and 10 to 01 (Parhami, 2006, 2). The 
first two results can be achieved by either an identity gate which passes along both inputs as they 
were, or a gate that unconditionally swaps the two inputs. The remaining two permutations can 
also be achieved with swapping. So, since the only two input gates to be parity preserving and 
reversible are the identity gate and the unconditional swap, Parhami concluded that two input 
parity preserving gates are of little use in the creation of a full bit adder (Parhami, 2006, 2).  

However, Parhami states that there is at least one two-input gate that is useful for 
reversible arithmetic designs. The Feynman gate has two inputs A and B, and the outputs P and 
Q are defined as P=A and Q = A⊕B (Parhami, 2006, 2). Although Parhami’s earlier proof implies 
that the Feynman gate is not parity preserving, the gate is still quite useful in designing 
arithmetic components.  

 
Feynman gate, a two input reversible gate (Parhami, 2006, 2) 

 
Turning his attention to three input gates, Parhami points to two interesting gates that are 

both reversible and parity preserving. The first is the Fredkin gate, which he did not modify in 
any way. The second is a double Feynman gate, which is created by combining two Feynman 
gates (Parhami, 2006, 3). Both gates are shown below.  

 
Three input gates that are both reversible and parity preserving (Parhami, 2006, 2) 
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For the sake of completeness, below are the proofs showing that both of these gates are 

parity preserving. Since both gates are three input gates, allow parity to be written as Pin = A ⊕ B 
⊕ C for input parity and Pout = P ⊕ Q ⊕ R for output parity, for all inputs A, B, C and outputs P, 
Q, R.  

Showing Pin = Pout for Fredkin Gate 

Pout = P ⊕ Q ⊕ R By definition of Pout 

= A ⊕ (A’B ⊕ AC) ⊕ (A’C ⊕ AB) By def. of P, Q, and R for Fredkin 
Gate 

= A ⊕ A’B ⊕ AB ⊕ AC ⊕ A’C Reordering 

= A ⊕ (A’B ⊕ AB) ⊕ (AC ⊕ A’C) Associative Law for XOR 

= A⊕~[(A’B∧AB)∨(~(A’B)∧~(AB))]⊕~[(AC∧A’C)∨(~(AC)∧~(A’C))] By Def. of XOR 

= A⊕~[(AA’BB)∨(~(A’B)∧~(AB))]⊕~[(AA’CC)∨(~(AC)∧~(A’C))] Associative Law of And 

= A⊕~[(0BB)∨(~(A’B)∧~(AB))]⊕~[(0CC)∨(~(AC)∧~(A’C))] Complement of And 

= A ⊕ ~[ 0 ∨ (~(A’B) ∧ ~(AB))] ⊕ ~[ 0 ∨ (~(AC) ∧ ~(A’C))] Def. of And 

= A ⊕ ~[ 0 ∨ ((A∨B’) ∧ (A’∨B’))] ⊕ ~[ 0 ∨ ((A’∨C’) ∧ 
(A∨C’))] 

DeMorgan’s Law 

= A ⊕ ~[ 0 ∨ ((A∧A’)∨ B’)] ⊕ ~[ 0 ∨ ((A’∧A)∨ C’)] By Distribution 

= A ⊕ ~[ 0 ∨ ( 0 ∨ B’)] ⊕ ~[ 0 ∨ ( 0 ∨ C’)] Complement of And 

= A ⊕ ~[B’] ⊕ ~[C’] Identity of Or 

= A ⊕ B ⊕ C Double Negation 

= Pin By definition of Pin 

 
 

Showing Pin = Pout for Feynman Double Gate 

Pout = P ⊕ Q ⊕ R By definition of Pout 

= A ⊕ (A ⊕ B) ⊕ (A ⊕ C) By def. of P, Q, and R for Feynman Double Gate 

= A ⊕ A ⊕ A ⊕ B ⊕ C Reordering 

= (A ⊕ (A ⊕ A)) ⊕ B ⊕ C Associative Law for XOR 

= (A ⊕ 0) ⊕ B ⊕ C Self - Inverse  

= A ⊕ B ⊕ C Identity of XOR 
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= Pin  By definition of Pin 
 

So, Parhami states that these three input gates are parity preserving, so he decides to base 
his adder designs on these two circuits. In addition, Parhami states that these two gates are the 
only three-input gates that are parity preserving, where input P is preserved as A. He does this by 
identifying the possible 16 ways of assigning outputs Q and R in ways that are both reversible 
and parity preserving. For each, Parhami explains that they are either trivial gates, or a variation 
of the two gates listed above (Parhami, 2006, 3). Below is the table where Parhami lists the 16 
possible assignments.  

 
16 Possible three input reversible, parity preserving gates. (Parhami, 2006, 3) 

 
In addition, Parhami states that the two gates described above are the only gates that are 

parity preserving, including gates which do not preserve input A as output P. He does this by 
showing that any gate that does not follow this design feature can be simulated by a gate that 
does preserve the input A as output P (Parhami, 2006, 3). So, up to parity preserving changes in 
inputs and outputs, these are in essence the only gates that are parity preserving. 

Once Parhami shows that the Fredkin gate and the Double Feynman gate are both 
reversible and parity preserving, he focuses on attempting to use these gates to create a full bit 
adders, and he was able to make two designs. The first design is based on a well known design 
for a full bit adder using reversible gates. The design consists of five Fredkin gates and a 
Feynman gate.  
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Non parity preserving full bit adder design (Parhami, 2006, 3)  

 
While the Fredkin gates are known to be parity preserving, the single Feynman gate is not 

parity preversiving, which results in the entire full adder not being parity preserving (Parhami, 
2006, 3). Parhami claims that the parity of the outputs is equal to Pin XOR B. This claim can be 
verified by labeling the intermediate wires and rewriting the logic of parity calculation.  

 

 
Non parity preserving full bit adder, with labels for intermediate wires. 

 
Showing Pout = Pin ⊕ B for Common Full Bit Adder 

Pout = B ⊕ Cout ⊕ G ⊕ A ⊕ s’ ⊕ s By definition of Pout 

= N ⊕ L ⊕ M ⊕ A ⊕ s’ ⊕ s By Parity Preservation of Fredkin Gate 

= N ⊕ L ⊕ M ⊕ K ⊕ O ⊕ P By Parity Preservation of Fredkin Gate 

= K ⊕ L ⊕ M ⊕ N ⊕ O ⊕ P Reordering 

= A ⊕ D ⊕ F ⊕ N ⊕ O ⊕ P By Parity Preservation of Fredkin Gate 

= A ⊕ D ⊕ F ⊕ E ⊕ H ⊕ J By Parity Preservation of Fredkin Gate 

= A ⊕ D ⊕ E ⊕ F ⊕ H ⊕ J Reordering 

= A ⊕ D ⊕ E ⊕ C ⊕ 1 ⊕ 0 By Parity Preservation of Fredkin Gate 
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= A ⊕ (D ⊕ E) ⊕ C ⊕ 1 ⊕ 0 Associative Law for XOR 

= A ⊕ (B ⊕ (B ⊕ 0)) ⊕ C ⊕ 1 ⊕ 0 By Definition of outputs for Feynman Gate 

= A ⊕ B ⊕ 0 ⊕ C ⊕ 1 ⊕ 0 ⊕ B  Reordering 

= Pin ⊕ B  By definition of Pin 
 

In observing that Pout = Pin ⊕ B for this full bit adder, Parhami observed that taking 
outputs B and G from the full bit adder and putting them though a second Feynman gate will 
result in the full bit adder having outputs B, Cout, B ⊕ G, A, s’, and s. Since no other circuitry 
was changed, this slight change will not affect the result of the calculation, but Parhami states 
that this change will render a reversible, parity preserving full bit adder (Parhami, 2006, 3). This 
can also be verified by rewriting the modified output lines. The parity of Parhami’s slightly 
edited version of the full bit adder can be calculated with B ⊕ Cout ⊕ B ⊕ G ⊕ A ⊕ s’ ⊕ s. 

 
Showing Pout = Pin ⊕ B for the Edited Full Bit Adder 

Pout = B ⊕ Cout ⊕ B ⊕ G ⊕ A ⊕ s’ ⊕ s By definition of Pout 

= B ⊕ Cout ⊕ G ⊕ A ⊕ s’ ⊕ s ⊕ B Reordering 

= N ⊕ L ⊕ M ⊕ A ⊕ s’ ⊕ s ⊕ B By Parity Preservation of Fredkin Gate 

= N ⊕ L ⊕ M ⊕ K ⊕ O ⊕ P ⊕ B By Parity Preservation of Fredkin Gate 

= K ⊕ L ⊕ M ⊕ N ⊕ O ⊕ P ⊕ B Reordering 

= A ⊕ D ⊕ F ⊕ N ⊕ O ⊕ P ⊕ B By Parity Preservation of Fredkin Gate 

= A ⊕ D ⊕ F ⊕ E ⊕ H ⊕ J ⊕ B By Parity Preservation of Fredkin Gate 

= A ⊕ D ⊕ E ⊕ F ⊕ H ⊕ J ⊕ B Reordering 

= A ⊕ D ⊕ E ⊕ C ⊕ 1 ⊕ 0 ⊕ B By Parity Preservation of Fredkin Gate 

= A ⊕ (D ⊕ E) ⊕ C ⊕ 1 ⊕ 0 ⊕ B Associative Law for XOR 

= A ⊕ (B ⊕ (B ⊕ 0)) ⊕ C ⊕ 1 ⊕ 0 ⊕ B By Definition of outputs for Feynman Gate 

= A ⊕ B ⊕ ((B ⊕ B) ⊕ 0) ⊕ C ⊕ 1 ⊕ 0 Reordering, Associative Law for XOR 

= A ⊕ B ⊕ (0 ⊕ 0) ⊕ C ⊕ 1 ⊕ 0 Self - Inverse  

= A ⊕ B ⊕ 0 ⊕ C ⊕ 1 ⊕ 0 Identity of XOR 

= Pin By definition of Pin 
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The existence of a single design that is both reversible and parity preserving is already 

very impressive and promising in terms of building a fault tolerant reversible ALU, but Parhami 
outlines a second design of a full-bit adder, which relies on two Peres gates rather than a series of 
Fredkin gates (Parhami, 2006, 4). While it was now shown that Peres gates were parity 
preserving, Parhami states that a Peres gate can be simulated by a Toffoli and Feynman gate. A 
Toffoli gate, in turn, can be simulated by a Fredkin gate and two Double Feynman Gates. 
Parhami states that these facts indicate that this second design is also parity preserving (Parhami, 
2006, 4). This claim could also be verified in a method similar the proofs above, but the result 
would simply be another reversible parity preserving design for a reversible full bit adder.  

In having multiple designs for a reversible, parity preserving full bit adder, it has now 
been demonstrated that fault tolerance can be incorporated into reversible circuit design 
(Parhami, 2006, 4). Not only does this checking method comply with the reversibility 
requirements, but it is also a method of low overhead and could therefore be scaled with little 
difficulty. Having an reversible fault tolerant adder is fundamental in creating a functioning 
reversible ALU, as many other arithmetic functions can be derived from a full bit adder 
(Parhami, 2006, 3).  

There is still plenty of work to be done before a reversible ALU is feasible. One would 
need to consider completing the arithmetic functions either as derived from the adder, or by 
creating new designs that would also have to be reversible and fault tolerant. Even if such 
designs were made, however, the difficulty in feasibly creating physical manifestations of the 
reversible gates used in these designs remains one of the largest difficulties in the work to build 
an economically feasible reversible computer.  
 
Conclusion 

The topic of reversible computing is one that has both a defined history and many 
promising developments that may lead to the widespread use of reversible machines. 
Historically, work done in this field has been aimed at creating the necessary information to 
feasible build a reversible computer, and was initially focused with designs and definitions for 
reversibility. Recently, more work has been dedicated to attempts at implementing knowledge 
gathered from previous work, namely in creating ALU and memory systems. 

However, some questions of feasibility of a fully reversible machine still linger. Higher 
levels of abstraction, such as dividing by 0 and rounding, are ambiguous and are not easy to deal 
with using reversible computing (Hayes, 2008, 111). In fact, since multiplication may be 
considered the reverse of division, multiplying by 0 would also be ambiguous, so a reversible 
machine would need to deal with these higher level problems. 

In addition, progress has been uneven among the various components of reversible 
computing. While low level components such as gates have been adequately established, 
progress has been very incremental on components of higher complexity such as memory. 
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Higher components such as reversible programs or designs for hardware implementations have 
even less work on them. At the time of writing, it appears that many of the future developments 
will be in quantum computing. Since quantum computing is reversible, it promises the benefits 
of reversible computing, as well as many other properties such as lowering computation 
complexity for certain problems. In any case, the dream of a fully reversible computer appears to 
approach reality, even if the exact details have changed over time. When this happens, 
computing power will be able to increase at rates that had occurred in previous decades, 
continuing the successful trend of Moore’s prediction.  
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