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ABSTRACT 
This thesis explores the many methods of Grapheme to Phoneme Conversion (G2P) including 
dictionary look-up, rule-based approaches, and probabilistic approaches such as Joint Sequence 
Models (JSM), Recurrent Neural Networks (RNN), and weighted finite state automata (WFST) 
as well as a discussion of letter to phoneme alignments methods. We then explain Strictly Local 
languages and functions and their previous applications in an Input Strictly Local FST Learning 
Algorithm. Finally, I propose a further application for G2P conversion by adapting the Input 
Strictly Local FST Learning Algorithm. My results indicate that while this algorithm had some 
success learning G2P, future work will be necessary to improve accuracy by implementing a 
probabilistic model.  
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Introduction 
Ideally, the world’s written languages are created with the idea that a word’s orthographic 

form represents its pronunciation. In the simplest case, this could mean that there is a one-to-one 

correspondence between written characters and speech sounds. That is to say, for every one 

character there is exactly one sound it represents and for every sound there is exactly one 

character which represents it. Unfortunately, this is not the case for the some of the world’s 

natural languages. Instead the mapping of written characters and groups of characters to sounds 

can be quite ambiguous. The same written character can vary in pronunciation depending on the 

context it is written in. For example, the ‘a’ in cat and talk correspond to different vowel sounds 

in the English language. The difficulty of translating a word to its pronunciation depends on the 

language you are working with. In contrast to English, vowels in the Spanish Language have 

only one pronunciation. For example, every occurrence of the letter ‘a’ in gato (cat) and hablar 

(to speak) have the same pronunciation. Though not every letter has only one possible sound, 

most have only a small set of possible pronunciations and the rules that determine which 

pronunciation to use are consistent. For example, the letter ‘c’ in Spanish has two possible 

pronunciations: one similar to the ‘s’ sound in safe and one like the ‘k’ sound at the end of talk.  

The rule for when to use each is very simple; you use the ‘s’ sound when the letter comes before 

an ‘i’ or ‘e’ for example, the word ciento, and you use the ‘k’ sound in every other case, for 

example the word café. Unfortunately, this isn’t the case for all natural languages. The task of 

translating a word from its orthographic form to its pronunciation is most commonly referred to 

as Grapheme to Phoneme Conversion (G2P) and has been widely studied and approached with a 

variety of different techniques. 
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 G2P conversion is the process of translating a written character or group of characters 

(graphemes) to its/their corresponding speech sound (phoneme). Phonemes are typically 

represented using one of several phonetic transcription languages meant to provide a universal 

way of representing speech sounds. This thesis will use 2-letter ARPABET to represent 

phonemes (“ARPABET”, 2018). ARPABET is a set of symbols used for phoneme transcription. 

With this we can clearly distinguish between two words’ pronunciations.  

2-Letter ARPABET Table 

 

Figure 0: Table of letter ARPABET symbols 
and examples (CMU Sphinx, 2018). 
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The 2-letter ARPABET translation of cat is K AE T, while the ARPABET translation of talk is T 

AO K. We can already see why this is useful because while each letter of cat maps directly to an 

ARPABET symbol, the word talk has four letters but only maps to three phonemes because the 

letter ‘l’ is unpronounced. 

G2P is a growing field of research as human language technologies such as text-to-

speech (TTS) or speech synthesis as well as speech recognition (ASR) applications become 

increasingly integrated into our daily lives. In the case of speech recognition, the relevant 

problem would actually be P2G (phoneme to grapheme), but this can be approached in the same 

way as G2P. In a world which is rapidly becoming more connected through technology, the 

demand is greater than ever for efficient TTS and ASR applications in vast variety of languages. 

Because of this growing demand, G2P has been approached using a variety of techniques each 

with their own strengths and weaknesses. This thesis will first explore previous approaches to 

this problem such as dictionary look-up, rule based approaches, and probabilistic approaches. 

Specifically, the probabilistic approaches I will explore are (1) joint sequence models (JSM), (2) 

recurrent neural networks (RNN), and (3) weighted finite state transducers (WFST).  I will then 

transition into explaining strictly local languages and functions. I will explain an Input Strictly 

Local FST learning Algorithm (ISLFLA) (Chandlee et al 2014), which I have modified to be 

capable of learning G2P conversion. Though strictly local functions have not been previously 

used to model G2P, I believe that G2P is a largely local phenomenon, which is to say that a 

character’s pronunciation is dependent on a window of letters around it. Though G2P has been 

approached with a variety of methods, I hope to provide a simple, efficient, and effective 

approach using ISL FSTs.  
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Background and Previous Work  
Dictionary Look-Up 

The most naïve solution to this problem is dictionary look-up. This approach entails 

creating a pronunciation dictionary which maps words to their pronunciations and may be of 

significant size depending on the language domain you are hoping to model (Bisani and 

Hermann, 2008). The pronunciation dictionary must be created and maintained by hand, making 

this an effective but costly method of G2P conversion. Though once the dictionary has been 

created, a system needs only to do a quick look up in the dictionary for G2P conversion. This 

method also requires a lot of storage and can only cover a limited domain. This means that if a 

word is not contained in the dictionary, no pronunciation will be given. One example of a 

pronunciation dictionary is the CMU Pronouncing Dictionary which covers more than 134,000 

words used in the North American English language and is being actively maintained and 

expanded (CMU Sphinx, 2018). While databases like this can be a very helpful resource, many 

TTS systems hope to handle any word without sacrificing large amounts of database storage. 

Rule Based G2P 
To overcome the shortcomings of dictionary look-up, rule based systems were created. A 

rule based system attempts to define a finite set of rules to map letters and groups of letters to 

sounds. A rule based system would be a good way to represent the Spanish pronunciation 

example of the multiple ‘c’ sounds. We could create a program that determines the pronunciation 

of the ‘c’ based on the letter that follows it using the rules we described in the introduction. 

These maps are typically created using a group of finite state automata called finite state 

transducers (FST). Finite state transducers represent functions (or maps) which read a string as 

input and produce a string as output by moving from state to state following a series of 

transitions (rules) determined by the characters that appear in the input string. Every state 
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transition reads an input character and outputs a string. This could include epsilon (ε), also 

known as the empty string. On the output side, epsilon means that there is no output for that 

transition.  Figure 1 is an example FST depicting the rules for the pronunciation of ‘c’ in 

Spanish. The rules for this FST are c -> S / _ {i, e}, ch -> CH and c -> K. We look at these rules 

in order. So if neither of the first two applies, then we use the last one. In figure 1, we start in 

state q1 and read a ‘c’ and output an epsilon; effectively we just don’t output anything until we 

see what the next letter is. We transition to state q2 and from there, if we read an ‘e’ on the input, 

we output the phonemes S EH, if we read an ‘i’ on the input we output the phonemes S IY, if we 

read an ‘h’ on the input we output the single phoneme CH (example the ‘ch’ in the word coche), 

and finally if we read any other letter (for simplicity represented by the character ‘_’), we output 

K followed by the next letter’s corresponding phoneme(s). FSTs like Figure 1 would be but a 

small piece of a much larger FST containing all the pronunciation rules for a given language. We 

can think of each set of rules for a letter as a module in a larger FST with a module for each 

letter. When we read a ‘c’ we transition into the C specific module and follow its rules and 

transitions back out to a general state. If we read an ‘i’ we transition into the I module and then 

back out etc. Similar to dictionary look-up, the rules for a rule based system are determined by 

hand and can be tedious and time consuming to perfect and maintain. Designing rules for a 

Figure 1: FST of pronunciation rules of 
the letter ‘c’ in Spanish 
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language can require a large amount of linguistic and specific experience and skill because rules 

need to be true in all cases to be accurate (Bisani and Hermann, 2008). Because of this, rule 

based systems often include a dictionary for words that are exceptions. Although rule based 

systems can be sufficient for some languages, other languages which include many exceptional 

words not considered by the designer or have very inconsistent and irregular pronunciation rules 

are difficult to model and a rule based system will likely be inaccurate (Bisani and Hermann, 

2008). For example, loanwords often retain the spelling of their original language and are not 

adapted to match their new language’s written conventions (Bisani and Hermann, 2008). 

Therefore, their presence in a language can be very problematic for a rule based approach to G2P 

and they will likely have to be added to an exception list.  

 We’ve already discussed Spanish as a possible language that could be represented with 

rule based G2P. Another language which has been modeled using rule based G2P is Korean. 

Although the Korean language is considered a phonemic writing system where every morpheme 

corresponds to and is named after one phoneme, when morphemes are combined the actual 

pronunciation may differ from the corresponding phonemes. For example, the sentence “못해” 

meaning “I can’t do it”, is composed of two morphemes: “못” pronounced M OW S meaning 

“can’t” and “해” pronounced H IY meaning “do”. However, the sentence’s actual pronunciation 

form when these morphemes are combined is “모태” M OW TH IY (Wang and Tsai, 2009). You 

can see that in the sentence’s final pronunciation the S and the H phonemes combine to become 

the TH phoneme. This isn’t a problem for a rule based approach however, because despite it not 

being directly a G2P problem (because of the word boundary between the S and H), it can be 

easily incorporated into a FST as another rule. Because Korean written forms do not reflect their 

actual pronunciation, a study done by Yu-Chun Wang and Richard Tzong-Han Tsai (2009) 
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created a highly effective rule-based G2P system to convert written forms into their actual 

pronunciation. To do this they analyzed Korean phonology to describe eight sound patterns and 

their order of precedence. In their evaluations they achieved a 98.70% accuracy, though they 

only tested their system on 20 sentences with a total of 606 potential phonemes. A common error 

in their system was the insertion of phonemes that are lost when words are spoken. The major 

take away from this study was that a rule-based system can be highly effective and efficient for 

certain languages. With this method of G2P, the creator does not have to worry about preparing 

large amounts of training data, or using lots of physical storage. However, even for a mostly 

phonetic language like Korean there was still a large amount of work and phonological 

understanding required to create this system. I would like to see their system tested more 

extensively and compared with other G2P approaches. 

Probabilistic Approach 
Though the rule based approach has proven to be effective for some languages, other 

languages require another approach. G2P is now approached using a probabilistic data-driven 

method. This method is founded on the idea that given sufficient data, you could train an 

algorithm to effectively learn pronunciation rules and predict pronunciations of novel words by 

comparison to those in the data set. Though this method does not require the creator to 

personally design pronunciation rules, it does require compiling and processing of a sufficient 

data set as well as the creation of an appropriate learning algorithm. This means providing a 

number of exceptional pronunciations while also including a large number of normal 

pronunciations in order to not misrepresent the language being modeled. The two main goals of 

data driven G2P are to minimize the storage and computational requirements necessary to train 

your model while also minimizing the error rate of your model (Bisani and Hermann, 2008). 
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Unlike rule-based systems which usually focus on one specific language, a data-driven approach 

to G2P can also be highly generalized to learn many languages. 

Alignment 
Probabilistic G2P conversion is usually broken into three sub-problems: sequence 

alignment, model training, and decoding (Novak et al., 2012). Model training and decoding 

(using your model to predict pronunciation) are pretty intuitive steps for G2P, but a crucial first 

step in many G2P systems is the letter-phoneme alignment of the training data. The goal of 

alignment is to take the training data, which is usually in pairs of letter and phoneme sequences, 

and create a links mapping letters to phonemes (Jiampojamarn and Kondrak, 2010). Figure 2 

shows two different possible alignments of letters to phonemes.  

     

The left includes a two letters to one phoneme link and one letter to two phonemes link while the 

right only has 1-1 (YUW is a double phoneme and will be explained later).  Alignment models 

follow some number of the following three constraints to simplify the task: (1) monotonicity 

which prevents links from crossing one another, (2) representation which requires each phoneme 

must be linked to at least one letter, and (3) one-to-one which requires that each each grapheme 

and phoneme has exactly one link (which can include the null phoneme). (Jiampojamarn and 

Kondrak, 2010). The more constraints an alignment follows, the simpler it is to model. A model 

that follows all three of these is known as a pure one-to-one model. However, in some cases one 

letter may represent more than one phoneme and thus one solution was to allow for double 

phonemes (like YUW in the 1-1 alignment in Figure 2), so models could contain a restricted set 

Figure 2: Two possible alignments of accuse 
(note the use of ‘-‘ to denote the null phoneme) 
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of maps from one letter to two phonemes. A natural extension of this model is 1-to-n alignment. 

This model is defined such that each letter can map to the null phoneme, just one phoneme or 

several phonemes. An even more general model is many-to-many (M-M) alignment, which 

allows for multiple letters mapped to multiple phonemes. Though M-M alignments tend to create 

larger models, they generally lead to a more accurate G2P system (Jiampojamarn and Kondrak, 

2010). Which alignment you choose to use may depend on what language you are modeling 

(how necessary is M-M alignment or is a pure one-to-one alignment sufficient) and what your 

computational constraints are. 

Joint Sequence Model 
 One example of a G2P model which makes use of alignment is joint sequence models 

(JSM). The fundamental idea of JSMs is that a relation of input and output sequences can be 

generated from a sequence of pairs which include both input and output symbols. In the simplest 

case this is just pairs of input output symbols. In a study by Bisani and Ney 2002, they refer to 

these joint units of input and output sequences at graphones. Consider figure 3 for an example of 

graphones. 

Mixing -> M IH K S I NG 
 

m 
 

M 

 
i 
 

IH 

 
x 
 

K S 

 
ing 

 
I NG 

In figure 3, we see the four different graphones: two which contain one grapheme and one 

phoneme, one which contains one grapheme and two phonemes, and one that contains three 

graphemes and two phonemes. These graphones would be determined using an alignment 

algorithm. These graphones are then converted into a string like “m:M i:IH x:K S i:IH ng: NG” 

Figure 3: Pronunciation of the word 
“mixing” split up into 4 graphones 
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and the probability of a pronunciation is the product of each of those graphones occurring in 

sequence using an n-gram model. For example, consider how a 2-gram (or bigram) model would 

calculate the sequence of graphones above. A bigram model counts the total number of 

occurrences of each pair of adjacent graphones. For example, (“m:M”, “i:IH”). It then divides 

that total by the probability of the first graphone in that pair. Each graphone’s individual 

probability is calculated by counting the number of occurrences in a data set and dividing that by 

the total number of graphones in the data set. The resulting bi-gram model could be represented 

using a weighted FST. Weighted FSTs are very similar to the FSTs we’ve mentioned previously, 

except each transition additionally has a weight or probability attached to it. The path through a 

WFST would be determined by which possible transition based on the input has the highest 

probability. 

Neural Nets 
One of the first to use probabilistic G2P conversion was Sejnowski and Rosenberg (1987) 

who created NETtalk, an early data-driven neural network which attempted to mimic the 

acquisition of reading skills in humans. They trained NETtalk on a subset of 1000 of the most 

common words from the Meriam Webster’s Pocket Dictionary. They achieved their best 

performance with 120 hidden units with an accuracy of 98%. Some letter to sound 

correspondences were harder to learn than others. For example, the soft “c” sound (or S sound) 
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took longer to learn than the hard “c” (or K sound) but eventually NETtalk achieved perfect 

accuracy in distinguishing between the two (figure 4). This was likely because the hard “c” 

occurred roughly twice as often in the training data. When the network trained on the 1000-word 

training corpus was tested on the full 20.012-word dictionary, its accuracy was 77%. After five 

training passes with the enlarged training corpus, the performance increased to 90%. One down 

side of RNNLM is that their training requires considerable tuning.  NETtalk required several 

distinct states of training but ultimately reached a significant level of performance. One benefit 

was that no single unit or link in the network was vital to its performance. In their conclusion, 

they decided that NETtalk was too simple to accurately model human acquisition of reading 

skill.  

G2P Conversion Method Comparison 
So far we have covered just a few of the most common methods of G2P. Each with their 

own pros and cons, it may be unclear which method is best for the language you are hoping to 

model. A study by Ye Kyaw Thu et al (2016) compared a variety of G2P pronunciation methods 

on the Myanmar language. They looked at seven different G2P conversion methods: Adaptive 

Regularization of Weight Vectors (AROW) based structured learning (S-AROW), Conditional 

Random Field (CRF), Joint-sequence models (JSM), phrase-based statistical machine translation 

Figure 4: Performance during learning the hard and 
soft pronunciations of the letter “c” 
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(PBSMT), Recurrent Neural Network (RNN), Support Vector Machine (SVM) based point-wise 

classification and Weighted Finite-state Transducers (WFST). Because G2P models need a large 

amount of data to be compiled and prepared for training, they are rarely available for less-

demanded and under-resourced languages of countries such as Myanmar. Thus, this study 

compared these seven G2P methods using a small Myanmar language lexicon. They believed the 

Myanmar language would be a good candidate for testing because its pronunciation can be 

inconsistent and ambiguous. Syllables can be pronounced in more than four ways depending on 

context (Thu et al., 2016).  

They trained each G2P application with 25,000 words from the Myanmar Language 

Commission Dictionary and used 300 words for three open test sets and calculated errors by 

phoneme error rate (PER). PER is calculated by comparing the hypothesized pronunciation with 

the correct pronunciation. Their results showed that final training stage of the models the CRF 

and WFST had the lowest PER scores for all three open test sets. They also showed that errors 

for out of vocabulary words gradually decreased as the training data size increased. Interestingly, 

they also showed that RNN and WFST were able to predict correctly some rare occurrences 

where all syllable pronunciations of a word were changed while all other models produced errors 

(Thu et al., 2016). This study was very effective at demonstrating the different strengths and 

weaknesses of various G2P conversion methods. I was surprised to learn that WFST performed 

as well as they did when compared to neural networks. This suggests to me that further research 

into improving the efficiency of WFST G2P conversion could be valuable. 

Strict Locality 
 In this section, I will first explain Strictly Local Languages as described by Rogers and 

Pullum (2011). I will then explain Strictly Local Functions, specifically Input Strictly Local 
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(ISL) Functions which were generalized from strictly local languages, as defined by Chandlee 

and Heinz (2018). In particular, I will talk about the FSTs that describe ISL functions and this 

section will culminate by explaining the steps of an Input Strictly Local FST Learning Algorithm 

(Chandlee and Heinz, 2018) I have modified to learn grapheme to phoneme conversion. 

Strictly Local Languages 
Strictly local formal languages are a subset of regular languages determined by 

examining a window of symbols which occur adjacently. They are defined by grammars of 

substrings of length k known as k-factors. Strictly local languages are closed under what Roger 

and Pullum refer to as the Suffix Substitution Closure Property. It is formally defined as: A 

Language L is Strictly Local if and only if there is some integer k such that whenever there is a 

string x of length k − 1 and strings u1, v1, u2, and v2, such that u1xv1 ∈ L and u2xv2 ∈ L then u1xv2 

and u2xv1 must also be contained in L (Roger and Pullum 2011). This property means that strings 

in the language which share a suffix of length k-1 can be extended in the same way or in other 

words, strings which share a substring of length k-1 can have their suffixes swapped and the 

resulting strings will still be contained in the language. For example, consider a language L1 

(figure 5) that is SL-2 (k=2) with the alphabet {A,B} which does not allow strings with more than 

one B in a row. If you have two strings BABAA and AABAB contained in L1, then because both 

strings share the substring B, BABAB and AABAA must also be contained in L1.  

Figure 5: An FSA for the SL-2 language of no two or more B’s in 
a row. Note: Theta is a fail state, incoming transitions to state B 
and A designate them as the start state on each respective character 
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Not all languages are SL. Take for example, the regular language of strings with an odd 

number of B’s with the alphabet {A, B} shown in figure 6a. For this language to be SL, if we 

consider two strings in this language with an arbitrary k value, Ak-1B and BAk-1BB, then by the 

Property of suffix substitution closure, Ak-1BB and BAk-1B must also be in the language. 

However, this is not the case because both of those strings contain an even number of B’s. This 

is true no matter what the value of k is. This example shows that SL local languages are a proper 

subset of regular languages. That is to say that all SL languages are regular but not all regular 

languages are SL. This means that SL languages can be described by Finite State Acceptors. A 

very simple example of a regular language that is SL is AA*, the language of at least one A. 

Using the property of suffix substitution closure on this language, you will never get a string that 

is not also contained in the language. Figures 6a and 6b depict the FSAs for both example 

languages. It is important to note before continuing, that for any fixed k all the SLk languages are 

learnable, but the general closure class is not (Rogers and Pullum, 2011). 

Strictly Local Functions 
Strictly Local Functions are string-to-string functions generalized from the Strictly Local 

formal languages (Chandlee and Heinz, 2018). There are two kinds of strictly local functions: 

input and output strictly local. However, in this thesis I will focus on input strictly local 

functions. One crucial element of strictly local functions is the concept of tails. Tails is a concept 

Figure 6a: An FSA for the regular 
language of strings containing an odd 
number of B’s. 

Figure 6b: An FSA for the regular 
language of strings of one or more 
A. 
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used in a strictly local function counterpart of the suffix substitution closure. Given a string x that 

is the prefix of at least one string in the domain of a function, the tails of x are the pairs of strings 

that are the possible extensions of x and the resulting output from those extensions (Chandlee 

and Heinz, 2018). To find the contribution of x to the output, we need to first consider the set of 

all strings S with the common prefix x. We then apply our function to each string in this set and 

find the longest common prefix (lcp) of our output set. This lcp, call it u, is x’s contribution to the 

output string. The set of tails can be mathematically represented using the following equation 

(Chandlee and Heinz, 2018). 

 

The set of tails is not necessarily unique to a given string. Strings with the same set of tails can 

be grouped together and are considered equivalent to the function (Chandlee and Heinz, 2018). 

 With an understanding of tails, we can define ISL functions. ISL functions require that all 

input strings which share a suffix of length k-1 must have the same set of tails (Chandlee and 

Heinz, 2018). Formally, a function F is Input Strictly Local if and only if there is an integer k 

such that for any two strings in the domain of F, w1 and w2, if the k-1 length suffix of w1 is equal 

to the k-1 length suffix of w2 then the set of tails of w1 is equal to the set of tails of w2 (Chandlee 

and Heinz, 2018). This means that the output of a given ISL function is dependent on the current 

input symbol and the previous k-1 input symbols.  

 Consider the function F with input and output alphabets {A,B}. F maps all A’s 

immediately followed by a B to B’s given by the rules A -> B / B_ and  B -> B. This is an 

example of a strictly local function with k=2. The FST for this function is given in figure 7. 
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Input Strictly Local FST Learning Algorithm 
 The ISLFLA requires a data set of input-output pairs which are representative of the 

target function. The data set must include for some integer k, all possible combinations of 

characters in input up to length k-1. The algorithm uses a prefix tree transducer (PTT) 

representation of the data. A PTT is an FST where each state is labeled by the input read so far to 

get to that state and the output is held off until the final transition. For example, a PTT of the 

following data set {(A, X), (AA, XY), (AAB, XYB), (BCC, XYZ), (CBA, ZZA)} is shown in 

Figure 8a. You can see the output at each state is the empty-string until the # (end of input) 

symbol is read, at which point the entire output from the data set is output all at once as we 

transition to q0 the final state. After the algorithm has a PTT for the data set, its next step is to 

Figure 8a: PTT of the data set {(A, X), (AA, XY), 
(AAB, XYB), (BCC, XYZ), (CBA, ZZA)} 

Figure 7: FST for ISL function which maps 
A’s immediately following B’s to B. 
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make it onward. Compared to the PTT in Figure 8a which waits until we read the end of input to 

produce an output string, an onward PTT moves the output as close to the root (in Figure 8a that 

is state epsilon) as it can. To do so, take the longest common prefix (lcp) of the outgoing 

transitions of each state and suffix it to the output of the incoming transition. For example, 

Figure 8b shows the PTT from Figure 8a which has been made almost onward. If we look at 

state AA we see two transitions with outputs XY and XYB; the lcp of these is XY. Therefore, we 

can suffix XY onto the output of the incoming transition to state AA. Now we have two outputs 

from state A which share an lcp of X. So again we can suffix X onto the output of the transition 

incoming to state A. Now The PTT has been made fully onward. 

 Once the algorithm has an onward PTT, it then begins a primary loop of merging states 

based on common suffixes of length k-1 of their state names. The merging process may result in 

an FST that is non-deterministic. This means that at least one state has two transitions which read 

the same input but transition to different states and/or have different outputs. The consequence of 

Figure 8b: Onward PTT form of PTT from figure 8a. 

Figure 9: FST with non-determinism (two 
transitions on input A from q0) 
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non-determinism is that the FST is no longer ISL because by definition ISL FSTs are 

deterministic. Therefore, non-determinism must be resolved somehow. Consider Figure 9 which 

shows a simple case of non-determinism. From state q0 reading an A could lead to state q1 or to 

state q2. If non-determinism arises in the primary merging loop, we enter a secondary loop to 

resolve all cases of non-determinism before continuing to merge in the primary loop. To resolve 

non-determinism, the algorithm uses pushback.  Pushback takes the lcp of the conflicting 

transition’s set of outputs, and prefixes each output’s remaining suffix to the output of each of 

the next state’s transition(s). Figure 10 shows the FST in Figure 9 with resolved non-

determinism using pushback. In this case, the lcp (output) of the conflicting transition of q0 is A. 

So we prefix the suffix of transition q0q2, B, on the output of transition q2q4, resulting in the 

transition C:BC. However, the FST in Figure 10 is still non-deterministic because q0 has 

transitions to two different states on input A. After pushback, because transitions q0q1 and q0q2 

are the same we can resolve this non-determinism by merging state q2 with state q1 and adding all 

of q2’s transitions to q1 (Figure 11). In a more complicated case, this merge may result in new 

non-determinism. Thus, the algorithm continues to resolve cases of non-determinism using 

Figure 11: FST with resolved non-determinism 
after pushback and merging states q1 and q2 

Figure 10: FST after using pushback 
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pushback and merging states in the secondary loop. Once all cases of non-determinism are 

resolved, the algorithm goes back to the primary loop of merging states with common suffixes. If 

non-determinism is unable to be resolved, the algorithm terminates and produces an error 

message. Un-resolved non-determinism only occurs if we are no longer able to use pushback 

which only occurs on transitions reading the end of input. For example, in Figure 12, where we 

would usually resolve this non-determinism by pushing back the A one transition, we can’t 

because there is no next state to push it back to. Thus, ISLFLA cannot handle this kind of non-

determinism and terminates as a result. 

Adapting ISLFLA for G2P  
 In this section, I will describe the changes necessary to adapt the existing ISL FST 

learning algorithm to learn G2P conversion. I will begin by explaining why G2P requires a 

modified algorithm, followed by an explanation of the specific changes necessary to learn G2P, a 

detailed explanation of the data set used for testing the algorithm, as well as the results of the 

testing. Finally, I will conclude this section with a discussion of the successes and failures of the 

adapted learning algorithm as well as the necessary future work to improve the algorithm. 

Motivation 
The motivation of this thesis is to provide a FST learning algorithm for G2P using ISL 

constraints that might be more efficient than other FST conversion algorithms. Though G2P has 

Figure 12: FST with non-resolvable 
non-determinism 
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been approached in countless ways, I hope to show that G2P is a local-enough phenomenon to 

give a simple, efficient and effective approach using an ISL FST approach. To say that G2P is a 

“local phenomenon” means that output at any given stage in the conversion is only dependent on 

the current input and for some integer k, the k-1 previous inputs. While the primary focus will be 

on modeling English, I hope to produce a learning algorithm not limited to the English language. 

As mentioned previously, the ISLFLA has been shown to learn several phonological maps more 

efficiently than other FST approaches. This suggests that an effective G2P model under the ISL 

constraints, would likely be more efficient than a more general FST model. 

 The central problem involved in this process is to define a probabilistic ISL model and to 

adapt the current data constraints of the ISL learning algorithm to accept natural language as 

input data. In order to accomplish this, there are several ways the existing algorithm will need to 

be modified. One critical issue with the previous ISL learning algorithm is that it can only 

represent a deterministic function, while the G2P can not be represented deterministically. This 

is because many words have multiple accepted pronunciations and therefore for any one input 

there could be multiple accepted outputs. Consider the word “lead” which can be pronounced L 

IY D and L EH D. Words like “lead” mean that the algorithm may run in to non-determinism 

that is unresolvable with the pushback and merge method described previously in figure 12.  

Thus, a first step for the algorithm will be to allow for semi-determinism. Semi-determinism is a 

form of non-determinism where each transition has a set of zero or more potential outputs. For 

any input, there must only be one transition to one state, but the output of that transition is non-

determinable. Take for example the FST in figure 12 which we said has non-determinism which 

is unresolvable by the ISLFLA. This FST could be represented like in figure 13, where state q0 
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has only one transition on the input #, but has two possible outputs, B or BA. Ideally, this semi-

determinism will be replaced with a probabilistic solution. This means that based on the training 

data, we will assign probabilities to any semi-deterministic transition. When transducing a test 

word, G2P should choose the most likely transition path. Finally, I will determine a specific k 

value for most effective and efficient G2P conversion. It is expected a higher k value would be 

more accurate but with diminishing returns and significantly less efficient due to an increasing 

number of states in the FST. In previous studies, such as Sejnowski and Rosenberg (1987) which 

is discussed earlier in this thesis, they determined a seven letter window (three on either side of 

the center letter) provided a sufficient context for G2P (see Figure 14). Because k represents only 

the number of characters before the current input, their findings suggest that a k value less than 7 

should be sufficient for the algorithm.  

 

Figure 13: A semi-deterministic FST 
version of the FST in figure 12. 

Figure 14: Information gain from letter window 
Sejnowski and Rosenberg (1987). 
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Methods 
We’ve already discussed some of the ways in which the previous ISL FST learning 

algorithm will need to be changed. This section will detail the limitations encountered and the 

proposed solutions to adapt the algorithm to learn G2P functions. The first problem to address is 

that the previous ISLFLA expects data of a very specific and refined form. Specifically, the 

previous algorithm operates under the assumption that for a given integer k, all combinations of 

k+1 letters in the language will appear in the training data. However, this is not a realistic 

assumption to have for natural language data. Because the training data did not meet this 

previous assumption, there were many instances in the outer loop merge where the previous 

algorithm would try to merge an existing state with a state that did not exist. For example, for a 

given state S, the previous algorithm assumes the existence of a state Suffixk-1(S) and attempts to 

merge S with it. Because this state did not exist, the algorithm crashed. To solve this problem, 

instead of merging S, we rename S to Suffixk-1(S). If the state Suffixk-2(S) exists, we create a new 

transition from Suffixk-2(S) to Suffixk-1(S) and copy the previous incoming transition to state S. 

Now that we have renamed state S, we have a state Suffixk-1(S) to use on any necessary 

subsequent merges. Using this method, we ensure that the FST will have a state for every k-1 

length substring in the input language as opposed to the previous algorithm which only had a 

states for the first k-1 characters for each word in the language.  Consider figures 15 and 16. 

 
Figure 15: FST before any state merging Figure 16: FST after state renaming 
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Assume we are building the FST for k=3. Therefore, we want to merge every state with a name 

length three or longer with their k-1 suffix. In figure 15, we have state CAT and want to merge it 

with its length two suffix, AT. The state AT does not currently exist in the FST. So we rename 

CAT to AT and add a transition from A to AT (T:T) to get the FST in figure 16. Now that we 

have a state AT, when we go to merge state DAT, we can use a standard merge resulting in the 

FST in figure 17. 

 

With this one simple change, the algorithm is capable of creating an FST that can 

reproduce the training data set with the addition of semi-determinism. A semi-deterministic 

output is equivalent to a set of equally probable outputs from the FST. For example, if we 

transduce the string cat and get K(AA, AE)(T, D), this output is equivalent to the solution set 

{KAAT, KAET, KAAD, KAED}. If the proper output for a given input is found in the set of 

possible strings from a semi deterministic string, we say that the FST was able to correctly 

identify the pronunciation of a word. The limitation of this method is that each of the 

pronunciations in a solution set is considered equally probable, however, many of the possible 

pronunciations given could be totally wrong. If you wish to find the pronunciation of a novel 

word and the FST give you a set of 20 possible pronunciations, you would have no way of 

discerning the most likely pronunciation. 

Figure 17: FST after final state merging 
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Another issue addressed later in the data section is that when choosing a training data set, 

the data should include at least one word that starts each letter of the alphabet. If it does not, the 

FST built with not have a beginning state for all possible words the FST should be able to 

transduce and will crash if you try to transduce such a word. For example, using the standard 

English alphabet, if your data set does not include any words that begin with the letter z, then 

there will not be a state or associated transition if you which to transduce a novel word that starts 

with z. Having a state for each individual letter of your alphabet is crucial for the state merging 

change described in the previous paragraph. 

An extension of this problem and the most major limitation of the previous algorithm 

when learning G2P, is that for any novel word you are trying to transduce, the FST can only 

transduce it if the word contains only combinations of k-1 letters found in the training data. If 

you try to transduce a word that does not meet this criteria, the algorithm will crash because each 

state does not have transitions for all possible inputs. This severely limits the generalizability of 

the G2P function. To combat this problem, we ignore the standard rules for traversing FSTs and 

allow for the algorithm to jump between states without reading any input in this specific case.   

If we are at state S and read input A, but S does not have a transition on A, we jump to state 

Suffixk-1(S) and check for a transition on A. If that transition does not exist again, we jump to 

state Suffixk-2(S), etc. until we find a transition or reach the suffix of S length one. Basically, 

instead of always using k-1 input characters in a row as context to inform the decision on the 

output for the current character, we now use up to k-1 input characters. Due to the additional data 

constraint, to include states for every single letter in the alphabet, the worst case is viewing an 

input in an isolated context. This works well for consonants like ‘t’ which frequently maps to the 
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sound T, but does not work well for letters like ‘a’ which map to any number of vowels 

depending on their context. 

 Though this method does allow us to transduce novel words without the algorithm 

crashing, it does have its limitations. The most common error/side effect of using this method is 

omitting phonemes when jumping between states. This occurs because output is frequently 

delayed to help determine the appropriate output. Consider figure 18. 

 

In this figure, we can see that the output on the character ‘A’ from state C is delayed until we 

read either an ‘R’ or a ‘T’ from state CA. Using the traversal method established above, when we 

try to transduce the word ‘CAB’ with this FST, we first read ‘C’, output ‘K’ and move to state C. 

Then we read ‘A’, delay output, and move to state CA. From state CA there is no transition on 

‘B’, so we check state C. There is no transition on ‘B’ from state C either so we check the start 

state. There we read ‘B’ and output ‘B’ to get ‘CB’ as the final output. However, in the process 

of the traversal we’ve lost the contribution of ‘A’ and ended up with an incorrect pronunciation 

as a result. I did not find a solution to this problem but instead chose to optimize the training data 

set to include as many combinations of k-1 letters as possible and reduce the amount the FST 

needs to use this alternate traversal method. 

 

Figure 18: A semi-deterministic FST 
version of the FST in figure 12. 
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Data 
To test this learning algorithm, I used the CMU Pronunciation Dictionary (CMUdict). 

CMUdict is an open source pronunciation dictionary created by Carnegie Mellon University. It 

provides over 134,000 entries of the most common mappings of words and their pronunciations 

in North American English. The data is formatted in a plain text file with a word and its given 

pronunciation on each line separated by two spaces. Pronunciation variants are labeled with the 

addition of (#) at the end of the word, where # is the number of the variant. Each pronunciation is 

given in 2-Letter Arpabet with the addition of stress markers on vowels leveled 0, 1, or 2. 

To simplify the testing process for the G2P functions, I created a Python script to select a 

restricted assortment of words from the data set.  Specifically, I restricted the number of words 

selected, the alphabet chosen words could contain, as well as a minimum and maximum word 

length. I also added the option to select an equal number of words that start with each letter of 

the alphabet. This insures that we have words that start with each letter in the alphabet and thus 

singleton states in the FST for each letter of the alphabet. Other restrictions include ignoring 

alternate pronunciations and including only use the first result for any word with multiple 

pronunciations in the data.  All vowel stress markers were removed from the data set and words 

that contained non-alphabet characters were ignored. Some problematic data was removed from 

the dataset included acronyms such as AAA which is pronounced “triple A” in the CMU 

Dictionary. I considered this data to be not necessary or beneficial to learning G2P. In my 

testing, I used the full English alphabet and limited the length of words to 1 to k+1 characters. 

In addition to the above restrictions to the data set, I also translated the data from 2-letter 

Arpabet to 1-letter Arpabet. This change was made to allow for easier string manipulation in the 

testing. Using 1-letter Arpabet, each phoneme in the FST can be represented with just one letter. 

This means that a list of phonemes can be represented as a simple string of character with no 
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separation, rather than a list of strings or a string with phonemes separated by spaces. This 

change was purely superficial and was made to ease the process of testing the G2P functions. 

 

Results 
 I ran three separate tests for k = 3, 4, 5 where I trained the FST on all the words in 

CMUdict up to length k+1. These data sets were 8356, 22929, and 44360 words respectively. 

Each test consisted of 1000 novel words split into 20 rounds of 50. The novel words were 

between k+2 and 12 characters long. There were two reasons I chose to train the algorithm on 

only words of length 1 to k+1. The first reason was that the original ISL FST algorithm required 

all input data up to length k+1. In preliminary testing, I also tried training the algorithm on a 

number of random words longer than k+1 but this resulted in many transitions with large clusters 

of phonemes getting outputted all at once. Another benefit of training on only words up to k+1 is 

that I can train the algorithm on a complete set of data from the training language while still 

being able to easily come up with many novel words (anything longer than k+1). 

 In order to quantify my results, I had three different measures of accuracy. First, standard 

accuracy i.e. how many words in the test set did the algorithm transduce correctly. Though this 

accuracy measure is important, it is not necessarily useful for understanding the ways in which 

the algorithm is making errors. To give us more insight into the kind and number of errors the 

algorithm makes, I calculated Phoneme Error Rate (PER) for each test. PER is calculated by 

counting the total number of phonemes that are inserted, omitted or substituted in the 

hypothesized output divided by the number of phonemes in the correct pronunciation. A PER of 

0 means that no errors were found and a PER greater than 1 means there were more errors than 

possible correct phonemes. Because each of the outputs represents a set of possible strings of 
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phonemes, I chose the string with the lowest PER for each output. Finally, the third way I 

quantified accuracy is to check if the correct output is a subsequence of the output and vice 

versa. A string S is a subsequence of string T if each character in S appears in T in the same order 

as S. Though this is not a standard measure of accuracy, by calculating PER I determined that the 

primary error was the insertion of incorrect phonemes. Thus, this test is useful in demonstrating 

that many of the outputs are closer to being correct than the other two methods give them credit 

for and contain the correct phonemes in the correct order but with the addition of either duplicate 

or erroneous additional phonemes.  For example, in the k=4 test, the output for the word 

“wikipedia” was “wIkiYpRtidiAiA” while the correct output was “wIkipidiA”. At first glance 

the hypothesized pronunciation may not seem very close, but we can see that the goal output is 

actually a subsequence in the hypothesized output “wIkiYpRtidiAiA” (correct phonemes in 

bold). In this output we see the duplication of the phonemes “iA” at the end of the word as well 

as the insertion of “Y” and “Rt” phoneme strings but also all of the correct phonemes in the goal 

output. 

 In the k = 3 test the algorithm converted only 64 out of 1000 words correctly (6.4%). It 

had a word error rate of 1.25 with 7950 errors compared to 6365 reference phonemes. Of those 

7950 errors, 301 were omitted phonemes, 4744 were inserted phonemes and 2905 were 

substituted phonemes. However, I also found that 394 cases (39.4%) the goal output was a 

subsequence of the hypothesized output.  
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 In the k = 4 test the algorithm converted 112 out of 1000 words correctly (11.2%) almost 

double the number in the k = 3 test. It had a word error rate of 0.95 with 6148 errors compared to 

6484 reference phonemes. Of those 6148 errors, 289 were omitted phonemes, 3508 were inserted 

phonemes and 2361 were substituted 

phonemes. This means that when k = 4 

the algorithm made 22% less errors 

including 26% fewer inserted phonemes. 

Though the number of correct word rose 

and the number of errors decreased I 

found in that 399 cases (39.9%) the goal 

output was a subsequence of the hypothesized output, only 4 more than for k = 3.  

In the k = 5 test the algorithm converted 297 out of 1000 words correctly (29.7%) almost 

triple the number in the k = 4 test. It had a word error rate of 0.69 with 4395 errors compared to 

6380 reference phonemes. Of those 4395 

errors, 264 were omitted phonemes, 2426 

were inserted phonemes and 1705 were 

substituted phonemes. Though the 

number of correct word rose and the 

number of errors decreased I found in 

that 286 cases (28.6%) the goal output 

was a subsequence of the hypothesized output, which is 113 less than for k = 4. However, the 

total words out of 1000 that the algorithm either got correct or got a correct subsequence was 

458, 511, and 583 (or 45.8%, 51.1%, and 58.3%) for k = 3, 4, and 5 respectively.  
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I have included three graphs plotting the data collected for the tests of k=3, 4, and 5. We 

see a clear linear rise in accuracy as k increases as well as a linear decrease in errors. The ratio of 

each kind of error remained the same for all three values of k. Based on the results of my training 

data I hypothesize that accuracy would continue to rise and PER would continue to fall as k 

increased. It is also important to remember that the training data set also increased substantially 

as k increased. Additionally, with a larger data set, the algorithm takes more time to run and 

produces a much larger FST. These facts should be considered when deciding which value for k 

value is the most effective for G2P conversion. I think more extensive testing involving varying 

k and manipulating the training data could be valuable in determining how much the value of k 

compared to the size of the data set is contributing to the algorithm’s accuracy. 

Conclusion 
 
 Grapheme to phoneme conversion is a widely studied area of computational linguistics, 

critical to many text-to-speech systems. There have been many different approaches to this 

problem each with their own strengths and weaknesses. In this thesis, I cover many of these 

approaches including Joint sequence models, Recurrent nets and weighted finite state automata. 

The primary focus of this thesis however is on defining a G2P learning algorithm using a subset 
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of finite state transducers known as input strictly local finite state transducers through the 

augmentation of an input strictly local FST learning algorithm. Though the algorithm struggled 

with accuracy, I think that my work suggests that further work in adapting this algorithm could 

still be beneficial. 

Future Work 
 Though it was an initial goal, I was not able to adapt the algorithm to create Weighted 

Finite State Automata or a probabilistic G2P model. Though my semi-deterministic approach 

suggests that using probabilistic approach would indeed be possible, it really does not 

accomplish the main goal of G2P, to provide the most likely pronunciation for a word. Instead it 

provides a set of all possible pronunciations for a word based on the training data and does not 

give the user any indication of which pronunciations would be more or less likely. If given more 

time, this would be the next step in adapting this algorithm to learn G2P conversion.  
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