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Abstract
Reinforcement Learning is concerned with developing machine learning approaches to answer the
question: "What should I do?" Transfer Learning attempts to use previously trained Reinforcement
Learning models to achieve better performance in new domains. There is relatively little work
in using expert-advice to achieve better performance in the transfer of reinforcement learning
models across domains. There is even less work that concerns the use of expert-advice in
transfer deep reinforcement learning. This thesis presents a method that gives experts a route
to incorporate their domain knowledge in the transfer learning process in deep reinforcement
learning scenarios by presenting them with a decision set that they can edit. The decision set
is then included in the learning process in the target domain. This work describes relevant
background to both Reinforcement and Transfer Learning, provides the implementation of
the proposed method, and suggests its usefulness and limitations by providing a series of
applications.
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Introduction
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1.1 What is Reinforcement Learning?
Reinforcement Learning refers to a class of problems and solutions that involve decision making
and determining what actions to take to maximize a reward output. Like other machine learning
models, reinforcement learners are not told how to behave. They discover what actions to take
through trial and error. Actions taken in one situation may affect the state of the situation later
on. This description defines three distinguishing features of reinforcement learners. [Sutton and
Barto, 1998]
• Closed-loop: Actions taken at one point affect the inputs to the algorithm later on.
• No Instructions: Specific actions to take are not specified before hand. The model determines what actions to take.
• Consequences: Actions taken at one point affect the rewards generated over time.
There are two other classes of machine learning problems commonly referenced in literature.
Supervised Learning attempts to generate a function fˆ(x) that best estimates a preexisting set of
labeled training data y. The goal is to infer characteristics of the underlying data sets so that
new data can be estimated by fˆ. Supervised learning is successful in cases where there is already
a lot of data or it is very easy to acquire new data. However when data is costly to obtain or
very sparse, it can be difficult to build a supervised learning model. In addition, Unsupervised
Learning is concerned with discovering the underlying structure of unlabeled data [Le, 2013].
Both supervised learning and unsupervised learning are different from reinforcement learning.
Supervised learning requires pre-labeled data. Generating a labeled data set for an interaction
scenario is often infeasible because it is difficult to determine all the different scenarios before
hand [Sutton and Barto, 1998]. While there is no labeled data in unsupervised learning, the goal
of unsupervised learning is to determine the structure of data whereas the goal of reinforcement
learning is to generate a maximum reward signal.
To provide concreteness, consider the game of chess. Building a comprehensive data set of chess
games would be time consuming and expensive. Further, if we were to train a supervised learner
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Tab. 1.1: An illustration of the reinforcement learning cycle. Here, t is the current time step [Sutton and
Barto, 1998].

off of such a data set, the approach would imitate human experts and fail to uncover strategies
that exceed the ability of human experts. By using reinforcement learning, we can create a chess
playing algorithm that learns how to play chess by continuously simulating games of chess. The
algorithm incrementally improves over simulations as it tests different strategies and learns the
best moves to make. In this way, we only have to provide a simulation environment for the
algorithm and the algorithm is not bound by current human chess ability.

1.1.1 Reinforcement Learning Setup
The general setup for reinforcement learning is where the reinforcement learner is given a set of
actions in can take in an environment. The environment could be a video game. The actions
could be choosing to move left or right in the game. The reinforcement learner takes actions
for some number of steps in the environment and receives reward based on how good the new
environment is after taking an action. For instance, killing an enemy in a video game might
generate a lot of reward while dying would be punished (negative reward). The reinforcement
learner uses the actions, states of the environment, and rewards to learn a policy function (e.g.
artificial neural network) that maps between states of the environment and actions.

1.1.2 Formal Definition of Reinforcement Learning
We now provide formality for the intuition introduced previously. We can model the reinforcement learning problem as a finite state Markov decision process (MDP). We can think of the
finite state MDP as a tuple (S, A, T , ⁄, D, R). Here, S is a finite set of states, A is a finite set of
actions (where A(s) such that s œ S yields the set of possible actions at s), T is a set of state
transition probabilities (where T is defined as the probability distribution of the next state given
an initial state and an action), ⁄ is a discount factor, and R is a reward function. The reward
function yields the reward given a state and an action [Abbeel and Ng, 2004].
For all s œ S, the probability some new state sÕ œ S and reward r œ R occurs at time t is defined
by the Markov Property. The Markov Property is a classic result in the theory of MDP’s [Markov,
1954].

1.1 What is Reinforcement Learning?
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p(sÕ , r|s, a)=P
˙ r{St = sÕ , Rt = r|St≠1 = s, At≠1 = a}

(1.1)

The Markov Property says that the probability of a state occurring only depend on its previous
state and action. Each choice s and a define a probability distribution for sÕ and r. The Markov
Property is important for reinforcement learning because it allows us to define a function called
a policy that only considers the previous state and action when defining the distribution of future
actions.
The policy function is used to determine the probability of choosing a particular action at a given
state. Formally, The policy function defines a mapping between (state, action) pairs and their
probability [Sutton and Barto, 1998].

ﬁ : S ◊ A æ [0, 1]

ﬁ(a|s) = P (at = a|st = s)

(1.2)

The goal of the agent is to find a policy that achieves the maximum expect value of rewards over
all states s œ S. Formally, the agent attempts to maximize the present value of returns Gt at step
t given a discount rate ⁄. Aside, ⁄ is known as a hyperparameter in machine learning literature
and is programmer specified based on desired behavior. The present value of rewards can be
defined as follows. Here, k is used to denote the additional steps after time step t.

Gt =

Œ
ÿ

(1.3)

⁄k Rt+k+1

k=0

We use the discount rate ⁄k to denote the discount applied at a future time step. The choice of ⁄
is problem specific. Sometimes, it is useful to heavily discount future rewards to make the agent
short-sited, and in other situations the opposite is more desirable.
The expected reward of following a policy ﬁ at state s œ S can be defined through the value
function on ﬁ. [Sutton and Barto, 1998]

vﬁ (s) = Eﬁ [Gt |St = s]

(1.4)

This definition allows us to compare polices. A policy ﬁa is better or equal than a policy
ﬁb ≈∆ ’s œ S, vﬁa (s) Ø vﬁb (s). Because we can rank policies, there must be a policy that is
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better than or equal to all the other policies. This is an optimal policy ﬁú (there may be more
than one) where all optimal policies share the same optimal value function. The optimal value
function is denoted vú and is as follows.
vú (s) = max vﬁ (s)

(1.5)

ﬁ

We can also define the expected reward of following a policy given an action and state. This
is called the Action Value Function and is denoted qﬁ . The policy that generates the maximum
reward for all states and actions is the optimal Action Value Function denoted qú .

qﬁ (s, a) = Eﬁ [Gt |St = s, At = a]

qú (s, a) = max qﬁ (s, a) for all s œ S and a œ A(s)

(1.6)

ﬁ

We can write qú in terms of vú by observing qú follows the optimal policy by maximizing the
expected return of possible actions given the state.

qú (s, a) = E[Rt+1 + “vú (St+1 )|St = s, At = a]

(1.7)

We can also write vú in terms of qú . It should be clear to see that the expected reward from the
optimal policy applied across all states is equivalent to the reward given by the action choices by
the optimal policy at every state.

vú (s) = max qﬁú (s, a)
aœA

(1.8)

We can now derive a useful result in reinforcement learning called the Bellman optimality
equation. This equation is useful because it expresses the value of the current state in terms of
the value of future states. This structure lends itself nicely to algorithm design. This relationship
is converted into a classic reinforcement learning solution known as value iteration. The equation
states something very intuitive: the optimal value of the current state is the optimal value of
the future state from following the best action. Sutton and Barto provide a derivation of the
Bellman equation[Sutton and Barto, 1998]. Their derivation is repeated here and follows from
the definitions introduced earlier.
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vú (s, a) = max qﬁú (s, a)
sœA(s)

= max Eﬁú [Gt |St = s, At = a]
a

= max Eﬁú [
a

Œ
ÿ

k=0

“ k Rt+k+1 |St = s, At = a]

= max Eﬁú [Rt+1 + “
a

Œ
ÿ

k=0

“ Rt+k+2 |St = s, At = a]

(1.9)

k

= max E[Rt+1 + “vú (St+1 )|St = s, At = a]
a

= max

sœA(s)

ÿ
sÕ ,r

p(sÕ , r|s, a)[r + “vú (sÕ )]

The last two equations are the most important. We will see that they form the basis to the value
iteration approach to reinforcement learning. In addition, we will need the Bellman optimality
equations for qú . Fortunately, these follow more easily. Note, the first equivalence is given by
substituting (1.6) into (1.7).

qú (s, a) = E[Rt+1 + “max
qú (St+1 , aÕ )|St = s, At = a]
Õ
=

ÿ
sÕ ,r

a

p(s , r|s, a)[r + “ max
qú (sÕ , aÕ )]
Õ
Õ

(1.10)

a

Ultimately, it is our goal to find the policy that achieves the optimal value function. There are
analytic solutions to finding the optimal policy but these are computationally inefficient and will
not work in complex environments. There are a variety of policy function the rely on neural
networks that work well in practice and are discussed in section 1.2.

1.2 Reinforcement Learning Policy Methods
There are numerous ways to solve the reinforcement learning problem. The most state of the art
methods use neural networks. We will introduce one classic method called value iteration that
finds the optimal policy and then describe state of the art methods.

1.2.1 Value Iteration
The value iteration algorithm works by first initializing an array with a location for every possible
state of the environment to an arbitrary value. This array is the value function. Until the value
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function changes only a small amount, we update each of the states by the maximum of the
current expected reward of a state times the probability of moving to that state. We approximate
the value function converging by stopping once changes to the expected rewards becomes
sufficiently small.
Once we have solved the value function, the optimal policy follows easily. For a given state, we
chose the action that generates the largest expected value of returns. This is given by taking the
maximum value of the transition probabilities times the respective estimated reward. This time,
we select the action that outputs the maximum value instead of using the value itself. It can be
shown that the value iteration algorithm converges to an optimal solution [Sutton and Barto,
1998]. The exact value iteration algorithm is given in Algorithm 1.
Algorithm 1 Value Iteration
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

procedure VALUE I TERATION(V (s) = 0 for all s œ S, ◊)
=0
repeat
for each s œ S do
v = V (s)
q
V (s) = max p(sÕ , r|s, a)[r + “V (sÕ )]
a

= max( , |v ≠ V (s)|)
end for
until > ◊
q
ﬁú (s) = argmax p(sÕ , r|s, a)[r + “ V (sÕ )]
a

Return ﬁú
12: end procedure
11:

sÕ ,r

sÕ ,r

The value iteration algorithm is useful approach to reinforcement learning when the reward
from moving to a state can be calculated before hand and there is a low number of states.
Value iteration in this situation is useful because we are guaranteed to find an optimal solution.
However, the method becomes infeasible when these criteria are not met due to computational
constraints.

1.2.2 Q-Learning
Q-learning is another approach to reinforcement learning where the Q-function (also called
action value function given in equation 1.6) is approximated. State of the art approaches use
the Q-learning algorithm with neural networks to approximate the Q-function. Q-learning
introduces the notion of creating a set of features to represent useful aspects of the possible
states. Meaning, an environment consisting of many features is reduced to a few derived features
by hand. The goal is to reduce the number of possible states and in this make approximation of
the Q-function easier [Watkins and Dayan, 1992].

1.2 Reinforcement Learning Policy Methods

7

In Q-learning, the expected future discounted reward for the state action pair (s, a), where
s œ S and a œ A, is called the Q-value of the pair, Q(s, a). There are many different ways to
approximate the the Q-function. One such way is to approximate the Q-function as a linear
function of some features [Bertsekas and Tsitsiklis, 1996]. If in a particular state, Â(s, a) are the
+
,
state action pairs the agent could choose from out of the possible state action pairs s, a , then
Q(s, a) = ◊ Â(s, a), where is a randomly initialized unknown vector. This equation encodes
all the Q-values of the possible state actions pairs. The action selected would be the state action
pair with the highest Q-value. Upon interacting with the environment and receiving reward r
and progressing to state sÕ , the algorithm updates according to the following definition, where
⁄ is the learning rate, t is time, and “ is the discount rate [Claus and Boutilier, 1998].

dif f erence = [r + “ max
Q(sÕ , aÕ )] ≠ Q(s, a)
Õ
a

t+1

=

t + ⁄ ◊ dif f erence ◊ Ât (s, a)

(1.11)

Over time, this will force the weights to converge towards those of the optimal policy for the
given feature set. This method works by incorporating the reward at the current time step with
the current understanding of the future expected reward to push towards converging at the
optimal vector.
While we can generate an optimal policy for a given feature set, we are bound by how well the
feature set describes the data. If features are poorly chosen, the solution derived from Q-learning
may not be useful. The use of neural networks eliminates the need to derive feature sets.

1.2.3 Deep Q-Learning
The previous description of Q-learning uses a linear function of some features. These features
are hand coded in the implementation of the algorithm. It would be more desirable to find
solutions that incorporate the entire data set into the solution to reduce the error introduced by
approximating the data set.
Neural networks have been shown to serve as optimal Q-functions because it is not necessary
to hand craft a set a features, and they can approximate complex non-linear functions. Unlike
linear-function approximation, neural network approaches do not actually store the Q-value.
Instead, the Q-value is encoded for each state-action pair within the computation of the neural
network. Every time the agent takes a step, the neural network updates its weights using the
optimization methods discussed in the introduction. The disadvantage of neural networks is that
training them is a costly computational process.
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This approach is called Deep Q-Learning and used a Deep Q-Network (DQN) [Mnih, Kavukcuoglu,
Silver, Rusu, et al., 2015]. DQN uses an artificial neural network combined with Q-learning to
achieve expert human performance at Atari games where the environment of the game is fully
observable. By fully observable, we mean that the neural network has access to every aspect of
the environment at every step.
While previous Q-learning methods used hand crafted features or only could achieve intermediate
level results, DQN represents a critical advancement in reinforcement learning because models
can achieve expert-human level performance in complex domains.
The DQN algorithm is applied in this thesis. The full algorithm is given in section 3.2. Note that
the neural network is used to approximate the action value function Q. In the original paper, the
authors used a convolution neural network but the examples in section 4 use a fully connected
neural network.
One notable drawback is that fully connected networks only work on domains where the
environment is fully observable [Mnih, Kavukcuoglu, Silver, Rusu, et al., 2015]. In the Atari
example, the agent has access to the state of the entire environment. If the environment were
a race car game, the method would have access to the location of every car on the track, the
velocities of all the cars, and the entire track itself. This is not a realistic approximation of many
environments. Consider an agent navigating a maze. The agent may reach a "T" intersection
that looks like other "T" intersections. If DQN was applied to this problem, it would interpret
each "T" intersection the same. However, the ordering of the intersection is critical to solving the
problem, so DQN would fail.
One solution to this problem is to use neural networks that store the history of their previous
decisions. In the maze example, if it is known that entering the maze and turning right only
leads to dead ends, once the agent navigates to the entry point again, the agent will know to
turn left. Such logic can be encoded into a neural network design called a recurrent neural
network. While this work does not implement a recurrent neural network approach, it is useful
to understand where the fully connected approach may be unsuccessful.

1.2.4 Exploration vs. Exploitation Trade Off
Another consideration in reinforcement learning is the trade off between exploration and
exploitation Exploration. is the process of testing different states where the reward outcomes
are unknown Exploitation. is using knowledge the learner has obtained to generate reward. The
exploration-exploitation trade off is a well studied area, and there are numerous sophisticated
approaches to the problem [Črepinšek et al., 2013; Tokic, 2010]. The intuition for why properly
balancing exploration and exploitation is that while the method may be able to generate more

1.2 Reinforcement Learning Policy Methods

9

reward in the short term, there could be unexplored areas in the state-space that lead to greater
rewards later on down the road once found.
One somewhat simple method called ‘-greedy is used in numerous state of the art results [L. Li
et al., 2010; Mnih, Kavukcuoglu, Silver, Rusu, et al., 2015; Mnih, Kavukcuoglu, Silver, Graves,
Antonoglou, Wierstra, and M. A. Riedmiller, 2013]. The method states: choose the action
specified by the reinforcement learner with a probability of 1 ≠ ‘. Otherwise, choose a random
action. Usually, this method involves decaying epsilon by some constant over time so that the
algorithm explores more in the beginning and less later.

1.2.5 Transfer Reinforcement Learning
Often there is some relationship between environments for reinforcement learning. This gives rise
to transfer reinforcement learning. Instead of learning a policy for an environment completely
from scratch, it is possible to transfer over skills learned from one source domain to another
target domain. Transfer learning can be useful in the reinforcement learning setting in the
following ways [Taylor and Stone, 2009].
• Jump start Training: The speed at which a reinforcement learning method converges to an
optimal solution can be improved.
• Improving Asymptotic Performance: The final reward threshold generated is improved.

1.2.6 Transfer Learning Procedure
The transfer learning process for reinforcement learning can be characterized in the following
way.
1. A source method is learned from a source domain.
2. The source method is mapped to the target domain.
3. The target domain is trained using the source method.
This description is somewhat vague because there are many different approaches to the above
methods in the transfer reinforcement learning model. For instance, in some situations, the
source method may simply be a selection of potentially useful data points that are added to the
target domain [Lazaric et al., 2008]. In some situations, the features learned for the source
domain might perfectly match the features in the target domain, so a method learned on the
source domain can be directly transferred to the target domain. However sometimes it is not

1.2 Reinforcement Learning Policy Methods

10

Initial Skill
pass(Teammate) :-

Expert Modified Skill
pass(Teammate) :-

distBetween(a0, Teammate) Ø 15,
distBetween(a0, Teammate) Æ 27,
angleDefinedBy(Teammate, a0, minAngleDefender(Teammate)) Ø 24,
distToRightEdge(Teammate) Æ 10,
distBetween(a0, Opponent) Ø 4
distBetween(a0, goal) - distBetween(Teammate, goal) Ø 1
distBetween(a0, Teammate) Ø 15,
distBetween(a0, Teammate) Æ 27,
angleDefinedBy(Teammate, a0, minAngleDefender(Teammate)) Ø 24,
distToRightEdge(Teammate) Æ 10,
distBetween(a0, Opponent) Ø 4

Fig. 1.1: The human advice skill transfer process described by Torrey. The Initial Skill is learned from the
source domain. An expert modified the rules by adding a new rule to the top of the list.

immediately clear how the source method might be adapted to the target method. Thus, there
exists both algorithmic and human expert approaches to mapping the source to target domain
[Taylor and Stone, 2009; Madden and Howley, 2004].

1.2.7 Skill Transfer in Reinforcement Learning with Advice
In some cases, the expert adaption method is the easiest and most effective route to applying a
source method to target domain. The expert has some knowledge of how the domains might
interact, so they manually adapt the source domain to the target domain. In the process of
adapting the source to the target domain, experts can alter the source method to make it better
suite the target domain.
In her work, Lisa Torrey provides a method that allows for experts to update skills learned from
a source domain in a linear function approximation approach to reinforcement learning [Torrey
et al., 2010]. Skills are the criteria under which certain actions can be taken. The criteria are
inductive logic programs that look much like a rule list. For instance, she highlights a simple
soccer domain. The agent learns the skill “shoot” and defines the right time to take a shot when
the agent is a certain distance from the goal and at an appropriate angle between the goal posts.
An expert can update the skills by adding new rules or editing previous ones. An example of the
“pass” skill learned for the soccer domain and corresponding update are given in figure 1.1.
Once the skills from the source domain are learned, they serve as constraints on the linear
function approximation algorithm in the target domain. Torrey finds that the method significantly
improves convergence on the optimal policy in a variety of test environments.
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1.2.8 Interpretability Concerns of Transfer Reinforcement Learning
with Advice
Besides providing increased performance, transfer learning with advice also begins to address
another recent concern in machine learning called interpretability. Particularly in the case where
neural networks are used as policies as described in section 1.2.3 and also in the function
approximation method, it is difficult to determine the agent’s rationale behind its actions.
Understanding the rationale behind the agent’s actions is useful for a number of reasons. If
the agent is a self-driving car, it is important to make sure the car is choosing decisions for
good reasons. If the reason for the car taking a left turn because the sky is blue, there is likely
something wrong with the model. A car that makes decisions for such superfluous reasons could
likely be dangerous.
There is not one satisfactory answer to interpreting machine learning models. A variety of
approaches have been developed to suite the varying needs of practitioners.
The initial consideration in interpretability is whether a simpler model can be used to solve the
problem. The use of a simple model is called intrinsic interpretability. For example, it could
be possible to determine how a neural network behaves if it only has one hidden layer with
three nodes. Other machine learning models such as logistic regression and naive bayes can be
considered intrinsically interpretable because of their simplicity.
As is the case with deep neural networks, the model is not intrinsically interpretable. Methods
that interpret a trained machine learning model are called post-hoc interpretability. There is a
subdivision within post-hoc interpretability between global post-hoc methods and local post-hoc
methods.
Global post-hoc methods attempt to provide a simpler way to understand the model in its
entirety. A class of global post-hoc solutions is global surrogate methods. Global surrogate
methods attempt to train an intrinsically interpretable model to mimic the behavior of the
un-interpretable model. The application of inductive logic programs to define skills is a form
of global post-hoc interpretability because the methods are trained on the more opaque linear
function approximation model.
Local post-hoc methods determine the rationale for a single decision. One often cited approach
is LIME or local interpretable model agnostic explanations [Ribeiro et al., 2016]. LIME offers
insight into the features that most influence a decision. This method makes that observation that
features which do not affect the output when modified are less likely the reason for the output.
LIME first perturbs an input, then collects a data set of predictions made by the model, trains an
interpretable model on the collected data, and then interprets that model.

1.2 Reinforcement Learning Policy Methods
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Statement of The Problem

2

2.1 Explaining Black Box Models
Although there is much work in improving machine learning methods, understanding the
underlying reasons behind why machine learning models make certain classifications is less
studied. One common method meant to understand obscure models globally is the proxy decision
tree. [Craven and Shavlik, 1995] The proxy decision tree method trains a decision tree on the
predictions of an artificial neural network. There is evidence that suggests decision trees are
easier to understand than artificial neural networks. [Slack et al., 2019] By observing a decision
tree, the user can better assess the hypothesis of the model.
Related to decision trees, decision sets can be used successfully as proxy models as well. Decision
sets are models in the form of if statements that can be read in any order. Like decision trees, its
easy to visualize their classifications. To illustrate how decision sets might be more interpretable
than artificial neural networks, a decision set and neural network were trained on the small toy
data set pictured in figure 2.1. The data set has two classes: 1 and 0. An 80/20 train test split
was applied to the data. Each had a test accuracy of 100%.
The neural network used had 2 input nodes, 3 hidden nodes, and a single output node that
predicted the binary class. The 3 hidden nodes used the ReLu activation function and the output

Fig. 2.1: The Toy Data Set
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Input Layer
in1 = x, in2 = y
Hidden Layer
h1 = max(0, in1 ◊ ≠0.77 + in2 ◊ 0.25 + 0.34)
h2 = max(0, in1 ◊ ≠0.85 + in2 ◊ ≠0.10 + 0.28)
h3 = max(0, in1 ◊ 0.66 + in2 ◊ ≠0.70 + 0.14)
Final Layer
Result = 1 if

1
1+e≠ (h1 ◊0.34+h2 ◊1.02+h3 ◊≠1.2+0.14)

Ø 0.5 else 0

Tab. 2.1: Exact computation of neural network for the toy data set

node used the Sigmoid activation function. The neural network was trained using the Keras
software package.[Chollet et al., 2015] The neural network produced is given in table 2.1.
To produce a decision set, the CN2 unordered Rule Induction in the Orange data mining kit was
used [Demšar et al., 2013]. The decision set the algorithm produced is given in figure 2.2.
While it is possible to tell after some computation that the neural network in table 2.1 correctly
classifies the data given in figure 2.1, it is much easier to determine the the decision set in figure
2.3 classifies the data correctly.

2.2 Problem Statement: Expert-Assisted (and
Interpretable) Transfer Learning
One problem in transfer reinforcement learning is how do we explain the knowledge transferred
from the source to the target task? Also, can we use the advice of human experts to assist in the
transfer process to make the source method better suited for the target domain? As described in
section 1.2.6, the transferred policy is adapted to the target task. If this policy is modeled by

Fig. 2.2: The decision set for the toy data set
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a neural network, it is unclear what knowledge is transferred between domains. As shown in
section 2.1, it is difficult to understand the behavior of a neural network.
Further, Torry’s method from section 1.2.7 is not well suited to a deep learning setting. It could
also be better for the understanding of the expert to provide a global explanation of model
behavior instead of subdividing by action. By providing domain experts a way to understand
and modify the policy transferred from source to target domain in a deep learning setting, we
may be able to address a range of relevant problems.
For example, this method may be useful in computational chemistry. Deep reinforcement learning
has shown promising results in the process of discovering active chemical compounds from a
data set of compounds [Zhou et al., 2017]. In chemical reaction discovery systems like that
of the Dark Reactions Project chemical compound data sets are changed somewhat frequently
[Raccuglia et al., 2016]. In order to generate useful results of a reinforcement learning approach
to a discovery in computational chemistry, it is important to generate well formed reactions as
rapidly as possible. Transfer learning can help in this instance. Incorporating the expertise of
chemists could both help exploration and understanding of the chemists.

2.2
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3

Methods

In this section, we propose a method that uses a decision set as an interpretable transfer model
for deep reinforcement learning. Experts can audit and edit the decision set before applying it to
the target domain. The method focuses on applications where the source and target domain use
variants of deep reinforcement learning.

3.1 Model Road Map
First, we train a reinforcement learning method on the target domain. This is assumed to be a
neural network. A record of the previous k epochs worth of (state,action) pairs is stored. Here,
k is a parameter specified by the programmer. Next, we train a decision list off the k epochs
worth of data. Then, an expert edits the decision set to better suite the target domain. This
includes adding or removing rules to aide the decision set but also fitting the source model to
a new feature space if required by the target domain. The updated decision set is added as a
node in the output layer of the neural network in the target domain. An outline of the method is
given in figure 3.1.

3.2 Deep Q-Learning With Experience Replay
We train a neural network on both the source and target domain using a variant of Q-Learning
called Deep Q-Learning with Experience Replay. Going forward, a neural network that implements deep Q-learing with experience replay is referred to as a DQN. We also use the e-greedy
exploration strategy. In experience replay, instead of updating the Q-value of state-action pairs as
they occur, the pairs are stored then randomly sampled later on in mini-batches. This variant of

Fig. 3.1: Outline of Process
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Q-learning has shown to be successful in a variety of settings. The algorithm is adapted from the
original paper in algorithm 2.2 [Mnih, Kavukcuoglu, Silver, Rusu, et al., 2015]. Their algorithm
uses image data that is pre-processed using a function represented as „. This is omitted from the
following algorithm because it is unnecessary for the current application. In addition, ◊ refers to
the current weights on the neural network. Thus, the expression argmaxa Q(st , a; ◊) indicates:
evaluate the state st on network Q with weights ◊ and choose the action a corresponding to the
maximum value produced.
Algorithm 2 Deep Q-Learning with Experience Replay
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

procedure DQL-ER
D = replay memory
Q = action-value function with random weight
for episode = 1 to M do
Initialize sequence s1 = {starting state}
for t = 1 to T do
at = random action with probability ‘ else argmaxa Q(st , a; ◊)
Execute action at and retrieve reward rt and new state st+1
Store transition (st , at , rt , st+1 ) in D
Sample random minibatch of transitions (sj , aj , rj , sj+1 ) from D
if episode terminates at step j + 1 then
yj = rj
else
yj = rj + “maxaÕ Q(sj+1 , aÕ ; ◊)
end if
Perform a gradient descent step on (yj ≠ Q(j , aj ; ◊))2 w.r.t ◊
end for
end for
end procedure

3.3 Decision Lists as an Interpretable Transfer Learning
Source
3.3.1 CN2 Rule Induction
To generate interpretable and editable decision sets, the CN2 rule induction algorithm is used
[Clark and Boswell, 1991]. A software package called Orange provides an implementation of
the CN2 unordered rule induction algorithm [Demšar et al., 2013]. Decision sets are convenient
when an expert needs to edit them because each rule is isolated. So, if an expert wants to remove
one rule, it is easy to see the effects it has on the other rules. Further, the Orange implementation
also accepts arguments that specify the minimum number of examples a rule must describe to be
specified in the rule list. Further, it also allows the user to specify the max number of parameters
in a rule. Both of these arguments make it easier to generate rules that are interpretable.

3.3
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Fig. 3.2: Rule Selection Interface

3.3.2 Expert modified Rules
The CN2 rule algorithm produces rules of the style in figure 2.2. Once a decision set is produced
from a source method, the expert can freely remove rules from the decision set or add new rules
through a selection interface. For instance, the interface for editing or removing the first rule
from the decision set in figure 2.2 is given in figure 3.2.
The problem is further complicated however when the source domain features do not match
up perfectly with the target domain. For instance, there could be a related problem where the
source domain has two features and the target domain has three features. The problem, known
as domain adaption, is well studied in transfer learning [Csurka, 2017; Chu and Wang, 2018].
For the purposes of this thesis, the expert is assumed to adapt the source method to the target
domain manually using their domain specific knowledge to best solve the problem. In this case,
there is still further work needed to adapt the decision set than allowed by the interface in figure
3.2.

3.3.3 Adapting DQN to Incorporate Transferred Knowledge
Once a decision set is trained from the source method and modified by an expert, it can be
included in the target DQN training process by including the transferred decision set as a node
in the final layer of the target neural network. For instance, if the target domain has four
possible actions, the transferred decision set would be the fifth action. Each node in the final
layer represents an action. Thus, the addition of a node for the decision set would represent its
addition as another possible action. The neural network training process proceeds as normal.
When the decision set node is selected, the decision set computes an action based on the current
state. The agent makes that action. The expected reward of choosing the decision set is then
updated by the neural network based on how good the action determined by the decision set
is.

3.3

Decision Lists as an Interpretable Transfer Learning Source
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Incorporating Domain Knowledge in
Transfer Learning Process

4

This section provides applications of the proposed method. First, a domain is proposed where
the target domain is the same as the source domain and no expert advice is applied to show
the usefulness of the decision set for transfer learning. Second, the example is extended to a
scenario where the target domain differs from the source domain. Finally, a third scenario is
proposed where the state and action spaces do not line up exactly between the source and target
domain.

4.1 Circle to Circle Environment
In the first toy environment, the agent must figure out how to navigate into the unit circle from
a location on the x, y-plane. A visualization of the environment is given in figure table 4.1. The
1
agent receives reward +1 reward for being inside the circle and (1+d)
2 reward (where d is the
distance to the edge of the circle) for being outside the circle. The agents starts at a random
location in the 4 by 4 square centered at the origin. The agent exists in the environment for a
200 step episode. Meaning, it takes 200 actions before it terminates. The agent can either move
up, down, left, or right 0.25 on every step.
Hyperparameters
Hidden Layers
‘
–
“
Memory Size (Experience Replay)

2 Hidden Layers, 10 Nodes
0.9
0.001
0.9
2,000

Tab. 4.1: DQN hyperparameter configuration across all tasks.

The DQN configuration given in table 4.1 was used. The DQN converged on an optimal solution
at 75 epochs. So, 200 epochs of test data once the DQN reached 150 epochs (meaning k is set to
200) was used to train the decision set using the CN2 algorithm with the minimum number of
examples a rule can cover set to 250 and the max rule length set to 4.
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(a) The circle environment. The
agent receives +1 reward
1
and (1+d)
2 , reward where d
is the distance to the edge of
the circle for being outside.

(b) The ellipse environment. The agent receives
reward in the same way as the circle, except
to the edge of the ellipse.

Fig. 4.1: The ellipse and circle source and target domains respectively. Note that in the first task both the
source and target domain are the circle.

For this initial example, the goal is to verify the usefulness of the decision set in transfer learning,
so no expert-advice is applied. A DQN with the configuration in table 4.1 with an additional
node in the final layer for the decision set was trained on the circle environment.
The decision set modified DQN solution started to converge on an optimal solution at around 25
epochs. The unmodified DQN starts to produce optimal solutions around 75 epochs but there is
considerable noise in the data. The results are shown in figure 4.2. In addition, the decision set
that was transferred to the target DQN is shown in figure 4.7.
Besides converging to an optimal solution quicker, the decision set modified DQN is much less
noisy than the unmodified DQN. There are many times in the unmodified DQN that the rewards
drastically fall off. To see if the noise was due to – being too large in the gradient descent step,
– was reduced by 1, 2, and 3 orders of magnitude. However, the solution failed to converge in a
timely manner for all reductions. Additionally, the simulations were let to run for 800 epochs
because it could be the case that the source DQN needed more time to fully converge. While
there were less sharp declines in the total reward over time, there was still the same level of
noise in the reward signal. The decision set modified DQN exhibits much more consistent levels
of reward irrespective of the – and epochs trained.
As seen in figure 4.3, the DQN relies heavily on the decision set for the initial part of training. This
makes sense because the DQN has no knowledge of the appropriate actions to take. However, as
training progresses, reliance on the transferred decision set drastically decreases. After episode
25, the decision set is used on average only 0.2% of the time, with many runs not using it at
all.
Further, table 4.2 displays the average rewards for each model for 300 epochs once the model
has been "fully trained." For the source DQN, this was taken as after 125 epochs (to be generous

4.1 Circle to Circle Environment

20

Unmodified DQN
177.57

Decision set
159.27

Decision set modified DQN
187.88

Tab. 4.2: Average Rewards For Fully Trained Model

Fig. 4.2: The total reward over each training epoch
for both the unmodified DQN and the
transferred decision set DQN.

Fig. 4.3: The fraction of the time where the
transferred decision set is used per epoch.

regarding the drastic dip in reward around 100 epochs), 25 epochs for the decision set modified
DQN, and immediately for the decision set on its own. The decision set modified DQN produces
the greatest reward on average by 10 points.
Thus in this example, the DQN with decision set is able to produce more consistent reward
signals that are on average better than both the original DQN and the learned decision set. This
suggests that the transfer step of incorporating the decision set in the training process of the
neural network permanently improves the ability of the DQN in this example by (1) making
the results more consistent (2) improving the asymptotic reward threshold and (3) boosting
pre-training.

4.2 Circle to Ellipse Environment
In this environment, the previous example is extended to transfer from the circle to an ellipse.
The ellipse used is pictured in figure 4.1. The ellipse environment is very similar to the circle
environment. The agent gets +1 reward for being inside the ellipse and 1/(1 + d)2 reward,
where d is the distance from a point to the closest point on the ellipse, when the agent is outside
the ellipse.
The DQN used to train the source and target domains is the same as given by table 4.1. For the
expert-modified case, the x-conditions in figure 4.7 were incremented by +2 if they were greater

4.2
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Fig. 4.4: Circle to ellipse transfer reward over training epoch. The reward is given as the running
average over the past five epochs.

or equal to 0 and -2 if they were less than zero in order to reflect the expansion of the circle
along the x-axis.
The results when comparing the reward signals across the unmodified DQN, the decision set
modified DQN, and the expert-modified decision set DQN all on the target ellipse environment
are shown in figure 4.4. Because the noise in each reward signal makes differentiating between
the three signals confusing, the running average of the previous five results is taken. Both
the expert-modified decision set DQN and decision set modified DQN outperform the baseline
substantially. Also, the expert-modified decision set DQN noticeably outperforms the decision set
modified DQN. Thus, the expert advice seems useful in this example.

4.3 Mountain Car Environment
In the next environment, the goal is to push a car up a mountain. However, the car cannot drive
up the mountain immediately. It must learn to first accelerate backwards to gain momentum
before it can reach the top of the mountain. These scenarios are illustrated in figure 4.5. The
difference between the two environments is that in the two-dimension version, the car can
only change its velocity left or right on one axis. In the three-dimension version, it can change
its velocity west, east, south, or north. Further, in the two-dimension version there are two
state variables: the x-position and the x-velocity. In the three-dimension version, there are

4.3 Mountain Car Environment
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(a) The two-dimension mountain car
problem.

(b) The three-dimension mountain car
problem.

Fig. 4.5: The mountain car source and target domains. Both of these images originate from [Taylor,
Jong, et al., 2008].

four state variables: x-position, x-velocity, y-position, and y-velocity. Transferring to a domain
with a different state-space complicates the problem because the decision set learned from the
two-dimension version does not perfectly align with the three-dimension version.
The implementation of the two-dimension mountain car environment is from a popular reinforcement learning library called OpenAI gym [Brockman et al., 2016]. The x-axis is restricted
to [≠1.2, 0.6] and the velocity is restricted to [≠0.07, 0.07]. The agent starts from the x-location
≠ ﬁ3 . The agent can choose actions from {lef t, nothing, right} which change the velocity by
{≠0.0015, 0, 0.0015} respectively. To simulate gravity on the hill, ≠0.025(cos(3x)) is added to
velocity on every time step. The goal is to reach x Ø 0.5. Reward is ≠1 for every time step
the agent does not reach the goal. Unlike the base environment, if x Ø 0.3, 10 ◊ x is added to
the reward and +100 reward is given on completion. This modification is added because DQN
struggles to converge efficiently on the normal environment due to the sparsity in the reward
signal.
The DQN used is the same as in 4.1 and was trained on the two-dimension version for 400
epochs. The states and actions in the last 100 epochs were recorded. A decision set with the
minimum number of examples a rule can cover set to 250 and max rule length of 4 was trained
on the data and is given in figure 4.8. Note that in some cases, the Orange implementation of
the CN2 algorithm gives repetitive criteria. For instance, one rule indicates it should be followed
if position Æ -0.575 and if position Æ -0.69. While there may be some issues with repetitiveness
with the implementation, the rules seem logical for the most part.
Next, the two-dimension mountain car was extended by the addition of two more state variables
y-position and y-velocity. Both the x and y ranges were set to [≠1.2, 0.6]. The agent starts from the
location (≠ ﬁ3 , ≠ ﬁ3 ) Now, the agent selects from five actions: {nothing, west, east, south, north}.
The south and north actions modify the y-velocity by ≠0.0015 and +0.0015 respectively and the
west and east actions modify the x-velocity by ≠0.0012 and +0.0012 respectively. Gravity adds
≠0.025(cos(3x)) to the x-velocity and ≠0.025(cos(3y)) to the y-velocity on each time step.

4.3 Mountain Car Environment
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The agent accomplishes its task when both x, y Ø 0.5 and recieved +100 reward for finishing. It
receives -1 reward for every time step. If both x, y Ø 0.3, then it receives an additional x+y
2 ◊ 10
reward.
Adapting the decision set to the target environment is difficult. The state variables do not line up
directly and there are two more possible actions. The problem is further complicated by the fact
that the agent can only accelerate in a direction along either the x-axis or the y-axis. Thus, it
is not possible to simply apply the decision set along each axis. Further, because applying the
decision set to work in the target domain requires clever human intervention, it is difficult to
separate the expert modified case from the solely decision set transferred version. Thus, for this
example, there is only an expert modified decision set version.
While multiple strategies were tried in adapting the decision set to the target domain, the one
that worked best is given in algorithm 3. This approach states that if one of the predicted actions
indicates “do nothing,” follow the decision set applied to other axis. Otherwise, first dependably
accelerate in the negative direction along the x-axis if the decision set dictates left along the x
state variables. Else, accelerate in the negative direction along the y-axis. The idea here is that
the decision set should provide the knowledge to accelerate backwards unless there is clearly
another choice (e.g. no acceleration along one axis and acceleration along another).
Algorithm 3 Procedure for adapting the two-dimension mountain car decision set to threedimension mountain car. Note, “negative” means to accelerate in the negative direction along
the specified axis and “positive” means to accelerate in the positive direction along the specified
axis.
1: procedure D ECISION S ET A DAPTION TO 3D E NVIRONMENT
2:
xaction = DecisionSet.predict(xstate , xvelocity )
3:
yaction = DecisionSet.predict(ystate ,yvelocity )
4:
if xaction = do nothing and yaction = do nothing then
5:
action = Do Nothing
6:
else if xaction = negative and yaction = do nothing then
7:
action = negative along x-axis
8:
else if xaction = positive and yaction = Do Nothing then
9:
action = positive along x-axis
10:
else if xaction = do nothing and yaction = negative then
11:
action = negative along y-axis
12:
else if xaction = do nothing and yaction = negative then
13:
action = negative along y-axis
14:
else if xaction = negative then
15:
action = negative along x-axis
16:
else
17:
action = negative along y-axis
18:
end if
19: end procedure
The results of the experiment are presented in figure 4.6. Upon evaluation however, there is
not clearly a difference between the expert-modified decision set and a the unmodified DQN
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Fig. 4.6: Reward over training epochs for transfer of 2D Mountain Car to 3D Mountain Car. The reward
is expressed as the running average over the past 10 epochs.

trained on the three-dimension mountain car environment. While the expert-modified approach
starts to converge quicker than the unmodified DQN, it eventually falls off and the unmodified
DQN reaches a the maximum reward quicker than the expert modified DQN. This result may
be explained by inability to find the optimal adaption strategy or failures due to DQN in this
environment. DQN is known to struggle with the mountain car environment and successful
implementations of transfer learning in the two-dimension to three-dimension mountain car task
typically use other variants of reinforcement learning [Taylor, Jong, et al., 2008]. While the
circle to ellipse application proved successful, the mountain car application struggled to perform
well. These difficulties in large part are caused by issues when adapting the decision set to the
target environment.
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Fig. 4.7: The decision set transferred to the target domain in the circle to circle and circle to ellipse
examples. Action 0: +.25 in y, Action 1: -.25 in y, Action 2: -.25 in x, Action 3: +.25 in x

Fig. 4.8: The decision set learned on the two-dimension mountain car environment. Action 0: accelerate
-0.0012 in the x-axis, Action 1: Do nothing, Action 2: accelerate +0.0012 is the x-axis.

4.3 Mountain Car Environment

26

Conclusion and Future Work

5

This work presents an novel method to apply expert-advice in transfer dep reinforcement
learning. It finds that the method is successful is some situations, particularly those where the
state-space between source and target domain aligns well, such as circle to ellipse. It also finds
that the method struggled in situations were the state-space did not align, such as mountain car.
Further, it is difficult to separate whether this was the case because of the core expert-assisted
transfer method or because of issues with the use of DQN to solve the environment. Thus,
it would be interesting in the future to apply the expert-assisted method to other variants of
deep reinforcement learning such as policy gradient methods. Such work could help uncover if
the transfer learning method or the core reinforcement learning algorithm was at fault in the
mountain car environment. Further, it would be useful to test how successful the method is on a
real world applications such as chemistry reaction exploration. Lastly, it would be interesting to
examine other methods in transfer learning that perform adaption of the source policy to target
domains algorithmically and apply them to the expert-modified decision set case.
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