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1. Introduction 

Accessibility is a long-neglected frontier in educational institutions. Though regulations 

have been ratified in the Americans with Disabilities Act which require institutions to 

accommodate less able members by distributing their media in multiple formats, almost no 

progress has been made in pushing this ballot in academia, and the current state is far behind 

what the regulations stipulate. Information is predominantly provided in lectures and readings, 

but there are many students who have trouble with these mediums. Readings are much harder to 

accomplish for a blind student, and while new technology like screen readers can alleviate much 

of the difficulty, no such parallel exists for lectures, which are inaccessible to deaf students. 

Furthermore, the duration oflectures and extensive page count of readings requires a long 

attention span to follow, which is an issue for anyone who has trouble maintaining a single track 

offocus. A real-time transcription system would serve as an ideal tool for distributing the 

information in lectures through an alternative medium. Such a system would aid deaf students by 

providing a visual representation of the lecturer's words, and the real-time aspect could crucially 

facilitate class participation. In addition, a student with attentional difficulties could open the 

transcript on their laptop, so that when they lose focus aurally, they can switch to a visual 

medium without missing content. Students with motor difficulties would greatly benefit from 

this transcript, which could serve as notes after class. 

In fact, even students who do not identify as having a disability are serviced by more 

accessible media. It creates a way to follow the lecture on a sick day; an unexpected daydream 

no longer costs the student valuable lecture content; text transcripts of a lecture may be useful 

data for a student researching pedagogical methods. 
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This paper presents focused research within the development of such a speech-to-text 

program which can stream audio from a lecture and push the transcription text to a webpage to 

be viewed publicly and in real time. Though such systems exist for some tasks and are not hard 

to build given some coding knowledge, the obstacle in adapting this to a classroom setting is in 

the training. In essence, the language likely to be used in a classroom is starkly different from the 

type of data likely to be in a generic training set of a given transcription engine - it is highly 

technical, often including compound words, obscure names like molecules and historical figures, 

and could even be a mathematical equation rendered into speech. Moreover, to mistranscribe this 

speech would be catastrophic as it would ruin the content of the lecture; these core concept 

words are likely what the student is there to learn about. The state of the speech-to-text system 

currently under development is such that all that is needed to complete the workflow is a list of 

terminology likely to be encountered in a classroom. (See Figure 1 on the next page for a 

diagram of this system.) 

When the transcription system is sent an audio file, it listens until it accumulates a string 

of sounds which corresponds to a sentence or phrase (usually about five seconds long), then 

converts that audio into text which is sent back to the client. This is accompanied by a 

confidence score. If there is a substring of sounds that corresponds to an unusual or esoteric word 

or phrase that the transcriber is unsure about, it comes up with a best guess of what the words are 

likely to be, but sends with it a signal that there was some difficulty, and therefore possible error, 

with the transcription of that audio segment. An example of this type of error would be 

mistranscribing "Euclidean" as the more common "you're kidding". However, if extra textual 
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Figure 1: A flowchart of 

the system as context for 

this paper. Speech is 

recorded by a 

microphone in the 

classroom, and streamed 

by a Raspberry Pi to a 

transcriber, returning text 

which is displayed on a 

public Google document 

for all students to see. 

This paper is concerned 

with supplementing the 

transcription system. 

data has been supplied, the system can look through the words given and usually find the correct 

word if it has been included. 

This paper is concerned with developing a technique of extracting erudite terminology 

and academic keywords from a corpus of knowledge. The corpus will be analyzed and divided 
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into academic disciplines, and keywords will be retrieved from each cluster. We will use these 

word lists to train a transcriber for each department at Swarthmore College, with the assumption 

that one single word list with names of molecules and theorems as well as names of important 

Buddhist figures would be too unfocused for a religion class, but that clustering into individual 

courses would be overkill. The resulting product of this paper is what will be used as this list of 

hints for what the original speech could have been when the system is not confident enough in its 

estimate. 

Section 2 provides an overview of related work in similar fields to this; section 3 details 

the approach taken in constructing such a system; section 4 describes the experiments run and 

the metrics used to analyze the results; section 5 discusses the results of those experiments; 

section 6 concludes and proposes areas for further work. 

2. Related Work 

This paper fits into the larger lecture transcription system described in the preceding 

section as a technique of reducing an enormous corpus of knowledge down to a list of keywords 

having to do with various areas of study at Swarthmore College. 

LopuszyiJ.ski & Bolikowski (2014) put forth a technique of tagging Wikipedia documents 

and organizing them according to their tags.! It works surprisingly well, given that the only 

information they look at for a given page is the title of the page. Currently, it involves reference 

to a second corpus, of abstracts of research papers, for salient words, and relies on lists of 

unrecognized words and stop words, which are words like "the" or "about," so common that they 

1 Michal Lopuszyrlski, Towards robust tags (Int J Digit Libr, 2016), 25. 
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do nothing to augment the analysis of the text and are therefore discounted from an analysis. 

Usually, an application will have a particular set of selected stop words depending on the task, 

which will likely be different from another application's list of stop words. In fact, LopuszyiJ.ski 

& Bolikowski write that they purposefully did not use the word "of' as a stop word, because to 

analyze a title phrase like "bill of rights" could yield a useful keyword that would be missed 

between just "bill" and "rights") In their paper, they acknowledge a few possible extensions to 

their technique: searching for syntactic structures rather than keywords, and having a list of stop 

words better suited to Wikipedia. However, it seems that including the article text in the analysis 

would be the most efficient of these extensions. 

Thus far, the development and deployment of this system has relied heavily on Microsoft 

Azure Speech Services. This technology is proprietary and future work for this paper's 

transcription system could include adaptation to open source technology. Since it is proprietary, it 

is rather opaque in terms of how it works, but as far as a user is concerned, the service relies 

mainly on three parts in conjunction: the language model represents the likelihood of a given 

sentence of English; the acoustic model relates strings of successive sounds to words; the lexicon 

contains the ultimate hypotheses for the acoustic model. Presumably, a string of sounds is 

analyzed by correlating words from the lexicon to sections of sound, then a guess is made that 

best conforms to the grammar of English, that sounds like what was heard, and is made of the 

given vocabulary. Thus, each part is fundamental to this technology and vital to functionality, but 

Microsoft does provide default options for this data. The standard transcriber comes trained with 

Microsoft's default lexicon, but supplemental words as text can be given by the user - that is, 

2 Ibid., 27. 
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the one setting up the technology - and are somehow incorporated into the transcription 

service's decision-making. This process is opaque - no information is given about how it knows 

Iju·kh.di.anl corresponds to "Euclidean" - but it is commendable: on a test audio clip of a 

sentence with three occurrences of the name "Dijkstra" (pronounced I' cL\lk. sua/), a transcriber 

with no supplemental text data horrendously mistranscribed every instance, whereas a transcriber 

supplemented with a text file containing only the word "Dijkstra" correctly spelled every 

instance. The technique underlying Microsoft's default speech model is not public, but a best 

guess would be that it relies on a neural framework for learning everyday speech data gathered 

en masse from open sources. It is possible that the approach is similar to the methods published 

by He, Deng, & Acero (2011), who are, in fact, a Microsoft research team, or Murthy, Sitaram, & 

Sitaram (2018). 

A younger version of the system at the focus of this paper relied on a graph-based 

approach for distilling the information represented in Wikipedia. In this version, only a subset of 

Wikipedia was used, about 330 thousand pages. The courses of study listed on Swarthmore's 

"Academics" webpage were written down, and for each of them, a page from Wikipedia was 

selected by hand as the corresponding "core" page for that field. Often, this was just the 

Wikipedia page about that subject - for example, "Anthropology". A simple script was written 

in Python (using the Beauti ful Soup module), which was given one of the core pages as its 

starting point, and for each page, wrote the title and first paragraph in HTML format to a text 

file, then followed the links in that first paragraph, recursing on each new visited page. This 

resulted in a very unstable trajectory of articles visited, as it was basically a random walk on 

Wikipedia. This script was intended to vaguely approximate the relationships of knowledge in a 
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domain, and it was meant to be loose enough that it would find articles not strictly within the 

subj ect it was started on. 

Once enough pages' text had been collected in diverse topics, the first paragraph of each 

page was analyzed for links which led to other Wikipedia pages. A script read through the file, 

creating a graph with each page as a node and a link from one to another as a directed edge. 

Then, the Louvain modularity algorithm for community detection was implemented and run on 

the graph to find the set of nodes which were substantially more connected between each other 

than to nodes outside of the set.3 The resulting clusters were returned, and each community of 

pages was assigned by hand the labels of topics that it approximated. For, say, statistics, all the 

groups assigned that label were looked at, their pages accessed, and the text downloaded and 

given to the statistics transcriber. 

While this approach was well-informed and fit into a family of well-studied graph 

community detection techniques, it included no linguistics in the analysis of the pages, which are 

language-based; it was purely based on what communities of interconnected pages were formed 

by the hyperlinks included in Wikipedia pages. This paper introduces linguistic insight into the 

analysis of the pages by using their text in order to have a more nuanced classification of what 

field(s) of knowledge the page fits into. Thus, this paper is concerned with the classification of 

documents into one or multiple academic subjects by means of analysis of the text in the 

document. The topic of this paper is essentially linguistically-aided information retrieval from 

text documents. 

3 Vincent D. Blondel, Fast unfolding of communities in large networks (J. Stat. Mech., 2008), 1. 
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3. Approach 

Section 3.1 discusses the dataset used in application; section 3.2 notes some important 

points that should be kept in mind for the sake of thoughtful design of this system; section 3.3 

details the design and implementation of this work; section 3.4 justifies this model over other 

potential methods. 

3.1 Data 

The text data comes from Wikipedia. Wikipedia is a fabulous data set because it contains 

knowledge across an unparalleled variety of domains, and with it, erudite terminology. There is 

no doubt that in terms of breadth, Wikipedia is premier; its depth in any given subj ect is 

appreciable, too, often more than enough for the typical reader. However, journals in, say, plasma 

physics will undoubtedly have far more specialized knowledge, terminology, and presentation of 

the information than Wikipedia. Likewise, other corpora like Project Gutenberg hold top-quality 

resources which may contain names of people, characters, and places in more detail than the 

Wikipedia article on a given book. Herein we have an irresolvable tradeoff: quality of extracted 

information comes with an increase in contingent parts in the system. 

The advantage of gathering all our information from one corpus is largely that it will be 

all in the same format. If specialized journals were analyzed for information, there would likely 

be a prohibitive amount of overhead in massaging the gathered data into the same format before 

giving the keywords to the transcriber. Furthermore, the effort necessary to find satisfactory 

collections of specialized information for each academic subject seems unworthy of the 

improvement in performance that we would expect to gain over Wikipedia information. Finding 
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repositories of these other corpora may be difficult, too - Wikipedia is commendable for its 

open source. Finally, Wikipedia holds an advantage in that it allows the possibility for this 

transcription system to be extended to other languages in the future. If other corpora were used, a 

whole new selection of knowledge bases would have to be found for each language the system 

services, but Wikipedia has translations in many major languages of a majority of their millions 

ofpages.4 

Thus, we choose not to draw our information from any sources other than Wikipedia 

because it is the best compromise between breadth and depth in subjects, it eliminates the 

headache of parsing different forms of data, and it provides the easiest option in terms of 

scalability of this system. 

3.1.1 Preparation of the Data 

The data was obtained from a dump of English Wikipedia which can be accessed online.5 

It was initially 64GB ofXMLformatled text, over a billion lines, and over 18 million pages. 

About ten million of these were pages that simply represented templates for other pages, 

WikiMedia files, or other stubs, and could be easily recognized and removed. Of the remaining 8 

million pages of substantive English Wikipedia, another few million were "disambiguation" 

pages, or others of the same type, basically lists of somehow connected pages. These documents 

4 Here is another consideration: Wikipedia privileges the English language and the anglophone world because the 

quality and variety of English Wikipedia articles is much higher than for most languages. The major languages, such 

as Chinese, Spanish, and German are fairly well-represented on Wikipedia, but even they don't contain as much data 

as the English pages. When it comes to languages like Thai and Catalan, despite the fact that they are the dominant 

language in important parts of the world, the number of pages relating to academic disciplines is pitiful. This is not 

directly relevant to the work which constitutes this thesis, but it is advantageous to keep in mind how present 

decisions will impact the workflow and potential of this system in the future. 

5 https://dumps.wikimedia.org/ enwikillatestlenwiki -latest-pages-articles.xml. bz2 
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were mostly kept, because this kind of information is useful in understanding sections of 

knowledge, and the documents may even contain relevant terminology! The remaining work to 

be done was in cleaning up the text, which meant removing various junk strings, for example: 

~~ References~~ 

[[Category:X]] 

[Category:X] 

as well as hyperlinks and useless characters like punctuation. Importantly, unusual alphanumeric 

characters like z and t were kept, because to take these out would be to take out much of the 

jargon we will try to extract later. Once bad strings had been removed, the document was 

tokenized. The words were separated by white space, and some affixes like "'s" were converted 

to" s". 

Finally, the tokenized text was filtered for stop words. The first 73 words of a list of 30 

thousand English words were chosen based on the subjective observation that after that cutoff the 

words started to take on more nuanced and substantive meanings of their own, rather than 

grammatically connective pieces. (The last stop word was "she" and the next word on the vocab 

list was "u.s.". My list of stop words can be found in Appendix A.) The ultimate text that would 

be used for article grouping was the cleaned, tokenized text, minus the stop words. This was 

stored in {title:text} format for easy read-in during the data processing stage. 

3.2 Important Considerations 

It is important for us to keep in mind that the resulting classification of pages in 

Wikipedia will include some pages with no classification, and some with multiple. This is 
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important because, as prior work on this system has shown, many collections of Wikipedia pages 

are just pages about specific topics, like u.s. cities, or sports statistics and players. We want to 

exclude these pages from the data for any College department's transcription system because 

they are full of irrelevant information as far as what will be said in class. Furthermore, it seems 

an unnecessary hindrance to restrict each page to a single category at the exclusion of all others. 

After all, Wikipedia's page on the Sufi poet Rumi pertains to religion, literature, Islamic studies, 

and Arabic, and all four of those departments at Swarthmore would probably benefit from the 

information. 

3.3 Partitioning Wikipedia 

The scripting, development, and computation described in this section was done in 

Python3. With the data cleaned, tokenized, and systematically arranged, it was easy to read it 

through the j son module into a dictionary data structure arranged by article titles linking to 

corresponding article text. This allowed for easy and fast access of text given an arbitrary title, 

which was crucial for tractable computation time and space. 

The substantial task in partitioning Wikipedia was to analyze each page's text and build 

some sort of representation of that page. Word vectors are a fairly new technique in representing 

semantic space for computational tasks, and are based on the notion that what the meaning of a 

word breaks down to is the kinds of words it occurs with naturally. "Pumpkin" means what it 

means because it often has to do with pie, candles, and botany; and furthermore because of the 

distribution with which these words occur relative to each other. (They, of course, in turn mean 

what they mean because of their associations.) With this in mind, a thoughtful analysis of word 
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c06ccurrence can be done on an extremely large corpus of natural text, yielding thoroughly 

expressive vectors in high dimensions. Each dimension represents a weighted assessment of how 

often the most relevant words for determining the meaning of a word occur near it. For example, 

even though "the" occurs near every word - in fact, precisely because it occurs so often - its 

number of c06ccurrences will be hugely down-weighted to reflect the fact that it is not a very 

discriminative word. On the other hand, "squash" is not likely to occur near most words, so it 

may be a useful feature in representing the meaning of "pumpkin," and its score will be boosted. 

The relative distribution to one another in which these words occur around "pumpkin". Since 

there are so many words, this results in a hundreds-of-thousands-dimensional vector, but most of 

the features are relatively non-discriminative, so the best ones can be used to approximate the 

c06ccurrence analysis. 

These vectorized words exhibit a number of interesting properties, only a couple of which 

will be briefly mentioned here. One is the ability to encode abstract semantic meaning in space. 

For example, the "king"I"queen," "father"/"mother," and "actor"/"actress" vectors can be 

subtracted from one another to find the vector encoding the concept of male/female alternation, 

then that vector can be added to a new "prince" vector, yielding the "princess" vector. Something 

else to note is that direction in this space has to do with meaning, since it represents how often 

the other words occur relative to each other. For example, since the axes of this space are word 

frequency, a slope of 2 may represent that "royal" occurs twice as often as "crown" near these 

words. 

GloVe vectors are an implementation of this algorithm by three Stanford researchers, and 

make use of an enormous corpus to generate vectors which strive to represent the actual 
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meanings of words as they occur in English, thus the shortening of "global vector" to Glo Ve 6 

These vectors can be downloaded as a text file with each line containing the word followed by 

decimal numbers representing what the creators of Glo Ve deemed the values for the most 

discriminative c06ccurrence features. A set of these vectors was downloaded from GloVe, 

representing about l.8 million words and names in the 300 principal dimensions, the result of 

computing c06ccurrence on 840 billion words' worth of English training text. This file was read 

in through j son, too, and the 300 floating point numbers were organized as a numpy array for 

quick matrix multiplication to come. 

The culminating step in computation was to convert the Wikipedia article text into 

vectors in this space, at which point these article vectors could be compared to one another to 

find the most similar pages to a given page. This was done by taking the average vector of all the 

relevant vectors in the document. In particular, each word in the text was looked at, and if it was 

not a stop word or an obscure jargon word, the corresponding vector for that word was added in 

to be averaged at the end. Importantly, this was done over a version of the text which had been 

converted to lowercase, since GloVe stores vectors for English words written in lowercase. A 

version of this partitioning was implemented which included the stop words, but it yielded less 

clean partitions than the version excluding stop words. Obscure words were not counted simply 

because they don't appear enough to be included in the GloVe training data and often are words 

or names from another language, so no vector had been calculated. 

With Wikipedia now represented as one 300-dimensional vector per page, the pages were 

clustered by choosing the central page for a topic (i.e. "Anthropology" or "Computer science") 

6 Jeffrey Pennington, GloVe (Stanford, CA: Stanford University Press, 2014), 1. 
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and sorting all page vectors by similarity to that page. A simple cosine similarity function was 

implemented with the intuition that the most similar pages would be those with similar direction 

and magnitude in this high dimensional space, so the pages that scored the highest with this 

function would be pointing in the same direction and with the closest length. Therefore, two 

vectors of similar direction and length would have a difference in degree and length close to 

zero, so the cosine between the two vectors would be high, close to one. The top one thousand 

most similar pages were taken from the sorted vectors as the cluster. In the face of the six million 

some English Wikipedia articles, this thousand seems vanishingly small, but this is by design. 

When initially implemented, this sorting returned the top ten thousand pages, but soon after the 

one thousandth page the grouping started to break down and pages outside of the topic became 

much more often included. Thus, many pages from Wikipedia are excluded from having any 

classification at all, in order to refine the purity of the relevant clusters. One problem faced by 

the graph-based approach was that there was no way to exclude a Wikipedia page from the 

clusters, so many partitions were returned that were simply sports statistics from the history of 

the Olympics or suburbs of u.s. cities. This technique improves on the graph-based approach 

because it can arbitrarily tighten the bounds on relevance; it is less tainted by irrelevant data. 

3.4 Why This Way? 

It is true that much of the work of this paper could be reduced if each professor would 

compile a list of keywords before lecture, or at the beginning of the semester, which could be fed 

into the transcriber in order to improve performance in a perfectly focused domain. However, as 

is the case with many of the considerations discussed in the section about Wikipedia, such a 
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requirement impedes the scalability of this system as a whole by adding an appreciable amount 

of overhead in the setup of the system. Distributing the software for such a system to other 

educational institutions would still leave much of the burden of setup on the professors at the 

new institution, and it seems likely that this obstacle would be enough to dissuade many potential 

users from adopting the new product. Thus, the reduction of a publicly accessible corpus of 

knowledge into keywords clustered by discipline is a viable part of a distributable system; 

external vocabulary which needs to be specially programmed is not. 

4. Evaluation 

Once the data had been given to the transcription server, I assessed the change in 

accuracy of the transcription program from before and after the addition of the extra training 

data. For this, I tested my program on a number of sentences. Half of these sentences had one or 

more occurrences of highly technical terminology in them (henceforth called "jargon 

sentences"), the other half were examples from regular speech (the "regular sentences"). One 

third of the tests were performed on what I will call a "bare-bones" transcriber, which was 

trained only on Microsoft's default training data of regular speech, not supplemented with my 

Wikipedia data. I performed the same experiments with the bare-bones transcriber as I did with 

two other transcribers: one, called the "graph-based" transcriber, which was supplemented with 

data from the Wikipedia pages clustered according to my initial, purely mathematical, graph

based approach; and another, called the "salted" transcriber, which was given the keywords from 

the linguistically clustered Wikipedia as supplemental training data. 

Table 2 contains a few examples of each type of sentence. 
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Regular Sentences 

"I don't think that's what this chapter 
is about. " 

"Each independent agent is assumed 
to be rational. " 

"How is everyone doing on this 
week's lab?" 

J argon Sentences 

"How would the bodhisattva 
symbolism be interpreted by Rinzai 
Buddhists?" 

"Kruskal's algorithm is a graph 
algorithm for finding the minimum 
spanning tree. " 

"This experiment corroborates that 
bonobo society exhibits strong 
intrasocial relationships." 

Table 2: Example Sentences 

4.1 The Experiment 

I tested the accuracy of each of the three transcribers on two sets, one of25 regular 

sentences and one of 25 jargon sentences. The lists can be found in Appendices Band C, 

respectively. The sentences were both gathered from real computer science class situations as 

well as constructed to mimic the kind of sentence that would be spoken in such a situation. 

In both tests, I read each sentence at the volume I would expect a professor projecting 

their voice to speak. I tried to read them as naturally as possible, and particularly tried not to 

speak substantially slower than would be natural. The reasoning behind this is that if I cannot 

have a perfect prediction of accuracy, I would rather have a lower bound on the accuracy than an 

overly optimistic upper bound. If I speak too quickly in my experiments, the transcriber will 

likely perform better on the professor's real speech rate in lecture, but if! speak slowly in my 

experiments, I will likely see a better performance in my experiments than will happen in reality. 

The results of this experiments serve as upper and lower bounds for the performance of the 
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transcriber, according to the following reasoning which I shall explain with the use of three 

generalizations. 

Generalization 1: A transcriber given supplemental training data is at least as 

good, on all speech, as the bare-bones transcriber. 

We know that any transcriber will have the same foundation of training data as the bare

bones system and more, because any supplemented transcriber is built off of a bare-bones one. 

Since it has this same foundation of training data, it ought to perform the same way on regular 

sentences, since those are the sentences corresponding to the training data which all transcribers 

automatically receive. For jargon sentences, the extra training data is unlikely to hurt the jargon 

transcription, but could conceivably, through some contrivance, contain irrelevant data that 

causes the transcriber to perform poorly. Therefore, though Generalization I has 

counterexamples, it is a reasonable assumption to make in the evaluation of the system. 

Generalization 2: Jargon sentences are at least as hard for all transcribers to 

transcribe as regular sentences. 

We get this from the fact that regular words are relatively easy for the baseline 

transcriber, which is the foundation present in all instances of transcribers, and each word of 

jargon cannot be easier to transcribe; that's the whole premise of this project. 
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Generalization 3: The distribution of jargon sentences uttered in a classroom 

setting can be no higher than in the set of jargon sentences used for evaluation. 

We know this because the distribution of jargon sentences in evaluation is 100%. Thus, 

on a bad day, every live sentence will be spoken as unintelligibly as I read, and will have as 

much jargon as my sentences. In the very worst case, every live sentence might be spoken as 

unintelligibly as I read, but will contain more jargon per sentence than my constructed sentences. 

However, as can be seen in Appendix C, it would be extremely unlikely to pack 25 sentences 

with more j argon than the ones in my test, even though I did not try to pack mine as full of 

jargon as possible. Therefore, it is a realistic assumption to conflate the "bad day" case with the 

true upper bound and call it the worst case. In the typical case, every live sentence will be spoken 

similarly to my reading in the tests, and there will be fewer jargon sentences (and fewer jargon 

words in them, if I pack the jargon sentences as full of jargon as possible) in the lecture. We 

therefore have an estimate for real-world performance lower-bounded by the performance on the 

jargon sentence tests and upper-bounded by the performance on the regular sentence tests. 

In short, the two tests above give us a baseline for the performance of the bare-bones 

transcriber. The two tests were duplicated with each of the transcribers, to get a measure of how 

much better the performance of the transcriber is when supplemented with my extracted keyword 

training data. For the sake of clarity, I will enumerate the tests here: one testing the bare-bones 

transcriber on the regular sentences, one testing the bare-bones transcriber on the jargon 

sentences, one testing the graph-based transcriber on the regular sentences, one testing the graph-
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based transcriber on the jargon sentences, one testing the salted transcriber on the regular 

sentences, and one testing the salted transcriber on the jargon sentences. 

4.2 Metrics 

Before describing the metrics, it is important to frame them in the context of the data. 

There are a couple different types of results that the transcriber gives, and it is important to 

recognize each as meaningful in order to justly measure how much improvement is gained from 

Wikipedia; that is section 4.2.1's purpose. Section 4.2.2 then describes how what we see in the 

data informs our choice of metrics. 

4.2.1 Categorization of Resnlts 

Broadly, of course, the results are correct or incorrect, but incorrectness breaks down into 

what I call misspelling and mishearing. Misspellings tend to be less of an offense than 

mishearings and break down into errors ofform and sound. The intended phrase is recoverable, 

even to someone who does not priorly know it, and usually easily, but sometimes a reader may 

pause to understand the error. Form errors are errors in punctuation (which is inferred by the 

transcriber), capitalization, or putting a space in the middle of a compound word. In sound errors, 

the intended word or phrase is misspelled - perhaps an "s" was left off from the end. Table 3 

contains a few examples of misspellings, in the left column the intended phrase (reference) and 

in the right column the transcription hypothesis. 
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Reference Hypothesis 

by the property of elimination buy the property of 
elimination 

Mandelbrot set mandelbrots set 

kernel convolutions colonel convolutions 

Table 3: Examples of misspelling errors 

The first example is unrelated to jargon and might not even be consciously recognized as 

an error by a reader. The second is an example of sound error because the lsi was assimilated 

onto the It!. Both terms on the third row are pronounced the same, but the "colonel" spelling was 

chosen instead of "kernel". We can see that minimal content is lost. 

Mishearings also break down, and seem to organize into mishearings that are phonetically 

close to the intended phrase and mishearings that seem unreasonable. Some errors could be 

classified as either misspelling or phonetically close mishearing, and there my arbitration is on 

the basis of whether the intended phrase is reasonably recoverable or not. I conceive of the split 

as between misspelling and mishearing because misspellings do little to mangle the content of 

the lecture, whereas it would typically be difficult for someone without prior knowledge of the 

lecture content to recover the original phrase by reading a mishearing error. 

Table 4 contains examples of phonetically close mishearings. Though it is relatively easy 

to understand the mistake, it might take a moment to recover the intended phrase from the 

erroneous transcription. Table 5 contains examples of phonetically distant mishearings. 
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Reference 

a cache for main memory 

sLie is an algorith m 

pooling layers 

across the cores 

Hypothesis 

a cash for mai n memory 

Slick is an algorithm 

pulling layers 

across the course 

Table 4: Phonetically close transcription errors 

Reference Hypothesis 

kernel convolutions from Papa 

assumed to be rational assumed to be Russian 

RAM acts as a cache Random access a cash 

introduce some stochasticity introducing star fastest city 

automaton atomic time 

Table 5: Phonetically distant transcription errors 

Some of these are acceptable enough that some readers could recover the intended 

meaning, but some are unreasonable to expect students to understand. However, the more 

important metric here is whether they reflect an improvement in the transcriber from the 

Wikipedia keywords. Though most of the phonetically close transcriptions are understandable, 

that is more due to the flexibility of the reader's mental pronunciation than to a correct 

identification of a keyword deeper in the partitioning process, as evidenced by the fact that 

"automaton" was missed for "atomic time". Thus, most phonetically near phrases are close 

enough to reconstruct, and some of them are likely to be understood by most students, but the 

phonetically distant errors, unfortunately, have no chance of being understood. 
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4.2.2 Creating a Just Metric 

Keeping in mind section 4.2.1, we can observe that though there are a few different types 

of errors in the data, the errors this paper is concerned with are the ones that reflect failure to 

distill j argon from Wikipedia text. Thus, in scoring these transcribers, each sentence should be 

scored according to how many errors are made on particularly the jargon words, because those 

alone point to inability to extract j argon from Wikipedia. The score for a sentence should not be 

calculated based on everyday word mistranscriptions, because those always have a small chance 

of happening, and are essentially noise in our data. 

The scoring scheme is as follows. In each original sentence, the designated jargon words 

are marked, then that sentence is compared to the bare-bones, graph-based, and salted 

transcriptions. Punctuation is completely ignored. Each jargon word in the transcription will add 

a certain number of points to the score for that transcription dependent on how well that keyword 

was retrieved. One point is given if the original word can be easily understood, since this reflects 

the fact that the term itself might not have been contained in the topic cluster, but that something 

very close to it was; two points are rarely given in select cases when the original phrase is 

recoverable but perhaps not easily; three points are given to phonetically distant errors. Thus we 

have a multi-tiered measurement for gauging severity of error. From here, an expected sentence 

score can be calculated from the average score for each transcriber, which gives an idea as to the 

approximate quality of its transcriptions. 

This same scheme is used to score regular sentences, but since there are no jargon words 

to mark, the words that were not in the stop words from before are paid attention to. For both 

types of sentences, a low score for a transcription reflects well upon its transcriber. 
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5. Results 

The resulting transcriptions from these experiments as well as the score for each sentence 

can be found in appendices D, E, and F, for the bare-bones, graph-based, and salted transcribers, 

respectively. Something important to keep in mind during this section is that the training data 

was comprised of thousands of sentences, whereas my test set was only fifty. Therefore, my 

numerical results are not statistically significant, and the meat of my analysis is more qualitative. 

When numbers appear, they are meant to help illustrate the shape of the data, rather than to 

provide statistical conclusions. 

5.1 Overview 

The most obvious trend in the experiment data is that the salted transcriber does better 

than the bare-bones and graph-based transcribers. On the jargon sentences, the salted transcriber 

had 26 points for total errors, compared to the graph-based and bare-bones' 52 and 54, 

respectively. For the regular sentences, the salted transcriber only accumulated 11 points, 

compared to its competitors' 21 and 29. Thus, on both sets of sentences, the salted transcriber 

performed with half as much error as the other two. The average number of error points per 

sentence was l.04 for the salted transcriber as compared to 2.08 for the graph-based system and 

2.16 for the bare-bones system out of the 25 jargon sentences, and 0.74 as opposed to l.46 and 

1.66 out of the 50 total sentences. Almost all the errors made by the salted transcriber that were 

not made by the other transcribers are in everyday words and are thus stochastic noise, since they 
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could have been made by any of the transcribers. The results are shown formatted as Tables 6 

and 7: 

Bare-bones Graph-based Salted 

Jargon 
sentences 54 52 26 

Regular 
sentences 29 21 11 

Total I 83 73 37 

Table 6: Breakdown of total error points 

Bare-bones Graph-based Salted 

Jargon 
sentences 2.16 2.08 1.04 

Regular 
sentences 1.16 0.84 0.44 

Total I 1.66 1.46 0.74 

Table 7: Breakdown of average error points 

We also should not be surprised that we see the regular sentences score lower than the 

jargon sentences - if that was not the case it would clue that jargon words are no harder to 

transcribe than regular words, and this thesis would be rather useless. Across the board, there are 

about half as many errors on the regular sentences as on the jargon sentences. 
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5.2 The Transcribers 

In order to better understand the role of salting the transcriber with extracted keywords, 

we should look at how the perfonnance and behavior of the transcribers differs as the system is 

adapted. We begin with a baseline of the bare-bones system in section 5.2.1, then move to an 

analysis of the graph-based transcriber in section 5.2.2, and finally consider the culmination of 

this research and development in the salted transcriber in section 5.2.3. 

5.2.1 The Bare-Bones Transcriber 

The bare-bones transcriber's perfonnance is, expectedly, the worst of the three. Since it is 

equipped with a lexicon of regular words, esoteric words are usually substituted for a few 

common words that, when following each other, could conceivably be pronounced similarly to 

the missed word. However, Microsoft's default training data must include some erudite sources, 

because vocabulary like "Chomsky" and "Markov" were recognized without a problem. In fact, 

in a fluke of success, the bare-bones transcriber was the only one to correctly transcribe 

"Kruskal's" (/'luAs.ktz/); the other two wrote "cross those". 

5.2.2 The Grnub-Based Transcriber 

The graph-based transcriber behaves in a few interesting ways which are worth 

discussing. First, it is closer in perfonnance to the bare-bones transcriber than to the salted 

transcriber. Secondly, upon inspection of its transcribed sentences, we see that its errors are often 

esoteric words themselves that sound similar, as opposed to lots of successive common words 

that sound similar like we saw with the bare-bones transcriber. For example, while the bare-

bones transcriber missed "automaton" for "atomic time" or "atomic to", the graph-based 
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transcriber missed it for "otamatone", an electronic instrument set up in the shape of a 

saxophone. 

To refresh, the graph-based system was a trained transcriber built on top of Microsoft's 

baseline tool, but the data it was trained with was not as clean as the salted transcriber's training 

data. For one, it was impossible for the algorithm we used to exclude pages from clusters or to 

return clusters of a user-set size. Secondly, of course, the graph-based clustering was not done 

with as much semantic insight as the work in this paper, so the clusters themselves were much 

more nebulous in their connection to a central topic. The fact that pages could not be excluded 

also contributed to the disparity of the clusters. Finally, the full text of the articles in each cluster 

was used, without any filtering of junk strings or stop words. With this in mind, it is intuitive that 

there are many more words that ought not to be there in the training data for the graph-based 

transcriber than in the training data for the salted transcriber. 

This is enough to explain the quirky behavior of the graph-based transcriber. Its 

performance is closer to bare-bones performance because it has so much extra data. When this 

transcriber is unsure about how to transcribe a string of sounds, it looks to its list of words, but it 

has so many words to look through that it gets confused. Since there are so many words, it is 

likely that somewhere in that list is a word that is somewhat viable, or a few words that can be 

put together to sound similar. These might be terminology keywords, but from a different 

subject. Even if the correct word is in the text data, it is possible that two other, unrelated words 

would be decided upon and output by the program. The clustering was too approximate to 

exclude vocabulary from other domains, and the lack of keyword extraction on the Wikipedia 

article text allowed many irrelevant words to be wrongfully considered. 
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5.2.3 The Salted Transcriber 

As stated before, it is striking how much better the salted transcriber does on the fifty test 

sentences. Most of its performance is correct, and there are very few places (discounting stop 

words) where the salted transcriber makes a mistake and another transcriber does not. This 

indicates that most of the keywords present in the test sentences were successfully retrieved. For 

those that were missed, we are not sure whether the semantic vector clustering described in 

section 3.3 failed to retrieve the keywords, or if the error was a fault of Microsoft's underlying 

technique for finding the right jargon word. 

This transcriber exhibits some behavior worth discussing, too. While the preceding two 

transcribers both missed "0 of K times N" for "over K times N", the salted transcriber was the 

only one to be successful. This result is surprising and encouraging, because this phrase was 

chosen to be especially hard to transcribe. The original sentence containing this phrase - "the 

complexity of this algorithm is 0 ofK times N" - is an example of mathematical notation being 

rendered through speech. Of course, we wouldn't expect this transcriber to be able to recognize 

that and correctly notate it - O(k x n) - but it is still surprising that the salted transcriber is 

able to recognize the spoken phrase better than the others. It means that the phrase "0 of __ " 

may somehow be getting retrieved from the article text; it is not in the default lexicon and is 

missed by the graph-based transcriber. We could not expect a transcriber to do better than "0 of 

K times N" on this phrase, and are optimistic about a phrasal type of improvement on top of the 

improvement we see over individual words. 

Another surprising improvement is the salted transcriber's two successful recognitions of 

"automaton", compared to its competitors' consistent failure. This, however, is surprising in what 
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it reflects about the other transcribers' ability, and Microsoft's default lexicon. "Automaton" is 

not so esoteric a word it shouldn't be trained - "simulated annealing" and "Karatsuba" are 

certainly at least as obscure. It is likely that all three of these terms are about equally uncommon 

in everyday speech, and it is a matter of chance that the underlying system was trained enough to 

be able to transcribe the ones it could. Through this reasoning we can conclude that for safe and 

effective use of this system, an improved method of keyword retrieval should be developed to 

the point that it can cast a wide net for these quasi-regular terms (but not too wide that it catches 

a majority of too-common data, like the graph-based transcriber). 

Finally, the graph-based and salted transcribers show a peculiarity in transcribing 

"JavaScript" as "Java Script". This likely has to do with Microsoft's algorithm for incorporating 

supplemental vocabulary, because both "JavaScript" and "Javascript" were present in the 

keyword data, but it does raise a good question. What is the expected behavior when ajargon 

word happens to be a compound (or hyphenation) of two or more common words? The intention 

of the speaker, of course, is that it should appear as one word, since it was spoken with a 

particular concept in mind, but in most cases, a space in between words would not impede 

readability. Initially, the error of inserting a space looks like a failure to find the compound term 

in the corpus, which results in the system just using the two common words it already knows. 

However, in this example, "JavaScript" and "Javascript" were both in the text data, so we know 

we successfully retrieved the term. In the scope of this thesis, this result is encouraging, because 

it means that not every instance of such an error is the fault of our process, but on the other hand 

it introduces ambiguity into the observations, and will be a hindrance for the long-term 

development of a lecture transcription tool. 
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6. Conclusion 

The linguistic approach to Wikipedia clustering and keyword extraction was successful in 

generating a list of keywords which could improve upon the Microsoft transcriber's performance 

in classroom settings. Though the results from this work do not carry statistically significant 

weight, they are useful in understanding how the parts of such a system are connected in 

achieving the task. From the standpoint of developing a usable tool, this work also helps 

illuminate the behavior - and, indirectly, the technique - of the underlying technology, which 

informs the design of a compatible system around it. This project continues to be developed, and 

the techniques employed here refined. 

6.1 Directions for Future Work 

During the implementation of the partitioning step, the quality of topic representation 

within a cluster was surprisingly low. I had, apparently unreasonably, assumed that my 

implementation of such a well attested-to technique would yield high quality clusters that could 

be effectively sorted by relatedness. However, I found that my initial implementation yielded 

clusters that were heavily tainted by unrelated pages, and even after later improvement, only the 

set of the first thousand most similar pages was pure enough to use without confusing the 

transcriber with extraneous data. My technique can and should be reviewed, particularly in how I 

construct the word vectors and in how I combine them to represent articles. Though taking the 
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multidimensional average is reported by related researchers to achieve impressive results,7 it 

does seem strikingly simple and more robust semantic vector combinations are worth exploring. 

Another consideration in this work that could be reevaluated is in generating the 

representational word vectors that combine to approximate a Wikipedia page's topic. I do not 

know from what corpus the GloVe vectors I used are generated (all the Stanford paper says is 

"web data"8), and it would probably help if similar vectors could be generated from the 

Wikipedia corpus in particular because this would allow the algorithm to pay even more 

attention to how terms occur in Wikipedia, resulting in more closely fit word representations. 

Other sets of Glo Ve vectors that were trained in the same paper include the Wikipedia and 

Giga Word corpora, so it is likely that some version of them is represented in the vectors trained 

on 840 billion words of web data, but hard to say what kind of weight those corpora carry over 

the whole sample. Some researchers have tried techniques of word embedding where they use a 

similar corpus to GloVe, word2vec,9 as a prior for training, and then roll in their own dataset with 

it, in order to represent the data's distribution more closely while still maintaining an experienced 

understanding of the real-world c06ccurrence semantics. This could be a useful technique for 

grounding word representations in already standard meanings. 

I did not have time in this research project to evaluate the role that a fully-fledged 

keyword extraction system can play in improving the quality and purity of my supplemental 

7 Tomas Mikolov, Efficient Estimation oj Word Representations, (arXiv: 1301-3781), 4. 

8 Permington, GloVe, 7. 

9 Mikolov, Efficient Estimation oj Word Representations, 10. 
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data. Rose et al. (2010) describes a technique of keyword extraction from documents10 Such an 

algorithm would probably not be hard to implement. 

Finally, this system is deeply reliant on Microsoft's technology, which is practically 

accessible only by subscription. A more stable tool should use open-source technology so that it 

can be more easily distributed to users. However, in choosing the open-source speech recognition 

system, considerations should be meticulous vis a vis how stable that software is, how it might 

change, and what strengths and weaknesses it has compared to other software. 

6.2 Final Recap 

We have developed a system capable of taking in a large corpus of knowledge in text 

format and returning concentrations of keywords focused around arbitrary subjects. In the 

context of developing a speech-to-text product for classroom use, this is extremely valuable, 

especially because any subjects can be chosen by an educational institution to best fit its 

curricula. The publicity of the corpus is an important aspect of this work too because our 

technique is suited to extracting diverse information from a single large corpus, rather than 

examining multiple corpora in multiple formats. 

This technique is effective in recovering jargon from the corpus text, and leads to a clear 

improvement in transcript quality over transcribers trained by different techniques. The final 

transcriber makes about half as many mistakes as the others, and the intended words are often 

much easier to recover when it does. These results evidence that a semantic vector representation 

ofWikipedia can be used for computational and linguistic tasks, and that further work into the 

10 Stuart Rose, Automatic keyword extraction, (Chichester, UK: John Wiley & Sons Ltd., 2010), 5. 
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refinement of these techniques can yield highly effective methods of topic modeling and 

document organization. 

With this paper, I push for a higher standard of educational media accessibility, and offer 

some steps in developing the tools to support this. 
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Appendices 

Allllendix A: Stoll words 
the they 

we 

to 's 
of or 
and you 
? who 
a their 
III more 
that will 

new 
for about 
IS one 
on its 
it were 
with would 
as all 
was had 
by been 
at which 
he $ 
are up 
from what 
be people 
have if 
said when 

out 
this can 
has there 
not so 

" than 
but after 

no 
) also 
an our 
( she 
his 
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Appendix B: 25 Regular Sentences 
"The transport layer is on top of the network layer which is on top of the link layer." 
"I don't know why people are so scared of sentient AI." 
"All the technology exists for me to make killer robots to destroy the human race right now." 
"You could just take the average." 
"Should we use a shared memory approach or a distributed one?" 
"How's everybody doing on this week's lab?" 
"Each independent agent is assumed to be rational." 
"We distributed the job across the cores." 
"TCP is for transmission control protocol, and it's what's underlying almost every packet that 
gets sent." 
"That's right, just by the property of elimination." 
"Does anyone have any questions?" 
"This is a type of theorem which is unprovable." 
"I don't understand why that's the answer." 
"You could factor it down and then try again." 
"Embarrassingly parallel means that the pieces of the problem are not interdependent at all and 
can be completed totally separately." 
"Here's a reminder that we have a quiz next class." 
"Is there anyone who can't make this time 7" 
"This branch of the tree should never be taken." 
"And now the program will reap the dead children." 
"This is a proof-based assignment." 
"I don't think that's what this chapter is about." 
"So we can actually just rewrite this problem as a depth first search." 
"Plant could mean factory or plant could mean botany." 
"My favorite is this algorithm called growing neural gas." 
"Good observation: with linear increase in runs, the probability of getting it wrong gets 
exponentially smaller." 
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Appendix C: 25 Jargon Sentences with Jargon Underlined 
"Kruskal's algorithm is a graph algorithm for finding the minimum spanning tree in a graph." 
"So now Dijkstra will see this 4 and see that it's less than 5." 
"So Toom-Cook multiplication is a generalization, and Karatsuba multiplication is Toom-2." 
"We used monads to immerse the 4 dimensional Mandelbrot set in 3 dimensions and used !:l!)! 
tracing to find the distance to each point on that figure." 
"SLIC is a fast algorithm for finding superpixels." 
"This confusion matrix doesn't show what we expected." 
"The complexity ofthis algorithm is O(k * n)." 
"To give this data to the CKY parser, we first have to put it into Chomsky Normal Form." 
"What is a deterministic finite automaton?" 
"So this algorithm is much more flexible and can find mitochondria much better than kernel 
convolutions. " 
"Every finite, normal-form game has a Nash equilibrium." 
"Many modifications on the Turing test have been made throughout history." 
"Languages like JavaScript, PerL and jOuery support this kind of behavior." 
"This time around we'll have a much better cache hit rate." 
"Many convolutional neural nets have pooling layers throughout." 
"Backpropagation should slow down as we get further into training." 
"What if we introduce some stochasticity into the model and reevaluate? 
"Simulated annealing can help get out of the local maxima that some gradient ascent based 
approaches may be prone to." 
"This is an NP-complete problem." 
"This can be represented as a Markov chain." 
"RAM acts as a cache for main memory." 
"Our algorithm can interpolate the edges from this fuzzy image." 
"A two-stacked push-down automaton is equivalent in computation power to a Turing machine." 
"Multithreading the program will improve parallelism." 
"Spectre is a cache side-channel attacks on Intel and AMD processors." 
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Appendix D: The Bare-Bones Transcriber's Results 

Original sentence Bare-bones transcription Score 

"Kruskal's algorithm is a graph algorithm for Kruskals algorithm is a grasshopper them for 

finding the minimum spanning tree in a graph." finding the minimum spanning tree in a graph 3 

"So now Dijkstra will see this 4 and see that 

it's less than 5." 

"So Toom-Cook multiplication is a 

generalization, and Karatsuba multiplication is 
Toom-2." 

"We used monads to immerse the 4 

dimensional Mandelbrot set in 3 dimensions 

and used ray tracing to find the distance to 
each point on that figure." 

"SLIC is a fast algorithm for finding 
superpixels. " 

"This confusion matrix doesn't show what we 

expected." 

"The complexity of this algorithm is O(k • n)." 

"To give this data to the CKY parser, we first 

have to put it into Chomsky Normal Form." 

"What is a deterministic finite automaton?" 

"So this algorithm is much more flexible and 

can find mitochondria much better than kernel 

convolutions. " 

"Every finite, normal-form game has a Nash 
equilibrium." 

"Many modifications on the Turing test have 
been made throughout history. " 

"Languages like JavaScript, Perl, and jQuery 
support this kind of behavior." 

"This time around we' ll have a much better 

cache hit rate." 

"Many convolutional neural nets have pooling 

layers throughout." 

"Backpropagation should slow down as we 

get further into training." 

"What if we introduce some stochasticity into 

the model and reevaluate? 

So now doctor will see this forward and see 

thats less than 5 

So Tim Cook multiplication is a generalization 

of Karatsuba multiplication is Tim 2 

We used monarchs to immerse the 4 

dimensional Mendel Bright side in 3 

dimensions and you straight racing to find the 
distance to each point on that figure 

Slick is a fast algorithm for finding super 

pixels 

This confusion matrix doesnt show what we 

expected 

The complexity of this algorithm is over K 

times N 

To give this data to the CKY parser we first 

have to put it into Chomsky normal form 

What is a deterministic finite atomic time 

So this algorithm is much more flexible and 

can find mitochondria much better than from 

Papa 

Every finite normal form game has a Nash 

equilibrium 

Many modifications on the Turing Test had 
been made throughout history 

Languages like Java Script Perl and Jquery 

support this kind of behavior 

This time around will have a much better 

cashier trade 

Many convolutional neural Nets have pulling 

layers throughout 

Back propagation should slow down as we 

get further into training 

What if we introducing star fastest city into 

the model and reevaluate 

l 

3 

6 

9 

2 

o 

3 

o 
3 

3 

o 

o 

1 

3 

2 

1 

3 
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"Simulated annealing can help get out of the Simulated annealing can help get out of the 

local maxima that some gradient ascent based local maxima that some gradient descent 

approaches may be prone to." based approaches may be prone to 

"This is an NP-complete problem." This is an NP complete problem 

"This can be represented as a Markov chain." This can be represented as a Markov chain 

"RAM acts as a cache for main memory." Random access to cash for main memory 

"Our algorithm can interpolate the edges from Or rather than can interpolate the edges from 

this fuzzy image." 

"A two-stacked push-down automaton is 

equivalent in computation power to a Turing 

machine." 

"Multithreading the program will improve 

parallelism. " 

"Spectre is a cache side-channel attacks on 

Intel and AMD processors." 

"The transport layer is on top of the network 

layer which is on top of the link layer." 

"I don't know why people are so scared of 

sentient AI." 

this fuzzy image 

A 2 step pushdown atomic to is equivalent in 

computation power to a turning machine 

Multithreading the program will approve 

parallelism 

Spectre is a cash side channel attack on Intel 

and AM 0 processors 

Transport layer is on top of the network layer 

which is on top of the link layer 

I dont know why people are so scared of 

sentient AI 

"All the technology exists for me to make killer All the technology exists for me to make killer 

robots to destroy the human race right now." 

"You could just take the average." 

robots to destroy the human race right now 

You could just take the average 

"Should we use a shared memory approach or Should we use a shared memory approach or 
a distributed one?" distributed one 

"How's everybody doing on this week's lab?" Hows everyone doing this weeks lab 

"Each independent agent is assumed to be 
rational." 

"We distributed the job across the cores." 

Each independent agent is assumed to be 
Russian 

We distributed the job across the course 

"TCP is for transmission control protocol, and TCP is for transmission control protocol and 

it's what's underlying almost every packet that 

gets sent." 

"That's right, just by the property of 

elimination." 

"Does anyone have any questions?" 

"This is a type of theorem which is 

unprovable." 

"I don't understand why that's the answer." 

thats whats underlying almost every packet 

that get sent 

Thats right just buy the property of elimination 

Does anyone have any questions 

This is a type of theorem which is on provable 

I dont understand why thats the answer 

t o 
o 
3 

3 

4 

o 

54 
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3 

3 

1 

o 
o 

2 

o 
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"You could factor it down and then try again." You could factor it down and then try again 

"Embarrassingly parallel means that the pieces Embarrassingly parallel means that the pieces 

of the problem are not interdependent at all 
and can be completed totally separately." 

"Here's a reminder that we have a quiz next 

class. " 

"Is there anyone who can't make this time?" 

"This branch of the tree should never be 

taken." 

"And now the program will reap the dead 
children." 

"This is a proof-based assignment." 

of the problem are not interdependent at all 
and can be completed totale separately 

Heres a reminder that we have a quiz next 

class 

Is there anyone who cant make this time 

This branch of the tree should never be taken 

And now the program will reap the dead 

children 

This is a proof based assignment 

r 

o 

1 

o 
o 

o 

o 
o 

"I don 't think that's what this chapter is about. " I dont think thats what this chapter is about 0 

"So we can actually just rewrite this problem 

as a depth first search." 

"Plant could mean factory or plant could mean 

botany." 

"My favorite is this algorithm called growing 

neural gas. " 

"Good observation: with linear increase in 

runs, the probability of getting it wrong gets 

exponentially smaller." 

So we can actually just rewrite this problem 

with a depth fi rst search 

So it could be factory or plant could meet 

botany 

My favorite is this algorithm called grown 

neural gas 

Do not your patient with linear increasing runs 

the probability of getting it wrong gets 

exponentially smaller 

o 

1 9 

3 

7 

l 29 
-----------------~------------------~ 
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Appendix E: The Graph-Based Transcriber's Results 

Original sentence Graph-based transcription Score 

"Kruskal 's algorithm is a graph algorithm for I Cross those algorithm is a graph algorithm for 

finding the minimum spanning tree in a graph." finding the minimum spanning tree in a graph 3 

"So now Dijkstra will see this 4 and see that I So now the extra will see this 4 and see that 
it's less than 5." its less than 5 3 

"So Toom-Cook multiplication is a 

generalization, and Karatsuba multiplication is 
Toom-2." 

"We used monads to immerse the 4 

dimensional Mandelbrot set in 3 dimensions 

and used ray tracing to find the distance to 
each point on that figure. " 

"SLIC is a fast algorithm for finding 
superpixels." 

"This confusion matrix doesn't show what we 

expected." 

"The complexity of this algorithm is O(k' n)." 

"To give this data to the CKY parser, we first 

have to put it into Chomsky Normal Form." 

"What is a deterministic finite automaton?" 

"So this algorithm is much more flexible and 

So 2 ncoc multiplication is a generalization 

and Karatsuba multiplication is tuned 2 

We used monads to immerse the 4 

dimensional mental Brock said In 3 

dimensions and use Ray tracing to find the 
distance to each point on that figure 

I 
Slick is a fast algorithm for finding super 

pixels 

I 
This confusion matrix doesnt show what we 

expected 

I 
The complexity of this algorithm is over K 

times N 

I 
To give this data to the CKY parser we first 

have to put it into Chomsky normal form 

I What is a deterministic finite otamatone 

So this algorithm is much more flexible and 

can find mitochondria much better than kernel can find mitochondria much better than 

convolutions. " 

"Every finite, normal-form game has a Nash 
equilibrium." 

"Many modifications on the Turing test have 
been made throughout history. " 

"Languages like JavaScript, Perl, and jQuery 
support this kind of behavior." 

"This time around we' ll have a much better 

cache hit rate." 

"Many convolutional neural nets have pooling 

layers throughout." 

"Backpropagation should slow down as we 

get further into training." 

"What if we introduce some stochasticity into 

the model and reevaluate? 

Colonel Convolution 

I 
Every finite normal form game has a Nash 

equilibrium 

I 
Many modifications on the Turing Test of it 
made throughout history 

I 
Languages like Java Script Perl and Jquery 

support this kind of behavior 

I 
This time around will have a much better 

cash it right 

I 
Many convolutional neural Nets have cooling 

layers throughout 

I 
That propagation should slow down as we 

get further into training 

I 
What if we introduce some stuff plasticity into 

the model and reevaluate 

6 

3 

2 

o 

3 

o 
2 

2 

o 

o 

1 

3 

3 

3 

3 
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"Simulated annealing can help get out of the Simulated annealing can help get out of local 

local maxima that some gradient ascent based maxima that some gradient descent based 

approaches may be prone to." 

"This is an NP-complete problem." 

"This can be represented as a Markov chain." 

"RAM acts as a cache for main memory." 

"Our algorithm can interpolate the edges from 

th is fuzzy image." 

"A two-stacked push-down automaton is 

equivalent in computation power to a Turing 

machine." 

"Multithreading the program will improve 

parallelism. " 

"Spectre is a cache side-channel attacks on 

Intel and AMD processors." 

approaches may be prone to 

I This is an NP complete problem 

I This can be represented as a Markov chain 

I Random act as a cash for men memory 

I
I rather than finish your plate the edges from 

this fuzzy image 

A 2 stacked pushdown otamatone is equal in 

computation power to a turret machine 

I 
Multithreading the program will improve 

parallelism 

I 
Spectre is a cash side channel attack on Intel 

and AMD processors 

o 
o 
4 

6 

6 

o 
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"The transport layer is on top of the network I The transport layer is on top of the network 

layer which is on top of the link layer." layer which is on top of the link layer 0 

"I don't know why people are so scared of II dont know why people are so scared of a 
sentient AI." sentai 3 

"All the technology exists for me to make killer I All the technology exists for me to make killer 

robots to destroy the human race right now." robots destroy the human race right now 0 

"You could just take the average." I You could just take the average 0 

"Should we use a shared memory approach or I Should we use a shared memory approach 
a distributed one?" are distributed one 0 

"How's everybody doing on this week's lab?" I Hows everyone doing this weeks lap 

"Each independent agent is assumed to be I Each independent agent is assumed to be 
rational." rational 0 

"We distributed the job across the cores." I We distributed the job across the cores 0 

"TCP is for transmission control protocol, and TCP is for transmission control protocol and 

it's what's underlying almost every packet that its underlying almost every packet that get 

gets sent." 

"That's right, just by the property of 

elimination." 

"Does anyone have any questions?" 

"This is a type of theorem which is 

unprovable." 

"I don't understand why that's the answer." 

sent 

I 
Thats right just buy the property of 

elimination 

I Does anyone have any questions 

I 
This is the type of theorem which is on 

provable 

II dont understand why thats the answer 

1 

o 
o 

2 

o 
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"You could factor it down and then try again." I You could factor it down in the try again 

"Embarrassingly parallel means that the pieces Embarrassingly parallel means that the 

of the problem are not interdependent at all 
and can be completed totally separately." 

pieces of the problem are not interdependent 
at all it can be completed totally separately 

1 

o 
"Here's a reminder that we have a quiz next I Heres a reminder that we have a quiz next 
class. " class 0 

"Is there anyone who can't make this time?" lis there anyone who cant make this time 0 

"This branch of the tree should never be I 
taken." This branch of the tree should never be taken 0 

"And now the program will reap the dead I 
children." Another program will reap the dead children 3 

"This is a proof-based assignment." IThis is a proof based assignment 0 

"I don 't think that's what this chapter is about. " II dont think thats what this chapter is about 0 

"So we can actually just rewrite this problem I So we can actually just rewrite the program 

as a depth first search." as a depth research 3 

"Plant could mean factory or plant could mean I Play it could mean factory or plant could 

botany." meet botany 3 

"My favorite is this algorithm called growing I My favorite is this algorithm called growing 

neural gas. " neural gas 0 

"Good observation: with linear increase in 

runs, the probability of getting it wrong gets 

exponentially smaller." 

Good after vision with linear increase in runs 

the probability of getting it wrong its 
exponentially smaller 4 

I 21 
----------------------------------------~ 
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Appendix F: The Salted Transcriber's Results 

Original sentence Salted transcription Score 

"Kruskal's algorithm is a graph algorithm for Cross those algorithm is a graph algorithm for 

finding the minimum spanning tree in a graph." finding the minimum spanning tree in a graph 3 

"So now Dijkstra will see this 4 and see that 

it's less than 5." 

"So Toom-Cook multiplication is a 

So now Dijkstra will see this foreign see that 

its less than 5 

generalization, and Karatsuba multiplication is So 2 Cook multiplication is a generalization 

o 

Toom-2. " and Karatsuba multiplication is tomb 2 5 

"We used monads to immerse the 4 

dimensional Mandelbrot set in 3 dimensions 

and used ray tracing to find the distance to 
each point on that figure." 

"SLIC is a fast algorithm for finding 

superpixels. " 

"This confusion matrix doesn't show what we 

expected." 

"The complexity of this algorithm is O(k • n). " 

"To give this data to the CKY parser, we first 

have to put it into Chomsky Normal Form." 

"What is a deterministic finite automaton?" 

"So this algorithm is much more flexible and 
can find mitochondria much better than kernel 

convolutions. " 

"Every finite, normal-form game has a Nash 
equilibrium." 

"Many modifications on the Turing test have 

been made throughout history." 

"Languages like JavaScript, Perl , and jQuery 

support this kind of behavior." 

"This time around we'll have a much better 

We use monads to immerse the 4 

dimensional mandelbrots set in 3 dimensions 

unused Ray tracing to find the distance to 

each point on that figure 

Slick is a fast algorithm for finding super 

pixels 

This confusion matrix doesnt show what we 

expected 

The complexity of this algorithm is 0 of K r 
times N 

To give this data to the CKY parser we first 

have to put it into Chomsky normal form 

I What is a deterministic finite automaton 

So this algorithm is much more flexible and 

can find mitochondria much better than 

colonel convolutions 

Every finite normal form game has a Nash 

equilibrium 

Many modifications on the turing test have 

been made throughout history 

Languages like Java Script Perl and Jquery 

support this kind of behavior 

This time around will have a much better 

1 

2 

o 

1 

o 
o 

2 

o 

o 

cache hit rate." catch it right 3 

"Many convolutional neural nets have pooling Many convolutional neural Nets have pooling 

layers throughout." layers throughout 0 
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"Backpropagation should slow down as we 

get further into training. " 

Backpropagation should slow down as we 

get further into training 

"What if we introduce some stochasticity into What if we introduce some stochasticity into 

the model and reevaluate? 

"Simulated annealing can help get out of the 

local maxima that some gradient ascent based 

approaches may be prone to." 

"This is an NP-complete problem." 

"This can be represented as a Markov chain." 

"RAM acts as a cache for main memory. " 

"Our algorithm can interpolate the edges from 

this fuzzy image." 

"A two-stacked push-down automaton is 

equivalent in computation power to a Turing 
machine." 

"Multithreading the program will improve 

parallelism. " 

"Spectre is a cache side-channel attacks on 

Intel and AMD processors." 

the model in reevaluate 

Simulated annealing can help get out of the 

local maxima that some gradient ascent 

based approaches may be prone to 

I This is an NP complete problem ----+ 
I This can be represented as a Markov chain 

I Ram access a cash for main memory 

Our algorithm can interpolate the edges from 

this fuzzy image 

12 stocked pushdown automaton is 

equivalent in computation power to return 

machine 

Multithreading the program will improve 

parallelism 

Spectre is a cash side channel attack for Intel 

and AM D processors 

o 

o 

o 
o 
o 

o 

6 

o 

26 

"The transport layer is on top of the network I The transport layer is on top of the network 

layer which is on top of the link layer." layer which is on top of the link layer 0 

"I don 't know why people are so scared of II dont know why people are so scared of 

sentient AI." sentient AI 0 

"All the technology exists for me to make killer I All the technology exists for me to make killer 

robots to destroy the human race right now." robots destroy the human race right now 0 

"You could just take the average." I You could just take the average 0 

"Should we use a shared memory approach or I Should we use a shared memory approach or 

a distributed one?" a distributed one 0 

"How's everybody doing on this week's lab?" I Hows everybody doing on this weeks lab 0 

"Each independent agent is assumed to be I Each independent agent is assumed to be 
rational. " rational 0 

"We distributed the job across the cores." I We distributed the job across the course 3 

"TCP is for transmission control protocol, and TCP is for transmission control protocol and 

it's what's underlying almost every packet that its whats underlying almost every packet that 

gets sent." get sent j 
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"That's right, just by the property of 
elimination. " 

"Does anyone have any questions?" 

"This is a type of theorem which is 

unprovable." 

"I don 't understand why that's the answer." 

"You could factor it down and then try again. " 

I 
Thats right just buy the property of 

elimination 

I Does anyone have any questions 

I This is a type of theorem which is on provable 

II dont understand why thats the answer 

I You could factor it down and then try again 

"Embarrassingly parallel means that the pieces Embarrassingly parallel means that the pieces 

of the problem are not interdependent at all 

and can be completed totally separately." 

of the problem are not interdependent at all 

and can be completed totally separately 

o 
o 

2 

o 
o 

o 
"Here's a reminder that we have a quiz next I Heres a reminder that we have a quiz next 

class." class 0 

"Is there anyone who can't make this time?" lis there anyone who cant make this time 0 

"This branch of the tree should never be I 
taken." This branch of the tree should never be taken 0 

"And now the program will reap the dead I And now the program will reap the dead 

children." children ~ 0 

"This is a proof-based assignment." I This is a proof based assignment 0 

"I don't think that's what this chapter is I 
about." I dont think thats what this ch is about 2 

"So we can actually just rewrite this problem I So we can actually just rewrite the problem is 

as a depth first search." a depth first search 0 

"Plant could mean factory or plant could mean I Plant could meet factory or plant could mean 

botany." botany 3 

"My favorite is this algorithm called growing I My favorite is this algorithm called growing 

neural gas." neural gas 0 

"Good observation: with linear increase in 

runs, the probability of getting it wrong gets 

exponentially smaller." o 
11 
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