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1 Introduction 

This thesis presents a set of interface and tutorial tools extending current software 
for automatic cognate detection (ACD) methods. Existing software allows users to 
write and use workflows for ACD in Python using the library LingPy (List and 
Moran, 2013). For some potential users of the software, this requires considerable 
time investment towards learning the technical skills necessary, which is a barrier 
to using com putational methods. Even with the programming knowledge to use the 
methods LingPy implements, the full scope of what is implemented in the software 
is not immediately understandable. The interface presented here is a first step to
wards greater accessibility to using LingPy's computational methods for historical 
linguistics. It also provides a researcher a streamlined interface to customize their 
approach to data. 

To provide example use cases of both LingPy methods and the user interface, 
I present case studies in cognate detection on two different sets of languages. One 
study has a hand annotated gold standard of cognacy to com pare against LingPy's 
results, and the other study discusses evaluation options when a gold standard is not 
available. 

First, I will give an overview of the comparative method in section 2.1, and then 
an overview of LingPy in section 3. The data for the case studies will be presented 
in section 4. In presenting the case studies in Sections 4 and 5, I will discuss the 
uses of various parameters the LingPy algorithms allow, as well as the strengths 
and weaknesses of different methods implemented. The case studies will serve as a 
way to present documentation towards improving access to computational methods. 
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Although current implementations are somewhat inaccessible to those without tech
nical knowledge, the use of computational methods can be beneficial to any linguists 
performing comparative analyses and producing cognate sets. 

1.1 Goals 

LingPy is a software package for quantitative historical linguistics. It implements 
algorithms for many linguistic research tasks, including aligning linguistic data pho
netically and by sound classes, determining potential cognates amongst multiple 
languages, and generating scoring functions on pairs of languages to judge statistical 
measures of success with the proposed cognate sets. 

As a Python package, the software is easily importable into any Python program, 
or into the Python interpreter, and very quickly, a user can run quantitative analyses 
and see results. 

Using the software this way, however, requires knowledge of Python and some 
amount of general programming knowledge, comfort with downloading and using 
tools on the command line, and ability to manipulate data in possibly unknown 
formats. This barrier of technical skill makes quantitative methods like those imple
mented in LingPy unavailable to many students who would benefit from learning 
about the algorithms and methods implemented, as well as researchers whose re
search could benefit from a streamlined way to use them. It means that interested 
users cannot see the range of current methods available without high enough tech
nical skills, when understanding their results does not require the same skills. 

This thesis, therefore, has a goal of making some linguistic quantitative methods 
available to more linguistics researchers and students. Towards this end, I first present 
an automatic cognate detection workflow interface, which abstracts the technical as
pects of LingPy while documenting the linguistic steps and implications in depth. 
It provides a module of tools that extends LingPy and is intended to be instructive 
to a new user, especially given that some modules of LingPy are provided without 
any documentation. These tools will allow users to run customized automatic cog
nate detection methods. The interface tools will detail and demonstrate the steps 
of the automatic cognate detection methods in LingPy, describing the algorithms 
implemented and how to choose different parameters. The interface is implemented 
in a Python notebook format, which allows Python code to be written and run in
terleaved with annotation. Linguists can therefore start using the available software 
right away, and learn to customize the process by editing the notebooks themselves 
and eventually, writing their own Python scripts for cognate detection and other 
tasks. 
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2 Background 

2.1 Comparative Method 

As described in Millar and Trask's (2015) Historiml Linguistics the comparative 
method is the proced ure for using systematic correspondences in linguistic data to 
perform comparative reconstruction. It provides a tool used to reconstruct important 
aspects of unrecorded languages. The steps of the method roughly are: deciding a set 
of languages are most likely related, comparing the languages word by word, looking 
at semantically similar words to look for systematic sound correspondences, creat
ing tables of the sound correspondences, and then positing possible proto-sounds 
based on each correspondence, and proto-words based on each word in the consid
ered languages. This process results in a possible system of sounds, phonology, and 
morphology which are posited to describe the ancestral language. 

The comparative method requires a lot of data, and has thus far usually been 
performed by hand on sets of vocabulary sourced from multiple languages. These 
languages are usually being investigated for potential genetic relationships. Working 
on multiple languages at once allows a linguist to study entire families of languages. 
For example, to determine if an unclassified language belongs in an accepted family 
or not, the comparative method would be used to classify similarities between the 
new language and its proposed relative languages. 

The importance of the comparative method is obscured somewhat by its place 
in the research process. In order to make any claims about relationships between 
languages, the comparative method, or something like it, must be performed. In 
order to hypothesize any new historical sound changes, the comparative method is 
required to discover such properties. However, the interesting new claim or hypothesis 
that gets published is the relationship, or the sound change. The work required to 
develop that claim does not get discussed as prominently. Therefore, working by the 
comparative method is a necessary part of any historical linguist's research, and an 
important component of analyzing data from field work, especially on new languages. 
Work in automatic cognate detection helps facilitate this process. So although the 
use of these methods may not revolutionize the research output, the research process 
can be greatly enhanced using automatic cognate detection techniques. 

Modern technology facilitates sharing linguistic data more easily than ever before. 
Therefore any linguist who wants to do research in historical linguistics can download 
thousands of words in many languages, in text corpora, vocabulary lists, or record
ings. In some ways it seems like it would help strengthen hypotheses of linguistic 
relationships to use more data when performing the comparative method. However, 

3 



we begin to see problems when using the comparative method on less common words 
in a language. It can be hard to distinguish between words that are similar to a re
lated word in another language because there was borrowing, or other influence from 
language contact, and words that are similar because of a genetic relationship be
tween the languages. Because of this, linguists tend perform the comparative method 
on a pre-specified subset of a language's vocabulary. The list can vary in length by 
method, but the central idea is to only compare language on some of its most stable 
vocabulary: that is, the concepts for which words in a language are least likely to be 
borrowed or otherwise influenced by contact. Words that are used most commonly 
in a language tend to also be more stable. However even in this set of words, loans 
are possible, and part of the comparative method process is to detect these as well. 
There are several different schools of thought on which concepts should be used for 
the comparative method. 

The Swadesh lists (Swadesh, 1952), in 200 or 100 word form, are among the most 
commonly used lists for analyzing languages by the comparative method. Created 
by Swadesh in the 1950s for early language classification efforts, they form much of 
the current basis of data-based classification methods. Swadesh's methods of lexi
costatistics used the vocubulary of 200 words in any language to compare its rate 
of change based on amount of change in the vocuabulary. Rate of language change 
calculated as solely based on percentage of found cognate words in a Swadesh list 
has since been abandoned. However, the method forms the basis of cognate detection 
discussed in this paper. 

One of the important considerations in classifying languages and performing the 
comparative method computationally is how to represent and group sounds in the vo
cabulary of different languages. Several methods have been proposed to group sounds 
into classes, at which point sound correspondences can be hypothesized. Two preva
lent sets of sound classes used are also implemented in automatic cognate detection 
methods, and will be discussed in the following section. As described in Honeybone 
and Salmons (2015), the method Dolgopolsky (1986) proposes is classifying sounds 
based on ten sound classes. Correspondence between sounds is assumed if they are in 
the same sound class, and between words based on the sound correspondences found. 
The other set of sound classes is more generally an encoding of sounds to sound repre
sentations independent of phonetic transcription in IPA. The Automated Similarity 
Judgement Program, which maintains a database of world language Swadesh lists as 
well as developing methods of similarity calculation, uses a coding called ASJP code 
(Holman et aI., 2011) to convert sounds before comparing tokens to find similarities. 
The ASJP efforts are significant in classifying world language similarity. Both of 
these methods will be discussed in the following section. 
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What is im portant to note as we begin to explore these sound class models is that 
many of the steps linguists perform in the comparative method can be performed 
computationally as well. Work in automatic cognate detection concerns efforts to 
improve results obtained through the use of traditional comparative method analysis. 

2.2 Automatic Cognate Detection 

Automatic cognate detection (ACD) is an attempt to use computational methods 
to determine potential cognate sets, the task that is usually completed manually by 
the comparative method. It is useful for several linguistic tasks, such as sequence 
analysis, linguistic distance, reconstruction, and similarity metrics, and detection of 
borrowings. Several of these tasks are implemented in the LingPy software, discussed 
in section 3. Approximations of the comparative method, or in general finding simi
larities between words and languages, have been implemented by both linguists and 
computer scientists in many projects. Some (Ciobanu and Dinu, 2014) focus on or
thographic alignment; Rama et al. (2013), Hall and Klein (2010) focus on purely 
algorithmic approaches; others such as Holman et al. (2011), List et al. (2017) try to 
account for language-specific information in their methods. 

Many methods attempting to find cognates in related languages have at their 
core a calculation of edit distance, often called Levenshtein distance as the method 
is based on Levenshtein's work in coding theory (Levenshtein, 1966). The method 
as it is used by linguists assumes that the number of changes (substitution, deletion, 
and insertion) needed to transform one word to another approximates a measure 
of closeness between tokens. Then, by aggregating the similarity scores of, for ex
ample, 200 words on the Swadesh list, a calculation of linguistic similarity is made 
between the pair of languages. Pure edit distance is no longer used by the implemen
tations considered here, but combined with other techniques, a distance method is 
still integral to similarity calculations. 

3 LingPy 

LingPy (List and Moran, 2013) implements algorithms for several linguistic tasks: 
pairwise and multiple sequence analysis, automatic phonetic alignments, automatic 
linguistic reconstruction analyses, automatic cognate detection, partial cognate de
tection, string comparison methods, and phylogenetic detection of borrowings. Here 
we will focus on the cognate detection implementations, which are dependent on 
many of the comparison algorithms implemented, and which can be evaluated within 
LingPy itself. 
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3.1 Automatic Cognate Detection implementation 

The implementation of automatic cognate detection (ACD) presented in LingPy is 
a method called LexStat (List, 2012), which "combines different approaches to se
quence comparison into a new framework". In current research, distance measures 
for comparing strings are generally computed after sequence alignment, which is 
performed and then scored according to a function that differs by implementation. 
Some implementations use similarity of phonetic features, which are more like pheno
typic criteria, the underlying essence of the word. Other methods approach analysis 
of genotypic features in orthography, what appears in written language as a proxy 
for the underlying word, by scoring on correspondence of the sound class of a ortho
graphic sequence instead. 

LexStat analyzes cognate sets using: 1) sequence conversion to sound classes, 
which is the "genotypical" approach; 2) scoring-scheme creation with language spe
cific scoring schemes, and thresholds of certain features appearing/matching for that 
pair of languages; 3) distance calculation by computing pairwise distances; 4) se
quence clustering, by clustering cognate sets whose average distance is beyond a 
certain threshold. Scoring is based on a method comparing an attested distribution 
of matched pairs to the expected distribution. This four-step, combination approach 
is unique compared to methods based on Dolgopolsky's (1986) sound classes or Hol
man et al.'s (2011) ASJP distance calculations. By combining sound model, scoring, 
and different distance calculation algorithms, LexStat gives more specificity and, im
portantly, more customizability to tailor approaches to different language groups as 
well as different tasks. 

Evaluation of the cognate sets found by the LexStat method is based on any 
of multiple different scoring standards, including precision, recall, and f-score. The 
meaning of these scores, and their analysis for different datasets, will be discussed in 
section 6. These only check identical decisions of clusters, and ignore similar cognate 
sets found. To solve this problem, the evaluation methods calculate a "proportion 
of identical decisions", to compare computational results with gold standard results 
(List, 2012). 

3.2 Workflows 

The documentation for LingPy contains one tutorial, walking a new user through 
some uses of the software. This provides toy examples of analysis, as well as some 
information about manipulating and creating data files. A second workflow has been 
included in previous versions of LingPy, and was implemented but not documented. 
This workflow ran automatic cognate detection with user configurable parameters. 
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It has since been removed so there is no example workflow for new users to follow. 
In the code accompanying this thesis 1 the previous workflow code is included as a 
source and reference for the current interface. The interface is not an extension of 
the capabilities of LingPy, but it serves a very convenient synthesis of all the steps 
of working through the automatic cognate detection task. 

An overview of the current software's automatic cognate detection process fol
lows. In order to perform automatic cognate detection with LingPy, first the input 
data must be compatible with the format LingPy requires. LingPy bases analysis on 
groupings of the same token in separate languages. Minimally, to run analysis on a 
data set, the requirements are to have a mapping of tokens (for example, the ele
ments of a Swadesh list) to their transcriptions in the language or dialect of interest, 
as well as some gold standard cognate set identifier. LingPy's algorithms only rely 
on these variables, clustering regularly corresponding transcribed tokens into sets, 
but several other variables greatly enhance the results and are very commonly used. 
For example, most input files will label each row containing a transcription with 
the name of the language it comes from, so that regular sound correspondences can 
be grouped by which languages they belong to. Although LingPy's algorithms do 
not analyze tokens orthographically, datasets can also contain a variable for ortho
graphic representation of each token, making the results more readable. After the 
data is prepared, analysis can begin. 

In LingPy's algorithm, the four steps of analysis are assigned to different Python 
objects, constructs that separate work in different segments. The first object created, 
called LexStat, is where the sound class model conversion is performed. This is the 
focus of later analysis, so will discussed primarily here. The three sound class model 
options are implemented based on the methods discussed in the previous section: 
Dolgopolsky's grouping model, ASJP's coding, and SCA, which combines aspects of 
both of those and other previous work. The implementations of the first two models 
convert segments in token transcriptions into the sound classes or coding defined by 
each model. This allows analysis to be run based on different mappings later on. 
However, it also allows a combination of algorithms to be tried: a dataset converted 
based on the Dolgopolsky sound class model can have distance calculations computed 
based on algorithms more commonly used with other sound class models. In fact, 
this is the basis of the idea of SCA. It is the sound class model created to work 
specifically with LexStat, and is the third option available for this step of analysis. 

The scoring function is defined next, creating a threshold for classifying similarity 
based on distance calculations computed later. This threshold can be changed, al
lowing for customized sensitivity to word similarity in analysis. The scoring function 

1 Repository: https:/ /github. com/kj collins/lingpy-interiace 
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also accounts for how the clustering of cognate sets will be computed. 
Next, alignments are generated using the sound class converted tokens. The mul

tiple alignments method creates sets of tokens aligned by sound class where appropri
ate. Using alignments in this way allows LingPy to account for synonyms: if multiple 
transcriptions of the same token are provided, they will be analyzed in potentially 
different cognate sets with semantically matching tokens. At this point, scores of dis
tances between aligned tokens can be calculated, based on the user defined distance 
algorithm. 

This multi-step method can be run in many permutations, to propose different 
sets of cognates to a researcher. The sound class model will be varied in section 5, 
to demonstrate this sort of exploration. 

4 Data 

The LingPy software has multiple methods available to perform automatic cognate 
detection. In order to evaluate and compare these methods, a gold standard of cog
nates in a dataset is useful. The following corpora contain data from multiple lan
guages organized into concept sets, some of which have already been annotated by 
hand with with cognate sets. Data in these annotated cognate sets will then be 
compared to those determined by computational methods. 

LingPy is well suited to use by a field researcher who has phonetic transcriptions 
of basic vocabulary in two or more languages, who would like to compare and analyze 
that data. Here, I will discuss alternate data sources from corpora and established 
databases. Besides serving as an introduction to the algorithms in LingPy, regardless 
of the source of data used, case studies then highlight the alternate data sources 
available for other types of projects. 

4.1 Austonesian Languages 

The Austronesian Basic Vocabulary Database (ABVD) contains approximately 200 
words in 1,526 Austronesian doculects, with transcriptions. Many languages have 
cognate sets proposed, as well (Greenhill et aI., 2008). Using two languages that 
have well curated transcriptions and cognate sets, Fijian (Bau) and Maori, I analyze 
cognates and evaluate their accuracy against the gold standard sets. This case study 
is meant as an exam pIe of the standard use case for automatic cognate detection 
methods: that is, aiding linguists in their research by providing a baseline of cognate 
sets, an algorithmic approach, or even a second opinion after analyzing cognates 
using the comparative method manually. 
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The datasets in this database are well curated, transcribed phonetically, edited 
by linguists and already manually annotated for cognates. This is a high standard 
of data, and ideal for the automatic cognate detection task. It is no coincidence, 
then, that the curators of the ABVD collaborate with LingPy developers to improve 
cognate detection. 

Data in ABVD can be downloaded directly as a tsv file, with all of the fields 
required to run LingPy cognate detection. 

In order to prepare the data from ABVD for analysis in LingPy, very little work 
was required. One useful addition was of a "doculect" variable labeling tokens by 
source language, so that analysis interpretation could use the language labels. Since 
ABVD provides Swadesh lists by language individually, this preparation required 
first merging the two Swadesh lists horizontally, to create one data set with all the 
rows from both languages, then adding a variable labeling source language. For many 
projects, it is unlikely that the data of interest will be in as ready condition to run 
automatic cognate detection as is the data from ABVD. 

4.2 Slavic Languages 

4.2.1 Pan Lex Swadesh 

The PanLex Swadesh corpus (Kamholz et a!., 2014) is an ongoing project to compile 
Swadesh lists in as many world languages as possible. This gives a shallow, but very 
broad, way to compare the world's languages, or any subset of languages that are of 
interest. The corpus actually contains two sub-corpora, of 110 and 207 word Swadesh 
lists, respectively. 207 word lists provide more data, but have been obtained for fewer 
languages. Also, as discussed in section 2.1, some approaches to the comparative 
method prefer a smaller set of words, with the theory that more stable words will 
provide more reliable cognate sets (Holman et a!., 2008). There is some variation in 
the size of word lists, as Holman et a!. use a word list of size 100, while the PanLex 
project uses a list with 11 0 words. 

The drawback of the Pan Lex Swadesh project is that the word lists are all pro
vided in the language's orthography, and have no phonetic transcriptions attached. 
Although orthographic alignments are used in some methods such as that of Ciobanu 
and Dinu (2014), this is limiting for our approach: LingPy is unable to process the 
data without phonetic transcription. Therefore, in order to run any cognate detection 
on the Swadesh lists, we must turn to a different source. 
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4.2.2 Wiktionary and derived data 

Wiktionary. an online multilingual dictionary. has entries for many common words 
in different languages, which include IPA transcriptions. Besides explicitly curated 
sources, this is the most prominent transcription source I was able to find freely 
online. The information in the dictionary is crowd-sourced from a variety of sources. 
Although this source is less reliable than a standard linguistic corpus or database, it 
provides an interesting alternative source for data. 

Using web scraping tools, it is possible to iterate through existing Swadesh lists 
(from Pan Lex Swadesh, or even from Wiktionary itself), and mine any available IP A 
transcriptions of words in the list, to create a LingPy-compatible dataset. 

This method has many flaws, but is an approach that could be used for larger 
scale projects where personally curated data is difficult to find, or beginner projects 
for students. My goal with this method was to derive a dataset of Slavic language 
Swadesh lists Wiktionary (2017), with transcriptions, to analyze for cognates. The 
cognate analysis is similar to the existing analysis that will be described for the 
ABVD data. An important difference is that there are no gold standard annotations 
in this derived data for existing cognate sets. However, since the languages are all 
from a known family and each word can be identified by what Swadesh list token 
it is mapping to, my analysis uses this as the "baseline" for cognates, and measures 
how LingPy deduces cognates past languages being within the same family. 

In order to create this dataset, the webscraping and subsequent data organization 
was much more complex than the normal preparation needed for the ABVD data. 
After mining the Wiktionary Swadesh list table of Slavic languages for all translations 
of Swadesh list tokens into the group of target languages, and then searching for 
IPA transcriptions of each of these translations, finally this data had to be ordered 
into LingPy's input format. A tab separated variable file was created with each row 
containing a token in the Swadesh list translated and transcribed in a language, and 
a numerical identifier of which Swadesh token was recorded in the row. This numeric 
identifier served as a proxy for cognate set annotation in later analysis. 

5 Results 

Both case studies were performed largely based on the difference between three dif
ferent methods discussed so far, all of which have implementations in LingPy. The 
"dolgo", "seA", and "ASJP" methods as implemented each have different ways of 
detecting cognates. There are other metrics by which cognate detection could be 
compared, but choice of sound class model is a fundamental element of the cognate 
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detection algorithm. 
The column of interest created by the LingPy methods is called "CUSTOMID", 

which marks the proposed cognate sets. The scoring functions evaluated here com
pute metrics on this LingPy generated column compared to the user provided cog
nacy column, containing the gold standard or the analogous proxy used. If no gold 
standard is supplied, evaluation cannot be run, but as an alternative, different pro
posed cognate sets by LingPy could be compared to one proposed analysis used as 
a baseline. 

5.1 Statistical Metrics 

The following section analyzes LingPy's proposed cognate sets based on precision, 
recall, and F-score, three statistical measures of similarity using one set of data as 
a baseline. The interpretation of these scores is different for each case study, but 
the meaning of the scores are described as follows. Precision gives a measure of how 
accurate the test set is over the relevant data, that is, how many of the proposed 
results match the test set. Recall gives a measure of the coverage of the proposed 
results over the test set, that is, the proportion of relevant proposed results out of the 
relevant test data set. A classifier (or in this case, cognate set identifier) may attain 
a high precision score but low recall score if most of the cognate sets it identifies 
match cognate sets in the gold standard, but it doesn't identify many sets that the 
gold standard marks as cognate. 

Finally, F-score is a combination of precision and recall, as a harmonic mean of 
the two values. It gives a measure of how well a classifier performed in both metrics, 
which is important to consider in many tasks. 

5.2 Austronesian languages 

The Maori and Fijian data introduced in section 4.1 came from a database already 
commonly tested with LingPy. The data has human annotated cognate sets available, 
so the metrics calculated in table 1 are measures of accuracy and coverage over human 
cognate judgments. 

These results in table 1 show that the LingPy algorithms are capable of gen
erating quite impressive results compared to gold standard annotations. All three 
methods perform at high levels of precision, meaning there are very few false posi
tives of cognate sets that linguists who provided the gold standard did not already 
identify. There is also significant coverage of the cognate sets, with all three methods 
performing at over 80% recall, identifying a large majority of cognate sets the gold 

11 



Method 
Dolgo 
SCA 
ASJP 

Precision Recall 
0.9250 0.8477 
0.9136 0.8411 
0.9500 0.8278 

F-Score 
0.8847 
0.8758 
0.8847 

Table 1: Statistical scores for LingPy's ACD methods on the Austonesian language 
data. Baseline cognate sets are gold standard annotations. 

Method 
Dolgo 
SCA 
ASJP 

Precision Recall 
0.9419 0.5906 
0.9477 0.5867 
0.9614 0.5755 

F-Score 
0.7260 
0.7247 
0.7200 

Table 2: Statistical scores for LingPy's ACD methods on the Slavic language data. 
Here, baseline cognate sets are only the naive assumption that all words in the family 
are cognate for each token. 

standard included. The differences between scores are not very large here. The SCA 
sound class model, which is meant to combine strengths from both other models as 
discussed in 3, does not actually perform better overall than either of the two previous 
models, using F-score as the metric of success. It is possible that variations in other 
parameters of the cognate detection algorithm would uncover further differences in 
the methods. 

This first case study shows LingPy's power compared to a gold standard annota
tion set. However, LingPy can also be used for generating new results. The following 
case study addresses how LingPy performs when no gold standard is available, and 
how those results can be used. 

5.3 Slavic languages 

The Slavic data introduced in Section 4.2.2 were chosen as a larger set of languages 
than the previous case study. More complex relationships could be analyzed here, 
as cognates were being clustered over an entire language family, rather than only 
over a pair of languages. The lack of gold standard provides an interesting challenge 
in analysis. As shown in Table 2, the precision and recall scores on this case study 
are vastly different from each other, and at first glance it might appear that LingPy 
performed overall worse on the Slavic language data. But, since there were no gold 
standard annotations for this dataset, the scoring metrics reported here actually 
have no significance as evaluations of LingPy based on how good the cognate sets 
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suggested were. Instead, the baseline cognate sets provided were merely an identifier 
of what tokens came from the same language. This means that precision and recall 
instead serve as almost an average measure of similiarity within the language family, 
rather than adherence to a cognate set. 

What is interesting here especially is the recall score. Of the possible cognate 
sets "annotated" by the token identifier, between 55% and 60% were proposed by 
LingPy. This is a rough metric of how many tokens were cognate across all languages 
in the dataset. Therefore, if the dataset were broken down further into small groups 
or pairs of languages within the family, recall might serve as a linguistic distance 
metric similar to previously discussed methods. 

In addition, it is interesting to consider how experimental cognate detection could 
affect the scores in this case. If a researcher had data on a new language proposed 
to be in a certain family, a potential avenue of exploration could be the impact of 
adding that language to the dataset on the recall scores computed. If significantly 
fewer cognate sets were found across all languages in the resulting dataset, this could 
be evidence against the language appearing in that language family. 

6 Discussion 

LingPy relies completely on phonetic transcriptions of linguistic data in order to com
plete automatic cognate detection. The benefits of this are clear in the specificity of 
the data, the consistency of transcription characters for analysis, and the extensibility 
of IPA transcriptions to using sound classes in analysis. However, requiring phonetic 
transcription is also limiting, where data is available but not transcribed. Cognate 
detection based on orthographic alignment, such as in Ciobanu and Dinu's (2014), is 
a possible approach in this case. With the argument that orthographic transcriptions 
of words can still preserve information about relationships between languages, and 
even can preserve different information than the phonetic transcription, orthograph
ically based cognate detection appears to be a compelling alternative. In many lesser 
known languages, there may be little to no written data in the language, let alone 
a linguist providing phonetic transcriptions of vocubulary, so neither approach is 
strictly easier than the other. But for comparing languages by text corpora in cases 
where IPA transcriptions are not as readily available or compiled with the data, 
orthographic detection could be appropriate. 

There has been some work in tokenizing orthographic data for LingPy in a project 
called orthotokenizer, but with no evidence of progress on the project in quite some 
time, this seems like a gap in the LingPy development space. Future work could ex
pand upon this attempt, and provide an option for orthographic authomatic cognate 
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detection in LingPy. 

7 Conclusion 

There is much future work to be done in the area of building accessible tools for 
using quantitative methods in linguistics, and indeed in many quantitative fields of 
research. These tools can be useful not only for research, but as educational tools to 
introduce students in the field to quantitative approaches. This thesis addresses one 
small set of tasks and possible results. There are many other workflows and interfaces 
that could be created just using LingPy. A more extensible interface, therefore, that 
incorporates more of the package's capabilities, would be a good next step. However, 
it's also worth considering ways to make students and researchers more prepared 
with technical skills, even as we try to make technically challenging computational 
approaches more accessible. Basic programming and computer skills classes should 
be a part of any linguistics curriculum, as the sheer amount of data available becomes 
unmanageable without a programmatic approach. 
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A User Guide 

A.I Anaconda 

Anaconda is a Python distribution that packages Python 3.6, several scientific com
puting packages, and Jupyter Notebook in a single installation. Jupyter Notebook 
is an valuable research tool when doing research using Python. Jupyter allows a re
searcher to create a virtual notebook where markdown notes and Python code can 
be interleaved, allowing one to run scripts, view output, and take notes all in one 
file. 

In order to use this tool, a new user should install and run Anaconda according 
to the Installing J upyter using Anaconda and conda instructions. Then, when the 
'jupyter notebook' command is used to open a local notebook server in the browser, 
the user can create a new notebook file and import LingPy, allowing scripts to be 
run locally in this useful environment. 

A.2 Installation 

To start working with LingPy, the user needs to install LingPy in the Anaconda 
distribution of Python. Instructions can be found at the LingPy GitHub repository. 
After installing LingPy, running the setup.py file gets the user's system ready to 
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run LingPy. The command to do this is python setup.py install - -user, which 
should be run from the lingpy package folder on your terminal. There are several 
packages needed for the software, but most of them are automatically downloaded 
by pip. Note that sometimes, a package will be missed. The last known missing 
requirement identified is the 'mock' package. To solve this problem, after running 
'pip install lingpy', run pip install mock. Any other packages that are missing will 
cause an error, and can be installed with pip install as needed. Additionally, make 
sure packages stay updated using pip install (package name) - -upgrade, which installs 
upgrades as needed. 

B Documentation 

B.l Testing out the interface 

The current interface is stored and documented at https://github.com/kjcollins/lingpy
interface. Once the files are installed, reading and running the interface workflow file 
introd uces a user to LingPy. The interface will run a workflow on one of a selection 
of test files, and introduce several methods to customize automatic cognate detection 
in LingPy. 

B.2 Creating data files 

The 'WordList' object implemented by LingPy is the core of the implementation of 
its computational methods. It is used to pass data into LingPy, run cognate detection 
and alignment methods, and is generally the base of any algorithms run on data. It 
is created from the input file provided by the user. The interface is accompanied by 
scripts to help LingPy users create data files that are ready to be used as input into 
the software. 
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