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Abstract

This paper presents a comprehensive survey of the methodologies and tech-
niques used in opinion mining. Opinion mining, also known as sentiment analysis,
refers to the use of natural language processing, text analysis, and computational
linguistics to identify and extract subjective information from a variety of source
materials. In this paper, we provide historical background and insight to the evo-
lution of methodologies that compose the cutting edge techniques in sentiment
analysis. Our goal in completing this survey is to compare the field’s techniques in
order to establish and propose a best fit model for the mining of opinions within a
financial news corpus. Based on results gathered from this research, we establish a
method to accurately [16] extract sentiment from qualitative fundamental analysis
text using Recursive Neural Tensor Networks [3] (RNTNs) along with phrase-level
assessments of our corpus. In future work, we aim to use this proposed model to
capture sentiment from our corpus at a topic level in order to assess and estimate
the dynamic feedback effect of news in markets and sectors.

Introduction

Generally speaking, the goal of opinion mining is to extrapolate sentiment from an
agent, usually given in the form of text, and possibly with respect to some domain or
topic of interest. A variety of methodologies and techniques stemming from a wide
range of topics in computer science and linguistics research have been applied to tasks
in sentiment analysis throughout the years with varying levels of success. Most models
strive to achieve the same universal goal: to perform an accurate synthesis of discrete
sentiments for a myriad of unique corpora. In this paper we aim to understand the
motivation for decisions made in different methodologies throughout the years in hopes
to reach the cusp of current knowledge in the field. With this information at our
disposal, we aim to establish a rigid methodology for performing sentiment analysis
over a series of company statements and financial news articles with a novel sentiment
analysis algorithm.
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There is no doubt that behavior plays an influential role in the valuation process of
market participants [7]. Past research has shown the significant extent to which market
performance pervades in the dissemination of news.[8] In the context of these implica-
tions, which is also implied from results across [9], we expect market valuations to be
affected in some manner by behavioral factors found in news. This is an interesting
observation in the context of a sentiment analysis task, where the behavioral factor
can be described as some quantifiable measure of contextual polarity in a data set of
financial texts. The effect of this synthesized behavioral factor has been analyzed in
the context of stock markets, but only with a relatively small sample size [6]. Various
sentiment analysis techniques have been applied to a variety of types of financial texts,
with the aim of predicting figures related to stock markets [9] [12].

Financial news is typically written in a rather dry fashion, and while sentiment can be
extrapolated from the document as a whole, it would probably not provide any mean-
ingful information. Also, these texts tend to talk about many different sectors and
corporations, thus, if the level of granularity for texts in our analysis is too coarse, we
could potentially compute sentiment incorrectly. After some surveying, we’ve come to
establish that recursive neural tensor networks (RNTNs) provide an extensible model
that performs fine-grained analysis of sentiment in text. We are convinced of this
model’s ability to capture the regularities of language[3] in its vector space word rep-
resentation [16]. Along with the use of this model, we propose to devise a sentiment
pattern database in order to identify topics and extract topic respective sentiment. In
this topic-level approach, we could map opinions directly to certain industries and sec-
tors, allowing us to adjust for biases and noise in our texts, resulting in more accurate
analysis. Based on our knowledge of established theoretical models, we expect topic-
level sentiment vectors to correspond to observed behavioral dynamic feedback loops.
Quantifying this effect could play an important role in predicting and understanding
shocks and abnormal behaviors in stock valuation.

Background

1 Natural Language Processing

The field of natural language processing is as old as computer hardware itself. Work
started around the 1940s and problems that researches focused on were closely related
to Machine Translation (MT), that is, research on software whose goal was to perform
accurate translations between languages. Up until the 1970s, most work being done in
the field focused on deriving information on the syntactic elements of language, partly
due to researchers’ blind faith in their language models. Among the feats that early
NLP researchers were able to accomplish were successfully parsing and characterizing
sentences, along with the investigation of many aspects of language processing and
generation.
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By the 1970s, NLP work shifted its focus to pioneering work influenced by AI. The
initial stages of this work showed great promise in the use of AI and many rejected the
previously established syntax-driven techniques all together. Once efforts were placed
to promote AI research, scientists realized that AI tended to perform worse in more
generalized problems, and thus by the 1980s researchers started using “AI-flavoured and
semantics-oriented” [14] techniques, which applied semantic models to learning tasks.
During this time period researchers relied heavily on the use of linguistic theories of
lexical analysis and text organization to design supervised learning models. Up until
the 1980s, most NLP systems were based on complex sets of hand written rules.

Consequently, this approach allowed for the development of (D)ARPA for speech recog-
nition and information extraction. This project sparked a lot of interest in statistical
language processing in the 1990s, and it is in this time period when we first start to
see research being done in the field of semantic analysis. Currently, machine learning
dominates among the techniques used for sentiment analysis and NLP in general. Nev-
ertheless, work continues to be done in providing linguistic reasoning behind veracity
and verbosity of learning models [14].

2 Machine Learning

Machine learning is a sub-field of computer science closely related to computational
statistics. As the NLP world shifted to using statistical models, they gained more
interaction with approaches within machine learning. Machine learning also benefited
from the interaction. By reasoning about NLP problems, machine learning researchers
shifted from their focus in AI to tackle more generalized data intensive problems which
helped the field flourish. The first papers on sentiment analysis use machine learning
as a paradigm for computing sentiment [1][2].

A learning task is defined by using a set of observations to find a function f ∈ F that
solves a given task in some optimal sense, where F is given as a class of functions.
There is a cost function such that no solution has less cost than the optimal solution.
It can be seen as a measure of how far the solution is from the optimal. We can think
of a learning algorithm as searching through the class of functions to find an f that
minimizes cost [19].

There are three major learning paradigms: supervised learning, unsupervised learning
and reinforcement learning. Supervised learning is used when we want to infer some
mapping of our data, where some cost is defined that minimizes the error in our map-
ping, thus must have some prior knowledge of the mapping itself via training data. In
unsupervised learning, we try to infer some structure from unlabled data, thus there is
no error or reward incurred from our mapping. In reinforcement learning we have data
that is generated by an agent’s interaction with its environment and its previous deci-
sions, it takes actions which change the state of its environment in order to maximize
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some reward function.

Figure 1: A maximum-margin hyperplane and margins for an SVM trained with sam-
ples from two classes. Support vectors lie on the borders of our maximum margin
[13].

2.0.1 Supervised Learning

Supervised learning methods tend to be the norm for applications in sentiment analysis
due to its ease of formulation as a classification problem and the wide availability of
labeled data. It is a general recommendation to use supervised learning when we can
label data with relative ease; it generally improves the accuracy and training time of the
model [25]. Support vector models implement a relatively straightforward supervised
learning technique that have been used extensively for sentiment analysis in the past
with decent success [2][15][19]. In its most basic sense, SVM’s main mechanism relies
on determining linear seperators in a search space that can best separate items into
different classes as shown in Figure 1. As classes are separated via hyperplanes, we
can introduce non-linear mapping to an inner product space of classes to construct a
non-linear decision surface [17].

3 Artificial Neural Networks

Empirical analysis has been done to contrast SVMs and Artificial Neural Networks
(ANNs) in the context of sentiment analysis[15]. At the time, ANNs captured little
attention as an approach for opinion mining tasks. Aside from experiments on patho-
logical data sets, results clearly show the dominance of metrics produced by ANNs
citeneto2013.

Artificial neural networks, or ANNs, are models used for completing a learning task;
specifically, some mapping of inputs X onto output Y via a composed function f
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dependent on our network parameters, that is f : X =⇒ Y . Its name stems from a
loose analogy to the biological neural network model. In a basic sense, it is a graph
composed of multiple layers of vertices (“neurons”), including at least an input and
output layer, with an arbitrary number of hidden layers. To finalize our construction
we connect our layers with weighted edges (“synapses”). We can define the mapping
function f(xni) of layer n neuron i as a composition of functions f ′(x(n−1)j ) that occur
across the j connections to our weight xni . A common composition used is the nonlinear
weighted sum:

f(xni) = φ(
∑
j

w(n−1)jf(x(n−1)j)

where φ is some predefined activation function, typically a sigmoid, which often refers
to the special case of the logistic function:

S(t) =
1

1 + e−t

It is convenient to refer to a layer as a collection of composed functions spanned by
ln = (f1, ...fi), where l0 = X. For example, in Figure 2, our initial transition from our
input layer to our first hidden layer can be seen as a transformation of a 10-dimensional
vector of inputs X = (x1, ..., x10) to a 4-dimensional vector l1 of functions fi(x)[22][19].

Figure 2: Shown is a representation of a multi-layered neural network that maps 10
inputs to 4 outputs. We can think of our mapping function f : X =⇒ Y as the com-
position of functions given by the result of forward propagation through our network.
[18]

3.1 Backpropagation

Once we run through our network on a given mapping, we can perform backpropaga-
tion to calculate the loss function gradient over our network and adjust our weights
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accordingly to minimize total error via gradient descent. This requires some knowl-
edge of target vector T, along with a corresponding training set {(x1, t1), ..., (xn, tn)}
of n ordered pairs, and a differentiable activation function φ, such as the previously
described logistic sigmoid S(t). In a sentiment analysis application, our input vectors x
correspond to words or word groups in the totality of a phrase or document, depending
on the implementation, and our target vectors t are some measure of sentiment, which
can be something as simple as a binary classification to positive or negative, or some
vector representative of where the word lies in relation to our sentiment space.

The backpropagation algorithm is used to minimize the error-loss incurred by our
mapping. The network can be initialized with some arbitrary distribution of weights
across the graph. We complete this process in a recursive fashion by computing the
error of our mapping f in respect to our training set, we define the error as:

E =
1

2

n∑
i=1

|xi − ti|2

For the given training set, the overall error E is the squared sum of errors across the
training set. Our goal is to keep E as low as possible through adapting our weight
parameters. E is a continuous and differentiable function of the l weights w1, ...wl
across the network. Thus we can minimize E through an iterative process of gradient
descent where we calculate the gradient

∇E = (
∂E

∂w1
, ...,

∂E

∂wl
)

Each weight is updated using the increment:

∆wi = γ
∂E

∂wi
for i = 1, ...l

We can see the effect of smoothing incurred by our sigmoid activation function φ in
relation to our step error function. It is important that there is no region where the
error is flat, and as the sigmoid’s derivative is always positive, our error function always
provides a greater or lesser descent direction to be followed. Figure 3 shows an example
error space. It is important to note the heuristic nature of our assessment of this space
via gradient descent, as it is possible to converge on a non-globally optimal value. For
example, in the middle of our image there is a valley within the error space. If gradient
descent is started near or on the valley, we expect to descend into it and converge on
some local minima [28][22][19].
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Figure 3: Hypothetical search space for the error function reduction [28]

3.2 Classes and Architectures

Artificial neural networks are used to complete a learning task described by a mapping
of inputs X to Y via a composed function f encoded by its graph. There are many
different ways people approach this. Arguably the most elemental class of ANNs is
the feedforward neural network. The information disseminates in a directed fashion
through the input layer, following the hidden layers (if any), to the output nodes. Our
previous discussion of learning provided straightforward equations to compute a map-
ping of inputs to outputs across the network as well as a process for computing weight
adjustments via backpropagation for a simple feedforward network. More complicated
variations of feedforward networks such as CNNs by modifying some features of our
network architecture. In this subsection, we expand upon the classes and techniques
needed for producing state-of-the-art sentiment analysis learning models.

3.2.1 Deep Neural Architectures

There is a set of ANN architectures named deep neural networks (DNNs) which contain
multiple hidden layers between the input and output layers in order to establish more
complex non-linear relationships between input and output. The addition of layers
allows lower level features to be captured allowing for more precise modeling of com-
plex data. In supervised learning tasks, deep learning allows for us to obviate feature
engineering by translating data into compact intermediate representations that capture
principal components, while removing redundancy. This process generally gives better
results, and thus, most current sentiment analysis applications use some type of deep
architecture. Although typically designed as feedforward networks, researchers [3][21]
have been successful in applying deep architectures to other classes of ANNs, such as
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recursive neural networks.

3.2.2 Recursive Neural Networks

Figure 4: An example rnn trying to classify the phrase so-called climate change as
liberal or conservative. Word vectors are composed to generate a phrase vector of
the same dimensionality, which can then be recursively used to generate vectors at
higher-level nodes [20].

Recursive neural tensor networks are a relatively new introduction to the field, they
were developed with the intent to perform visual and textual analysis. The power
of this model lies in the recursive structure encountered in different modalities, we
can define a semantic representation by identifying and structuring the features of our
modalities (we can think of this as finding some sum of wholes recursively). We have a
set of vectors {a1, ..., aN} which represent our input and a symmetric adjacency matrix
A, where A(i, j) = 1 if segment i neighbors segment j. Using A, the algorithm searches
for neighboring segments, adding their activity to a set of potential child node pairings:

C = {[ai, aj ] : A(i, j) = 1}

Each pair of activations is concatenated and fed into the neural network that computes
possible parent representation for these potential nodes:

p(i, j) = f(W [ci; cj ] + b)

We can compute a local score of this representation using an inner product with a row
vector, W score ∈ IR1×n:

s(i, j) = W scorep(i, j)

An example of this composition is shown in Figure 4.

After computing the score for all pairs of neighboring segments, we pick the highest
score sij and remove [ai, aj ] and their pairs. We then update our adjacency matrix that
reflects this segment and add new potential child pairs to C. We repreat this process
until all pairs are merged and a single parent activation remains in C. This process is
then applied recursively until all vector pairs are collapsed. We can recover the tree

Page 8



Learning Models for Opinion Mining over a Fundamental Analysis Corpus

by unfolding the collapsing decisions. The final score for the structured prediction is
simply the sum of all the local decisions:

s(RNN(θ, xi, ŷ)) =
∑

d∈N(ŷ)

sd

Where θ is a set of model parameters. We can define the objective learning function
as J such that:

∂J

∂θ
=

1

n

∑
i

∂s(ŷi)

∂θ
− ∂s(yi)

∂θ
+ λθ

where we define s(ŷi) = s(RNN(θ, xi, ŷmax(τ(xi)))) and s(yi) = s(RNN(θ, xi, Ymax(Y (xi,li))))).
This allows us to define our error loss as a recursive function that propagates up through
our tree structure, where our loss at some vertex is the difference between the maxi-
mum in our possible parsings and our current estimation. Our propagation splits at
each node and which eventually recurse down to our children back to the children [24].

Literature Review

In early 2002, two papers were published that can be seen as the birth of opinion mining
[1][4]. Kim’s research surveyed and benchmarked a variety of techniques, the highest
performing of which was the previously explored SVMs. The two current state of the
art methods are both implementations of artificial neural networks. There is some
research on the vector space word representations that suggests why this might be the
case [16]. In addition, empirical comparison between different SVM and ANN models
indicate ANN’s superiority by a statistically significant margin of difference [15]. The
current state of the art models are in fact types of ANNs, specifically Convolutional
Neural Networks (CNNs) and Recursive Neural Tensor Networks (RNTNs). Due to
the dry nature of fundamental analysis text, it is important multi-level assessments as
to not bias a topic’s sentiment with disparate components within our document.

1 Semantic approach

Semantic approaches have been used to build estimates of lexicons and their properties
through computing word similarity. Models have been able to describe interactions
between actors at the sentence level, applying appropriate sentiment mappings to the
agents[23]. The typical problem with this approach is their lack of adaptability to
unique corpora with domain specific language. Rhetorical Structure Theory aims to
generalize rhetorical relations and cohesion at the sentence level. It has promise as a
model for topic based analysis. We fear that RTS and semantic approaches in general
will have difficulties in extracting sentiment from financial texts due to lack of expres-
siveness in its writing. We will have to look at more extensible, fine-grained methods.
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Machine Learning approaches, though adaptable, do not explicitly account for any lin-
guistic properties in the language. Instead, we trust on our model to learn some type
of semantic orientation from our words to our classifiers.

2 Learning Semantic Orientations

In 1990, Hanks and Church[26] propose modeling an association ratio between words.
This involves an information theoretic concept of mutual information, which computes:

I(x, y) = log2
P (x, y)

P (x)P (y)

where we have observations (words) x and y, and their associated probabilities of
observation via P (·). If there is association between observations, the probability of
observing them jointly exceeds the probability of observing them independently, and
therefore I(x, y) > 0. The joint probabilities were estimated in their research by
counting the number of times x follows y in a window of w words.

Turney applied this measure to his work on sentiment analysis. In 2002, he proposed
a measure of semantic orientation as follows:

SO(phrase) = I(phrase, “excellent”)− I(phrase, “poor”)

where I(·) is the measure of mutual information between the two observations.

Psychoanalytic research has shown the important role word association has in lexical
retrieval [27]. In addition, Hank and Church contend its congruence with lexico-syntatic
regularities in language through its formulation as metric of communalities, which could
be expanded to apply as a measure of probable co-occurrence between grammatical
elements. This type of semantic analysis poses a good stepping stone in terms of
capturing sentiment of domain specific language, but it lacks in flexibility and does not
account for meanings under grammatical structures.

3 Vector Space Word Representation

Vector space word representations provide a model that facilitates the computation of
semantic orientations. The idea is to represent a textual construct in a corpus as a point
in space. Points that are closer together in this space are semantically similar. Word
relationships will also be represented in space, allowing us to generalize transformations
that occur across similar words (see Figure 5). As mentioned before, this model is
attractive due to its ability to capture consistent metrics across a variety of texts,
but it lacks in finding other syntactic regularities in language which are important for
measuring sentiment.
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Findings [16] have shown the exceptional qualities of vector-space word representations
have in capturing syntactic and semantic regularities in language. Our representations
can be observed as constant vector offsets between all words sharing a particular rela-
tionship. Suppose we are trying to answer some analogy question a : b, c : d where d is
unknown, we find embedding vectors xa, xb, xc in our space representation and compute
y = xb − xa + xc as the continuous space which represents the word that closest maps
this relationship. If a word does not exist in that exact space, we search for a word
with the embedding vector with the greatest cosine similarity to y:

w∗ = argmaxw
xwy

||xw||||y||

We can learn vectorized word representation with continuous vectors represented for
each word through vectorized learning systems like neural networks.

Figure 5: An illustration of different words in vector space and their shared offsets. The
offsets shown left describe analogical mappings and on the right we show singular/plural
relationships. [16]

4 Convolutional Neural Networks

Convolutional neural networks (CNNs) are feedforward artificial neural networks that
perform well in the task of sentiment analysis. The architecture for a CNN is formed
by stacking distinct layers to transform an input volume to a output volume. Consider
the k-dimensional word vector xi ∈ IRk corresponding to the i-th word in our n-gram
of interest so that:

x1:n = x1 ⊕ ...⊕ xn
Convolutions involves the application of some filter w ∈ IRhk applied to a window of h
words. This produces a new feature ci defined by:

ci = f(w · xi:i+h−1) + b

We define a feature map c such that the filter is applied to each possible window of
words in our n-gram:

c = [c1, ...cn−h+1]
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We capture the highest activated feature ĉ as the representative feature for this filter.
We do this for multiple filters of varying window sizes to obtain filters which are passed
down to the output, which represents the probability distribution over labels. A model
architecture is presented in Figure 6.

Figure 6: An illustration of the process of convolution across the network [4].

Although research has shown promising use for applications in sentiment analysis[4],
the models performance relies heavily on the scope of the lexicon citecollobert2011.

5 Recursive Neural Tensor Networks

Standard recursive neural networks interact with their input via nonlinear squashing
functions. The motivation of creating the recursive neural tensor networks (RNTNs)
was to apply a more direct multiplicative approach to interactions between input vec-
tors. Figure 7 details the layer architecture for computing a tri-gram, where:

p1 = f(( bc )
T
V [1:d] ( bc ) +W ( bc )

p2 = f(( a
p1 )T V [1:d] ( a

p1 ) +W ( a
p1 )

We can see each slice as features that capture specific types of compositions in our vector
space model. We perform a modification of backpropagation through our structure
where the full derivative for slice V [k] in a tri-gram model is:

∂E

∂V [k]
=

Ep2

∂V [k]
+ δp1,comk ( bc ) ( bc )

T

This model is of particular interest due to its ability to perform fine-grained sentiment
analysis that is domain agnostic [3], as financial news can contain domain specific
language to both the finance industry as a whole and the sector in question.
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Figure 7: This diagram presents a single layer in the RNTN model. Dashed boxes
represent one of d-many slices that can capture features from children to parents [3].

6 Opinion Mining on Financial News Corpora

Goonatilake’s[6] work suggests a correlation between polarity in general news senti-
ment and fluctuations in the market. The goal of analyzing financial news is two-fold:
1) capture sentiment for a stock or index and correlate it with performance, and 2)
provide an automatized method for extracting data from fundamental analysis texts.
We hypothesize that sentiment might be a good measure of behavior in markets, for
this we will check for correlations between sentiment and deviation within quantitative
analysis. Theoretical research in financial dynamics have proposed models of positive
feedback loops causing abnormal market behavior in relation to the Efficient Market
Hypothesis [10].

6.1 Technical Analysis

Relies on the study of potential technical indicators to predict prices and market trends.
Many techniques employ the use of trend analysis via different mathematical transfor-
mations of price in relation to other stock quotes. It is considered by many academics
to be pseudoscience[29], although users hold that it can help to identify trading oppor-
tunities [30].

6.2 Fundamental Analysis

Fundamental analysis is a form of evaluating a business’s health in relation to the
market. Data is typically provided in text based formats with information pertaining
to economic indicators, government policy and societal factors. Work has been done
on fundamental analysis software that enables filtering and tagging of live coverage in
the market [31].
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6.3 Related Work

Various prediction models have been used to devise strategies for obtaining abnormal
returns. Work has been done to incorporate sentiment into a multi-factor method for
risk estimation [32]. Extensive research leads us to believe that there has been limited
applications of fine-grain analysis to financial texts [12].

Conclusion

RNTNs pushed the boundaries of accuracy on fine-grained sentiment prediction on
n-grams. Research has been done into apply learning methods with topic extraction.
We hypothesize that this additional layer of filtration will provide a great method for
synthesizing and monitoring sentiment of different topics in the market. Our goal is to
capture sentiment at the industry and business level at a fine-grained level in order to
try to establish some type of measure of hypothesized dynamic feedback effects [10].
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[15] Moraes, Valiati, Neto. 2013 Document-level Sentiment Classification: An Empiri-
cal Comparison Between SVM and ANN Expert Syst Appl; 40:62133

– Compares results for sentiment analysis using a variety of techniques. Of
particular interest is the comparison between two robust learning models
SVMs and ANNs. ANNs were shown to outperform SVMs in all but some
pathological learning sets.

Page 16

http://docs.opencv.org/2.4/doc/tutorials/ml/introduction_to_svm/introduction_to_svm.html
http://docs.opencv.org/2.4/doc/tutorials/ml/introduction_to_svm/introduction_to_svm.html


Learning Models for Opinion Mining over a Fundamental Analysis Corpus

[16] Mikolov, Yih, Zweig. 2013. Linguistic Regularities in Continuous Space Word Rep-
resentations Proceedings of NAACL-HLT 2013, pages 746751, Atlanta, Georgia

– Demonstrates that word vectors capture syntactic regularities in language.
This is important because neural network language models such as those
used in Kim’s and Socher’s work rely on the space representations of vectors
to analyze sentiment.

[17] Quinlan. 1986 Induction of decision trees. Machine Learning. 1:81106

– Summarizes the approach employed by decision trees. Provides a good review
of the process of supervised learning.

[18] Sathyanarayana. 2014 A Gentle Introduction to Backpropagation 2014.

– Provides a general introduction to artificial neural networks, specifically back-
propagation.

[19] Medhat, Hassan, Korashy. 2014 Sentiment Analysis Algorithms and Applications:
A Survey Ain Shams Engineering Journal. 5, 10931113. Cairo, Egypt

– Collects and compares a variety of sentiment analysis algorithms and ap-
proaches.

[20] Iyyer, Enns, Boyd-Graber, Resnik. 2014. Political Ideology Detection Using Recur-
sive Neural Networks Conference: Proceedings of the 52nd Annual Meeting of the
Association for Computational Linguistics Volume 1. 2014

– These researches took inspiration from recent work in sentiment analysis,
specifically Recursive Neural Networks, in order to detect political ideology
from text.

[21] Hochreiter, Schmidhuber, Jrgen. 1997 Long Short-Term Memory. Neural Compu-
tation, 9(8):17351780

– Provided as an example of how architecture decisions can complicate models
within ANNs, specifically in terms of feedforward networks.

[22] Krose, Smagt. 1996 An Introduction to Neural Networks University of Amsterdam
Press. 8th edition.

– Used to synthesize introductory information related to the methods of learn-
ing in neural networks.

[23] Maks, Vossen. A lexicon model for deep sentiment analysis and opinion mining
applications Decision Support Systems Volume 53, Issue 4, November 2012, Pages
680688
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Haverford College: Department of Computer Science Connor Cassidy

– Presents a lexicon model for extracting sentiment based on the descriptions
of grammatical devices and separations into semantic categories. Interesting
due to its approaches on issuing relative sentiment in respect to agents.

[24] Socher, Lin, Ng, Manning. 2011 Parsing Natural Scenes and Natural Language
with Recursive Neural Networks Proceedings of the 26th International Conference
on Machine Learning (ICML).

– An unique neural networks explored by Socher with intentions for applications
in sentiment analysis and computer vision, a precursor to the RNTN.

[25] Collingwood, Wilkerson. Tradeoffs in Accuracy and Efficiency in Supervised Learn-
ing Methods JITP 2011: The Future of Computational Science. 2011.

– This paper contrasts the accuracy, efficiency, and computational cost of dif-
ferent learning techniques and establishes supervised learning as a dominant
strategy when labeling is possible.

[26] Church, Hanks. 1990. Word Association Norms, Mutual Information, and Lexi-
cography Computational Linguist. 16, 1, 22-29.

– Provides statistical descriptions of a variety of interesting linguistic phenoma
arising from semantic relations.

[27] Palermo and Jenkins. 1964 Word Association Norms: Fourth Grade Through Col-
lege Minneapolis, MN: University of Minnesota Press.

– Psychological exploration of word association norms.

[28] Rojas. 1996 Neural Networks: A Systematic Introduction Chapter 7. Springer-
Verlag Berlin Heidelberg

– Another introductory text in neural networks that provides more precise de-
scriptions and classifications of types within the paradigm.

[29] Paulos. 2013 A Mathematician Plays the Stock Market Basic Books

– Book that asses the randomness of stock picking and market volatility. Dis-
cards many suppositions of technical analysis.

[30] Schwager. 1999 Getting Started in Technical Analysis Wiley, p. 2. ISBN 0-471-
29542-6

– Provides a good introduction to technical analysis and many of its terms. We
will use this as as reference in the future for our feature selection methods.

[31] Forex Daily Fundamental Report. Action Forex. ActionForex.com, 2016. Web. 18
Nov. 2016.

– A resource that we are considering using as our corpus. It provides live market
news and corporate statements.
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[32] Leela Mitra. 3008 Equity portfolio risk (volatility) estimation using market infor-
mation and sentiment equity portfolio risk ( volatility ) estimation using market
information and sentiment. Analysis, pages 213

– Proposes describing equity portfolio risk through in a way that is dependent
on market environments and investor sentiment.
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