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1 Introduction

Machine learning has begun to automate decisions that profoundly affect individuals, raising con-

cerns about the technology’s effectiveness, fairness, and the extent to which it obfuscates systematic

discrimination. Over the past decade, computer scientists have sought to quantify fairness, and a

number of different fairness metrics have emerged within a growing literature around fairness aware

machine learning. Alongside these metrics different algorithmic approaches have been developed in

order to achieve more fair machine learning. Due to the relatively rapid diffusion of fairness metrics

and fairness aware machine learning algorithms, there has yet to be any comprehensive study of

these new metrics or algorithms. As such, there has been no consensus within the field regarding

which metrics and algorithms are more or less effective, and little discussion around the practical

implication of choosing a particular fairness metric. Part of this stems from the disjunct between

research and commercial or public sector machine learning applications; however before the research

field can begin to offer practical solutions there must emerge a better understanding of these metrics

and algorithms, and their actual performance.

This thesis will contribute to the nascent field of fairness aware machine learning by beginning

that conversation. Far from an exhaustive survey of metrics and algorithms, this thesis will compare

four fairness metrics using four algorithms across three datasets. Furthermore, I propose a software

project to be expanded upon to incorporate the comparisons of additional metrics and algorithms.

2 Literature Review

2.1 Motivation

My work is motivated by the rapid adoption of machine learning techniques. There is a call

within the Computer Science community for making explicit the internal logic of machine learning

models and the importance of the data used to train them. A blind faith in the accuracy of data

or an unfounded belief that algorithms can make human discrimination obsolete becomes incredibly

problematic when these models are applied to decisions that profoundly impact individual lives. In

reality, these models codify onetime human decisions into explicit algorithmic logic. Within the

field of fairness-aware machine learning differing notions of fairness can be thought of as differing

approaches to how human decisions ought to be computed. It is important for the community

going forward to make explicit these differing notions, and I hope to contribute to that project

through my research. Conversely, predictive policing provides a contemporary, real world example

for understanding the implications of automating human decisions. Demonstrating that predictive
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policing technologies create racialized feedback loops of over-policing makes explicit the problems

with unquestioningly applying machine learning predictions to tasks with high human impact.

2.2 A Brief History of Fairness-Aware Machine Learning

The nascent and loosely defined field of fairness-aware machine learning (FAML) draws together a

number of disciplines within computer science around the goal of quantifying fairness. Particularly,

FAML concerns itself with quantifying fairness in the context of machine learning and data mining

classification decisions. Broadly, machine learning and data mining refer to the practice of creating

algorithms that can learn patterns in data and apply those patterns to perform some classification

on the data. I believe the constitutive research interest binding together FAML lies in the attempt

to describe and quantify the fairness of these learned classification rules. While differing underlying

notions of fairness have emerged within the field, this focus unifies the collective body of work.

The field began in 2008 with the paper Discrimination-aware Data Mining [1]. Published by

Dino Pedreshi, Salvatore Ruggieri and Franco Turini, three professors at the University of Pisa, this

was the first computer science paper to quantify fairness in the context of machine learning. While

Pedreshi et al’s work draws upon previous work concerning privacy in data mining, their paper was

the first to explicitly articulate the problem as one of fairness and discrimination. Specifically they

introduce the α − protective/α − discriminatory classification as a method of certifying a given

classification rule as fair or discriminatory [1]. In doing so they articulate a particular notion of

fairness which I classify as group fairness. Broadly, group fairness concerns itself with ensuring

equality of outcomes across distinct subgroups within a dataset or population. I will speak more to

the assumptions and implications of group fairness in a later section, but for now it is important

to note that this was the first fairness metric proposed within the field of FAML. Initially a num-

ber of papers extend and build upon this understanding of fairness before eventually there emerges

a competing notion of individual fairness [2] and even more recently attempts to reconcile the two [3].

2.3 Classification Example

Before explaining in detail the alpha-protective/discriminatory classification I will introduce a

generalized classification example. Almost all classification problems examined in FAML deal with

classifying some individual x as a member of some class c ∈ C. In the simplest case C = [0, 1] and

represents some binary classification, although this can easily be extended to include more classes.

It is assumed that there is some pre-labeled training and test dataset for which we are given the

classification c of the individuals in the set. This is used to train the model to predict c for an
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unclassified x. It is important to note how simplified this example is: much of the FAML literature

uses a classification model very closely resembling what follows. This demonstrates the state of the

literature and the difficulty of quantifying fairness in even the simplest case.

Definition 2.1. Classification Example

Given individuals x ∈ X, represented as data composed of protected variable or variables S and

unprotected variables Y , a predictive model M(x[S,Y→C]) predicts x’s membership in some class

c ∈ C using S and Y .

M(x) can represent any type of predictive model. Some papers refer explicitly to predictive

models [4] while others refer to classification rules [1] but all refer to some logic used to classify x

which I encapsulate in M(x). Protected/unprotected variables are generally treated in one of two

ways:

• Presence or absence of protected variables: in one configuration these are sets of variables

which are either used, or not used, by the predictive model. For a hypothetical M(x) predict-

ing whether or not someone should get a home loan the set of protected variables might be

[age, sex, race] while unprotected might be [credit score, current home−owner(Y es/No), income].

In this configuration – as is the case in Pedreshi et al’s paper [1] – the question is whether the

protected variables can be fairly included in the predictive model.

• Membership or non-membership in protected class: in the other common configuration the

protected variable represents binary membership/non-membership in a protected class. In the

same case of predicting home loans S might specifically denote [male, female] or [white, non−

white]. This configuration problematically maps a spectrum of individualities on to a binary

but does lend itself for comparing M(x)’s outcomes with respect to the protected variable.

This configuration could easily be extended to a plurality of possibilities, coding race as [Black

or African American, American Indian and Alaska Native, Hispanic or Latino, White,

Asian, Two or More Races] – to borrow from US census categories [5] – or to include mem-

bership in multiple groupings together. However, it is the simplest example that appears most

often. This demonstrates the disjunct between academic work and its practical application as

the simplest case often does not meaningfully correspond to the real world. Nevertheless, the

academic work must begin from somewhere.
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2.4 Discrimination-aware Data Mining and α-protective/α-discriminatory

classifications

Pedreshi et al begin their discussion of fairness by defining discrimination in the context to U.S.

civil rights law as the unfair or unequal treatment of an individual based on certain characteristics

[1]. They go on to explain that in the U.S. and the European Union these protected characteristics

are established on a domain specific basis. For example, in the United States, the Fair Housing Act

prohibits the discrimination based on race, color, national origin, religion, sex, familial status and

disability [1]. They also describe indirect or systematic discrimination in which particular classifi-

cation rules or requirements can discriminate without explicitly targeted a protected characteristic.

Both these categories of direct and indirect discrimination are advanced further FAML work: in

particular [4] and [6] build upon the notion of indirect discrimination. A job requirement mandat-

ing applicants be over 1.8 meters tall would be a case of indirect discrimination against women in

that selecting for extreme height disproportionately disqualifies women. So long as height was not

integral to the job description, such a hiring standard would be considered illegal under U.S. labor

law.

The paper’s principal contribution is the α − protective/α − discriminatory classification, a bi-

nary measure indicating whether a given classification rule’s statistical dependence upon a protected

variable is within a threshold defined by α [1]. The α−protective/α−discriminatory classification

can be calculated for any classification rule: it is a descriptive measure of an arbitrary classification.

The notion of extended lift is introduced in order to quantify α protection or discrimination [1].

Simply, extended lift measures how much the inclusion or exclusion of a protected variable, or set

of protected variables, influences the performance of a predictive model. Pedreshi et al define the

extended lift of a particular classification rule M(x[S1, Y1 → C1]) 1 as [1]:

confidence(M(x[S1, Y1 → C1]))

confidence(M(x[Y1 → C1]))
. (1)

This ratio measures how much the inclusion of S improves the confidence of predicting C knowing

Y versus using S and Y by dividing the confidence of the prediction with S by the confidence of

the prediction without S. Here confidence can be thought of intuitively as how accurate a given

classification is. Specifically, confidence(M(x[S1, Y1 → C1])) is calculated as [1]:

support([S1, Y1 → C1])

support(C1)
(2)

where support is the measure of frequency in the training dataset [1]. Extending my example in 2.1

confidence(M(x[S1, Y1 → C1])) is the ratio of individuals with variables S1 and Y1 and classifica-

1Being the single classification rule assigning individuals x ∈ (S1 ∧ Y1) to classification c1.
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tion C1 over all individuals with classification C1. If every individual with classification C1 was of

non-sensitive variables Y1 and sensitive variables S1 then confidence(M(x[S1, Y1 → C1])) = 1 as

support(Y1, S1 → C1) = support(C). If half of individuals with classification C1 were of Y1 and S1

then confidence(M(x[S1, Y1 → C1])) would equal .5. Extended lift ranges over [0,∞] while support

and confidence range over [0, 1] [1].

Extending the example above, the classification of C using S and Y would be considered α

protective if elift(M(x[S1, Y1 → C1])) ≤ α and would be considered α discriminatory if elift(M(x[S1, Y1 →

C1])) ≥ α. This methodology of basing a fairness metric around the ratio of classification outcomes

is expanded upon in [4], [7], and [6] and can be generalized as a group fairness metric as described

in Section 2.6. The language of group is used because this idea of fairness is centered in comparing

outcomes for distinct population subgroups. However how to categorize those population subgroups,

and how best to compare outcomes across groups, is still an open debate in the field.

The notion of α-protection is intended to allow the authors to certify whether or not a given

classification rule is fair. In this context, fair is correlated with a classification’s dependence upon

protected variables. The authors deem it unfair if a classification is largely based upon protected

variables. This is quantified through comparison against the threshold α; one large critique I have

of this paper is that they do not explain how to pick α. I could not develop any intuition regarding

what a reasonable α would be through reading their paper, problematizing any application of their

work. Secondly, α-protection only measures direct discrimination, such that α-protected rules can

still lead to indirect discrimination [1]. The paper does however acknowledge this limitation and

propose an algorithm for detecting when α-protected classification rules can be used to infer alpha-

discrimination. It is perhaps unfair to criticize the authors for not further expanding upon their

notion of indirect discrimination when they are the first to quantify it as such, but it is important

to note that their work does a better job at generating a discussion around the construction of fair-

ness metrics than it does at actually addressing discrimination caused by machine learning models.

This begins a trend in FAML work of papers that propose interesting technical ideas but do not

bridge the gap between academic and practical applications. The practical, and potentially scary

or problematic, applications of machine learning are tirelessly cited as motivation for FAML work,

yet the work itself rarely engages with these practical conversations. This is a genuinely difficult

problem, but one I argue the field has an ethical obligation to address if it is genuinely concerned

with fairness and machine learning.
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2.5 Differing Notions of Fairness

The field of fairness aware machine learning emerges out of Pedreshi’s work, and since 2008 has

split along differing notions of fairness. More recently work has emerged focusing on fairness in the

context of ‘online’ learning algorithms: that is ‘online’ in the technical sense of machine learning

algorithms that repeatedly update their predictive models in response to new data. Tracing the

development of the field since Pedreshi’s work can help illuminate the current state of research.

To make an algorithm “fairness-aware” is to presuppose a notion of fairness, and Pedreshi’s initial

paper makes a number of important assumptions regarding fairness. Discrimination aware data

mining describes a particular risk arising from learning classification rules from historical data.

Given unfairly biased data it is possible for an algorithm to accurately “learn” a discriminatory rule

that might carry predictive power but be socially undesirable. For example the paper describes the

scenario of a company that categorically does not hire pregnant women for a particular job. Given

the binary classification of hired or not hired it is likely for there to be a strong association in the

historical data between pregnancy and the not hired classification [1]. A well functioning machine

learning model would detect this pattern and potentially learn a discriminatory rule to classify preg-

nant women as not hired. In this context the algorithm is working properly, but being trained on

biased data.

Pedreshi’s work is predicated upon the assumption that data can be biased: problematically, this

is not a belief shared by all academics working in the field of FAML. Building upon this assumption,

Pedreshi’s α-protection metric is the first articulation of a group fairness measure. Immediately

growing out of Discrimination aware data mining [1] is a body of work expanding upon group

fairness measures. Group fairness is fundamentally concerned with discrimination against minority

groups and is theorized under the dual assumptions that these groups are identifiable in the data,

and that the data may be biased against these minority groups.

Examining the underlying mathematics of machine learning on a systems level can help unpack

the notion of biased data, and succinctly articulate the differing understandings of fairness. The-

oretically, fairness in machine learning concerns itself with the mappings between the construction

space (which we can think of as the real world), the observed space (which we can think of as data

approximating the real world) and the decision space (which we can think of as the set of outcomes

arising from making predictions using the data). This conceptualization is drawn from [8]. Ideally

our predictive models would map directly from the construct space to outcome space. However, this

is impossible, so instead we generate data as a mapping from the construct to observable space, and

used that data to map from the observable space to the decision space. The two primary notions
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of fairness – group and individual – differ on their understanding of what is fair with respect to the

mappings between these spaces.

Group fairness, described above, assumes that there is distortion between the construct and obser-

vation spaces [8]. This is the idea of biased data. Because of this, group fairness focuses on ensuring

the equal representation of distinct population groups across the distribution of the outcome space,

which can be thought of as focusing on ensuring equality of outcomes [8]. An assumption here is that

the data is uniformly biased, and biased against particular distinct population groups. Affirmative

action is perhaps the best example of a mechanism for enforcing group fairness. Conversely, individ-

ual fairness focuses on enforcing fair mappings between the observation space and the decision space

[8]. This can be thought of as focusing on ensuring that similar individuals receive similar outcomes.

This is a very enticing notion of fairness because it appeals to a particularly American individualist

sense of equality, but problematically assumes that data accurately reflects the real world and that

outcomes ought to conform solely to quantifiable metrics.

Both group and individual fairness are deeply grounded in fundamental assumptions regarding

how the world should be. Far from being enlightened, technocratic measures, they are both deeply

politicized and shaped by profound disagreements on questions as simple as “can we accurately

measure the world around us.” I personally am inclined to ask what does it mean to “accurately”

measure the world around us? But, without delving too deeply into the philosophical discourse

I hope my thesis can draw attention to what is at stake in both these fairness metrics through

their comparison and encourage the field of FAML to be more transparent going forward with the

assumptions and prescriptions inherent in their fairness metrics.

2.6 Group-Fairness

A number of papers have built upon Discrimination Aware Data Mining [1] and developed a more

generalized measure of group fairness centered upon either the difference in [7] or ratio between [6]

the probabilities of members of a majority group receiving a given classification versus members of a

minority group receiving the same classification. These two interrelated measures of group fairness

appears in slightly different forms across a number of different papers. Overall, this shifts the metric

from grounding fairness in the actual distribution of the dataset – as done in [1] – to measuring the

predictive model.

• In Certifying and Removing Disparate Impact [6] this measure is explicitly tied to the US legal

definition of disparate impact and represented as the ratio between classification probabilities

8



with respect to some protected attribute:

PR(C = 1|S = 0)

PR(C = 1|S = 1)
(3)

where C and S are defined as in Section 2.3. According to the US Equal Employment Oppor-

tunity Commission a decision is said to cause disparate impact if this ratio is ≤ .8, coloquailly

known as the 80% rule [6]. This 80% rule is advanced by [6] and a predictive model M(x) can

be said to be unfair for a given minority/majority subgrouping if this measure ≤ .8. Impor-

tantly this must be calculated on a per-subgrouping basis, although it would seem reasonable

to deem any M(x) unfair if this ratio fell ≤ .8 for any particular subgrouping. A ratio of 1

would be considered optimally fair. This is considered a group fairness metric because it is

fundamentally concerned with ensuring the fairness of classification outcomes between distinct

groups.

• Learning Fair Classifiers [9], introduces another fairness metric, the decision boundary covari-

ance score, that is intended to approximate the disparate impact score described in Certifying

and Removing Disparate Impact [6]. The score is calculated as the summed covariance between

an individual’s sensitive attribute, and the signed distance between the individual’s feature

vector and the decision boundary, for every individual in the testing dataset. This score can

only be calculated for classifiers with a continuous decision boundary such as support vector

machines. The score is calculated using the following equation:

1

n

N∑
i=1

(zi − z̄)θTXi (4)

where zi is an individual’s sensitive attribute, θT is the decision boundary, and xi is an indi-

vidual’s feature vector.

• In Three naive Bayes approaches for discrimination-free classification [7] a measure called the

discrimination score is defined as:

P (C = 1|S = 1)− P (C = 1|S = 0) (5)

where similarly C and S are defined as in Section 2.3. This is exceedingly similar to the previous

example [6] except measuring the difference in classification probabilities of minority/majority

individuals rather than the ratio. A value of 0 would be considered optimally fair, although

the paper unsatisfactorily states that optimal fairness is rarely achievable, and suggest that

any value ≤ 0.05 should be considered fair [7].
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• Fairness-Aware Classifier with prejudice remover regularizer [4] introduces a more explicit mea-

sure of indirect prejudice, directly measuring the statistical dependence between a protected

variable and a given classification outcome. While these previous two metrics measure the

effects of indirect prejudice as they are reflected in outcome probabilities they do not explicitly

measure indirect prejudice. This paper builds upon [7], and its measure of indirect prejudice

reflects a genuine advancement in FAML. They define indirect prejudice as the mutual infor-

mation between a protected variable S and a classification outcome C, again extending the

example of Section 2.3. They estimate mutual information between S and C as:

PI =
∑

(c,s)∈D

P̂ r[c, s]ln
P̂ r[c, s]

P̂ r[c]P̂ r[s]
. (6)

PI is normalized to range between [0, 1] where 0 represents no mutual information and 1

represents total mutual information. Larger values indicate stronger dependence between the

two variables: in the case of indirect prejudice this value is minimized in order to limit the

classification C’s dependence upon protected variable S. PI will be discussed in detail in

Section 3.1.

2.7 Individual Fairness

Individual fairness has emerged as the competing, salient, understanding of fairness within the

FAML literature. Unlike group fairness which is quantified in multiple forms across a number of

papers, individual fairness is largely associated with a single paper Fairness Through Awareness,

and quantified through the Lipschitz property, a metric defined in the paper [2]. As such, I will

hold off on defining this metric until my discussion of [2] in Section 3.2 Similar to group fairness,

individual fairness attempts to describe some real world understanding of fairness with respect to the

simplified classification example from Section 2.3, but focuses on ensuring that similar individuals

receive similar outcomes. Importantly, this understanding of fairness necessitates some measure of

similarity between individuals with respect to a given classification task, and this is a weakness of

the approach acknowledged in [2].

I believe that the paper understates how problematic it is to ground a notion of fairness in an

arbitrary task-specific similarity measure. They assume that for any classification task which we

could wish to automate with a predictive model there exists some meaningful measure of individual’s

similarity. This assumes there exists an accurate mapping between the construction and observa-

tion space[8]. This similarity metric is meant to describe some “truth” regarding an individual’s

propensity for some classification, as represented in the construction space. However, the paper

concedes that this “truth” is often unavailable, and that instead some fairly decided upon “best”
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approximation, from the observable space, ought to be used [8][2]. The existence and efficacy of this

“best” approximation is a crucial, fundamental assumption for their work and is ideologically op-

posed to the assumptions behind group fairness. Individual fairness is only reasonable if we assume

a non-discriminatory world or are uninterested in addressing discrimination. It ignores the reality of

systematic discrimination2 whereas group fairness directly acknowledges and seeks to address this

problem. The idea that similar individuals deserve similar outcomes is both appealing and desirable,

when a meaningful similarity measure exists. Otherwise, it can harmfully reinscribe existing societal

biases. This dissimilarity between group and individual fairness, and their foundational assumptions,

reiterates that these understandings of fairness are not apolitical, scientific metrics but rather reflect

profoundly politicized world views and must be treated accordingly. Academics publishing within

the field of FAML have an ethical obligation to understand the implications behind the fairness

metrics they use and what will happen when those metrics are applied to products being used in

the real world.

2.8 Towards addressing individual and group fairness

In 2013 Richard Zemel et al published a paper Learning Fair Representations [3] attempting

to combine the idea of individual fairness from [2] and group fairness, particularly as defined by

[4]. Their novel contribution lies in constructing an intermediate, protected space between the

observable space and the classification space into which they map each individual in a dataset [3].

This intermediate, protected space is constructed to encode as much of the information as possible

from the observable space (the data) while ensuring that the intermediate, protected space is blind

to whether or not an individual was a member/non-member of some protected group represented

by the binary variable S [3]. They measure this blindness as the mutual information between S

and Z, an individual’s encoding in the intermediate, protected space, and enforce this feature of

the mapping through minimizing the mutual information between S and Z as part of the objective

function used to construct the mapping.

They then go onto use individual’s representations in this protected, intermediate space as if

it were the original dataset to train some predictive model M(x). They then test their model –

2For example, in 2015 white college bound high schoolers averaged 299 points higher on the SAT than their black

peers – out of 1800 [10]. The SAT seems to be widely accepted as an at least partial proxy for college-aptitude and one

that would surely be used in a predictive model to classify students as admitted/not admitted to college. I personally

do not believe an 18% racial discrepancy is explainable as representing some “truth” in the construction space, and

rather believe it is the product of systematic discrimination. Problematically individual fairness as measured through

the Lipschitz property presumes meaningful, task-specific similarity [2] metrics. While this SAT example is anecdotal

I am inclined to believe many common “best” approximations would reflect a similar racial bias.
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which they call Learned Fair Representations – against three existing predictive models: Logistic

Regression, Fair naive Bayes, Regularized Logistic Regression, on three different datasets: German,

Adult and Health, two of which I will discuss in detail in Section 5 regarding my own work [3]. They

evaluate the models in terms of accuracy, discrimination, and consistency.

• Accuracy is measured through the normalized difference between predicted classifications ver-

sus actual classifications as: 1− 1
n

∑N
n=1 |cn − ĉn| where ĉn is the predicted class and c is the

known class for pre-labeled individual Xn.

• Discrimination is a particular group fairness metric defined as:

discrimination = |
∑
n:Sn=1 ĉn∑
n:Sn=1 1

−
∑
n:Sn=0 ĉn∑
n:Sn=0 1

| (7)

This equation above is interesting because it is a combination of equations 3 and 5 in Section

2.6. It is calculating using the difference between the percentage of individuals in the protected

(Sn = 1) and unprotected (Sn = 0) group who are predicted as having the ĉ classification.

When discrimination = 0 statistical parity would be achieved, and the values should range

from [-1, 1] with values closer to -1 representing discrimination in favor of the unprotected

group and values closer to 1 representing discrimination in favor of the protected group.

• Consistency is an indirect measure of individual fairness calculated using the k nearest neighbor

of each data item/individual x. Calculated as:

yNN = 1− 1

Nk
|ĉn −

∑
j∈kNN(xn)

ĉj |. (8)

This equation normalizes the difference between ĉn and j̧, for Xn’s k nearest neighbors. Be-

cause ĉ is the binary classification being predicted, this measures the similarity between Xn’s

classification and the classification of it’s k nearest neighbors. yNN ranges from [0, 1] where 1

is very individually fair meaning similar individuals receive similar outcomes and 0 is absolutely

not individually fair.

The paper demonstrates results from experiments using the four mentioned models to predict clas-

sifications on the three listed data sets. The most interesting result was that their predictive model,

when trained on the original dataset with the protected variable removed, was more accurate than

their same predictive model trained on the dataset generated from protected, intermediate space.

This seems to demonstrate that indirect discrimination persists even when sensitive variables are

removed, and provides justification for FAML’s focus on indirect, as opposed to simply direct, dis-

crimination. They note that thus far FAML work has concerned itself with eliminating all bias, and
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they raise the problem of how to approach classification decisions in which there exists a direct cor-

relation between a particular classification and membership in a protected group [3]. They leave as

an open question how better to address this problem than the group fairness approach of enforcing

some relationship between the classification probabilities of the protected and unprotected groups.

2.8.1 Massage approach to fairness

Lastly, in their section on related work the Zemel et al paper [3] cite an approach towards FAML

which they describe as a data-massaging strategy. This approach is similar to the approach taken in

Certifying and removing disparate impact [6], and Three naive Bayes approaches to discrimination-

free classification [7]. The approach involves changing labels in the training data such that members

and non-members of some protected class S appear in equal distributions across all of the classes

c ∈ C. A predictive model M(x) is then trained using this equal-opportunity dataset, and can be

used to classify unlabeled data [3]. The paper describes this work as being typified by [11] and [12].

Both these papers use fairness metrics which closely follow Discrimination Aware Data Mining [1];

they both define very similar metrics quantified using expected lift, as described in [1],[12],[11]. I

would categorize this as an alternative approach to achieving group fairness, highlighting that group

fairness is an understanding of fairness which can be quantified using a number of distinct metrics

and achieved through a number of interventions.

3 Fairness-Aware Classifier with prejudice remover regu-

larizer [4] and Fairness Through Awareness [2]

I am analyzing these two papers in detail. Fairness-Aware Classifier with prejudice remover

regularizer, published by Kamishima et al in 2012, exemplifies the work being done under the

assumptions of group fairness [4] while Fairness Through Awareness by Dwork et all, also published

in 2012, introduces the notion of individual fairness [2].

3.1 Fairness-Aware Classifier with prejudice remover regularizer [4]

Kamishima’s article [4] describes five distinct types of discrimination, and then presents a regular-

izer which can be added to an arbitrary Bayesian classifier algorithm in order to address one of the

specific types. These types of discrimination are discussed in the context of my classification example

from Section 2.3. The five types are as follows: direct prejudice, indirect prejudice, latent prejudice,

underestimation, and negative legacy. Direct prejudice is defined as when a sensitive variable is di-
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rectly used by a classification algorithm; indirect prejudice as when there is a statistical dependence

between a sensitive variable and a variable being predicted by the classifier; and latent prejudice

as when there is a statistical dependence between a sensitive variable and a non-sensitive variable

which is used by the classifier algorithm. Underestimation is a type of discrimination caused by a

finite sample size, in which a classification model has not received enough training data describing a

particular minority group in order to accurately and non-discriminatorily make predictions of that

subgroup. Negative legacy is a form of discrimination which arises when training data is unfairly

biased to exclude minority groups. While the article acknowledges negative legacy and underesti-

mation as problems, their regularizer is designed to minimize indirect prejudice, which they believe

to be the most common and most easily addressed form of discrimination in machine learning clas-

sification problems.

The paper proposes a technique for minimizing indirect prejudice, which they define as the mutual

information between the protected variable S and a binary classification C, which they define over

the dataset D as:

PI =
∑

(c,s)∈D

P̂ r[c, s]ln
P̂ r[c, s]

P̂ r[c]P̂ r[s]
(9)

This is referred to as the (indirect) prejudice index, or PI for short and described in Section 2.6

equation 6. However, the application of the normalization technique for mutual information results

in the normalized prejudice index, or NPI for short, given by:

NPI =
PI

(
√
H(C)H(S)

(10)

where H(x) is an entropy function and PI/H(C) is the ratio of information of information of S used

for predicting C, and PI/H(C) is the ratio of information that is exposed if a value of C is known.

This NPI can be interpreted as the geometrical mean of these two ratios, and ranges from [0,1].

Using NPI to measure indirect fairness the authors dedicate much of the paper to deriving a final

optimization function in which they both maximize their predictive model’s accuracy and minimize

NPI. While they perform the derivations using a logistical regression predictive model their ulti-

mate object function and regularizer can be used with any predictive model M(x). Taken together,

minimizing P̂ r while using some predictive model M(x) over dataset D resultant prejudice remover

regularizer RPR(D,Θ) :

∑
xi,si∈D

∑
y∈{0,1}

M(x)ln
P̂ r[c[si]]

P̂ r[c]
. (11)

RPR(D,Θ) grows large when a classification is determined largely on sensitive features, as calcu-

lated by P̂ r[c|S]
P̂ r[c]

such that optimizing to minimize this regularizer forces the optimizer to solve for a
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classification which does not statistically depend upon sensitive variables. The important intuition

behind equation 10 is that M(x) can be any predictive model and that ln P̂ r[c[si]]
P̂ r[c]

measures indirect

prejudice [4]. In theory, this regularizer can be included in the objective function of any predictive

model in order to minimize indirect discrimination as measured by NPI. The objective function

being simply the ultimate mathematical equation to be solved over a dataset in order to apply a

given classification model.

The paper defines their predictive model as the following logistical regression model to predict the

binary classification of C using the vector of unprotected variables X:

M [c|x, s; Θ] = cσ(xTws) + (1− c)(1− σ(xTws)) (12)

Using the predictive model M in equation (11) and prejudice remover regularizer in equation (10)

the authors end up with the resultant objective function:

∑
(xi,si)∈D

∑
y∈{0,1}

lnM [c|xi, si; Θ] + ηRPR(D,Θ) +
λ

2

∑
s∈S
||Ws||

2

2
(13)

This equation can then be solved in order to classify each individual x ∈ D as either c = 1 or c = 0

corresponding to some binary classification.

3.1.1 Results

The paper goes on to use their resultant objective function, to test their approach against the

approach used by Toon Calders and Sicco Verwers in [7] using both their notion of indirect prejudice

and Calder et al’s measure [7] described in Section 2.6 equation 5 as a more straightforward measure

of statistical parity. Both papers run their algorithms on the Adult dataset [13] to predict whether

or not individual’s income exceeds $50,000 based off census data. They conclude that across both

fairness metrics Calders approach works better for addressing evenly distributed discrimination, such

as if every member of a minority group received 15% less on some outcome than the majority group,

and that their approach works for more unevenly distributed discrimination within minority groups.

3.2 Fairness Through Awareness [2]

In Section 2.7 I describe the underlying assumptions of individual fairness. Since Fairness Through

Awareness [2] is single handedly responsible for introducing the notion of individual fairness I am

devoting this section to explaining the work in depth.

The paper begins by defining their sample classification problem as quite different from the pre-

vious literature. Instead of a classification model similar to the example in Section 2.3, Dwork et al
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[2] describe a set of individuals V that are mapped to a set of distributions over outcomes A. They

define the“similarity metric” between two individuals, as described in 3.2, as d : V × V → R. A

mapping M is defined as V → ∆(A) which maps x ∈ V into ∆(A), a probability distribution over

outcomes A. Using this a classification of x ∈ D is achieved by selecting according to the distribution

generated by M(x). All of this is used to quantify the goal of ensuring that similar individuals are

mapped to similar outcomes.

3.2.1 Lipschitz Mapping

The Lipschitz mapping is introduced to measure individual fairness. This is the central contribu-

tion of the paper, and provides a way of certifying whether or not similar individuals receive similar

outcomes. A mapping is considered as satisfying the (D, d) − Lipschitz property (and thus is a

Lipschitz mapping) if for every x, y ∈ V the following condition is met:

D(Mx,My) ≤ d(x, y) (14)

Where d is the similarity metric described earlier, and D is a similarity measure across the space of

classification outcomes: specifically eitherD∞ orDtv. Intuitively if a mapping is a Lipschitz mapping

it ensures that the distance between any two individuals − with respect to D∞ or Dtv − in the

outcome space is no more than the distance between them in the observable space, and that this holds

for every two pairs of individuals. In other words this enforces that similar individuals receive similar

outcomes. If two similar individuals (x, y) received vastly different outcomes then D(Mx,My) <

d(x, y) and the mapping would not be a Lipschitz mapping. Again it is worth noting that all of this

necessitates a meaningful distance metric and the ability to measure similarity. However, if such

a measure exists, enforcing a Lipschitz mapping is a rather strict measure of individual fairness.

Because the incorrect – and presumably unfair – classification of a single individual can cause the

entire mapping not to meet Lipschitz property. This measure of fairness weights all individuals

equally, with respect to evaluating the fairness of the classification itself.

3.2.2 D∞ and Dtv

Dwork et al [2] propose two measures of distance between individuals in the space of outcomes A.

Dtv is the statistical distance, measured between two individuals x and y as:

Dtv(x, y) =
1

2

∑
a∈A
| x(a)− y(a) | . (15)

and D∞ is referred to as the relative L∞ metric and between two individuals x and y is defined as:

D∞(x, y) = supa∈Alog(max{x(a)

y(a)
,
y(a)

x(a)
}). (16)
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In order to use Dtv the distance measure d- or similarity measure - must be scaled to between [0,

1] such that d(x, y) will be very close to 0 for individuals who are very similar and very close to 1 for

individuals who are very dissimilar. The D∞ measure works around this assuming that d(x, y) �

1 for two similar individuals and d(x, y) � 0 for two dissimilar individuals. The choice of Dtv or

D∞ depends in part upon the given similarity measure however D∞ imposes a weaker constraint

on mapping M of x ∈ V to a distribution over outcomes a ∈ A. Using D∞ also makes impossible

achieving one of the fairness guarantees proved using Dtv later in the paper, although this appears

to be of relatively minor consequence.

3.2.3 Linear Program Solution

Having established the problem, the relevant distance metrics, and the stated goal, the authors

first propose a linear program fairness-aware solution to the classification problem. The first linear

program solution optimizes for minimizing classification loss, to be described below, while ensuring

a Lipschitz mapping.

opt(I)
def
= min
{µx}x∈V

ExvV Eavµx
L(x, a) (17)

subject to ∀x, y ∈ V, : D(µx, µy),≤ d(x, y) (18)

∀x ∈ V : µx ∈ ∆(A) (19)

Where the mapping M described earlier is represented as µxx∈V where µx = M(x) ∈ ∆(A). This

equation can be thought of as attempting to minimize the loss function, seen on line 2, while ensuring

that the Lipschitz property holds for every mapping, seen on line 3 and that every classification is

a valid mapping, line 4.

3.2.4 Classification Loss

Classification loss attempts to quantify to what extent a given classification for an arbitrary x ∈ V

is incorrect. Within the proposed linear program solution any arbitrary loss function can be used.

This makes sense because classification loss is classification-specific. Intuitively, the incorrectness of

a classification has something to do with the type of classification being done. However, a standard

approach is measuring the distance in the outcome space between the “correct” classification and

the given classification. This however presupposes a knowable “correct” classification and different

loss functions are used to achieve different ends in each solution proposed throughout the paper.
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3.2.5 Relationship between statistical parity and Lipschitz property

According to their paper a mapping is said to satisfy statistical parity between population sub-

groups S and T up to a bias ε if:

Dtv(µS, µT ) ≤ ε. (20)

Where µS represents the mapping ∀x ∈ S and µT ∀x ∈ T . Intuitively, a mapping achieves statisti-

cal parity between subgroups S and T if a member of S is equally as likely to observe an arbitrary

outcome as a member of P . Statistical parity is often used as a basis for group fairness metrics: see

[3] (see Section 2.8 equation 7), [6] (see Section 2.6 equation 3), and [7] ( see Section 2.6 equation

5).

Dwork et al do not find statistical parity to be a sufficient definition of fairness [2]. While they

code this in mathematical language this is fundamentally an ideological rather than mathematical

statement: statistical parity achieves a very different end goal than ensuring a Lipschitz mapping.

Nevertheless, the authors describe that at times statistical parity is desirable, and prove that when

population groups S and T are similar with respect to the classification task that enforcing a Lips-

chitz mapping will ensure statistical parity.

I do not find this to be a compelling result. Statistical parity intrinsically measures the simi-

larity between groups: proving that a Lipschitz mapping results in statistical parity when groups

S and T are already similar is not particularly helpful. Group fairness metrics are intended to

enforce statistical parity when S and T are not already similar. The authors do not seem to engage

with the practical implications of implementing their understanding of fairness in this paper. While

proving that the Lipschitz mapping enforces statistical parity under certain conditions is perhaps

mathematically interesting it is of little applied importance. If someone designing a predictive model

chooses to measure fairness through the Lipschitz property they are already making a number of

assumptions that privilege individual fairness over group fairness. Enforcing a Lipschitz mapping

can never address statistical disparity and only maintains pre-existing similarity.

3.2.6 Conclusion

Unlike many of the group fairness papers [4], [3], [7] there are no experimental results in Fairness

Through Awareness. The authors’ primary contribution lies in their definition of the Lipschitz

condition, and their subsequent mathematical proofs related to the Lipschitz properties performance

in various sub-problems. To summarize my thoughts on their understanding of individual fairness:
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• Individual fairness problematically assumes the existence of a meaningful similarity metric for

any arbitrary classification task. Often such a metric does not exist, and when it does, it often

reifies existing discrimination.

• Similarly, their understanding of individual fairness assumes data fairly reflects the real world.

This narrows the conversation around fairness; focusing on the mapping between data and

classification can miss the larger picture of what those classifications look like in the real

world.

• Dwork et al do not engage with the practical application of their metric. It is not clear if this is

a purposeful choice or naive ignorance. Either way their work has the potential to profoundly

affect individual’s lives and anyone publishing in FAML has an obligation to think about what

it would look like to apply their work to the real world. Theirs is a profoundly neoliberal stance

which privileges the sanctity of data and the deservingness of individuals without regard to the

ultimate outcome. I find this deeply problematic and despite being classified as “individual

fairness” I strongly believe enforcing individual fairness within existing classification algorithms

will only serve to exacerbate inequality.

3.3 Fairness in “Online” learning

All of the previously discussed papers deal with the fairness of a static model. In these examples

a predictive model M(x) is trained on a labeled (or pre-classified) dataset, and can then be used

to make predictions on similar but unlabeled (or unclassified) data. Often, in FAML experiments

the accuracy of a trained predictive model is measured through using M(x) to classify unlabeled

training data for which the labels are known. This facilitates an easy comparison between the known

original labels/classifications and the predicted labels/classifications.

However, this is an oversimplified example of how predictive models are deployed in the real

world. Often, predictive models are updated overtime as their predictions are found to be correct

or incorrect. This is fundamentally a more difficult problem, and only recently have a number of

academics at the University of Pennsylvania began to publish work on fairness in the context of

“online” predictive models: that is, models which are updated over time [14], [15], [16]. Much of the

criticism I have for Dwork et al’s [2] work on individual fairness applies to this metric. Their work is

fantastic however for bridging the gap between academic FAML work and practical applications, in

the sense that they discuss and analyze predictive models that more closely resemble those actually

being used. Notably, all these papers have been published in the past six months: this is the

most recent, informed work in the field and they benefit from building upon the work before them.
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Without delving too much into their specific contributions, this approach of applying FAML fairness

metrics to more lifelike application of predictive models is generative and I hope this work expanded

upon by the rest of the field.

A central idea of these works is ensuring that sequentially updated predictive models are fair in

every iteration, such that the predictive model does not learn bias [15]. This of course must be

measured through a particular fairness metric. While they choose to use an individually inclined

fairness metric, this approach towards fair learning could be modeled using a group fairness metric.

This framework could perhaps be expanded upon and applied to the realm of predictive policing

where one of the central fears is that sequentially updated predictive models of crime will learn and

reinforce existing biases.

3.4 Predictive Policing

Predictive policing has arisen over the past five years as one of the most pernicious applications of

machine learning. The technology, generally developed by private companies and deployed by police

forces, subjects individuals to the carceral state at the discretion of proprietary machine learning

models. Being developed by private companies these models are often protected under intellectual

property laws, making analyses of the algorithms all but impossible. There are a few notable ex-

ceptions which have allowed researchers a chance to analyze these algorithms, and the findings have

been discouraging. PredPol is a widely publicized predictive policing company that uses historical

crime data to generate daily predictions of “crime hotspots”. In 2015 PredPol released their algo-

rithm as part of a peer reviewed journal article published by one of their co-founders [17]. This

allowed Kristian Lum and William Isaac of The Human Rights Data Advocacy Group and Univer-

sity of Ohio to publish a paper in 2016 that quantified the discriminatory feedback loops caused by

applying PredPol’s algorithm to a year’s worth of drug crime reports in Oakland [18]. While it had

been widely assumed that these types of algorithms would create discriminatory feedback loops [19]

this was the first paper to prove this phenomena; the lack of transparency in these algorithms had

previously made this kind of analysis impossible. Unfortunately these algorithms simply replicate

existing patterns in the data [18] and as such suffer from the well documented problem that arrest

records do not accurately model real crime patterns [20], [21], [22]. By training algorithms to predict

crime using arrest records, algorithms learn to predict crime where arrests happen, not necessarily

where crime occurs.

In 2013 the RAND Corporation, a global nonprofit think tank, published a primer on predictive

policing in which they lay out four primary categories of predictive policing technologies [23].
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• Technology for predicting crime, specifically attempting to forecast the time and place of areas

facing increased risk

• Technology for predicting who is likely to commit crime

• Technology for identifying criminals by matching recent crimes with offenders of past crimes.

• Technology for predicting victims of crimes. Similar to predicting crime, but focused on indi-

viduals.

Here, I will describe the first type of predictive technologies. These are by far the most popular,

with a number of small startups - such as Predpol and Hunch Labs - and large technology companies

- such as IBM and Microsoft - working in this field [24].

3.5 PredPol

PredPol was developed by a number of professors at UC Davis in 2012 [25], though their product

follows a paradigm of hotspot policing that dates to CompStat, a police management system devel-

oped by the New York City Police Department after 1994 [26]. Under CompStat the NYPD began

collecting crime records in a centralized, department-wide database, and visualizing those crimes

on a weekly basis using GIS technology. Whereas under CompStat police departments hired crime

analysts to use these crime maps to predict where future crime would occur - in order to best deploy

patrols - PredPol automates this process through a machine learning model drawn from seismology

models of earthquake aftershocks. While PredPol has received a large amount of media attention 3

for revolutionizing policing in reality they have simply automated an existing police paradigm.

Predpol claims to predict where crime is likely to occur using only the type, time, and location

of previous crimes. It is deployed on a per-city basis, and the model is first trained on historical

crime data before being deployed and subsequently updated on a daily basis in order to factor in

new crimes as they occur. The algorithm divides a given city into c by c meter squares - where c is

determined dynamically per city - and once a day, for each square, predicts the conditional intensity

or probabilistic rate that crime will occur [25]. This is then presented as a heat-map where the

likelihood of crime occurring is represented by shading each square on a scale from white to red

where white represents a low likelihood of crime and red represents a high likelihood of crime. This

map is then used by mid-level police officers to assign patrol routes for police offers on active patrol.

3see http://www.predpol.com/in-the-press/ for the full spectrum of flattering articles
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3.5.1 Predpol’s Algorithms

Predpol’s founders continue to publish academic papers, and among these they have released a

version of PredPol’s algorithm [17]. It is important to note that their algorithm distinguishes differ-

ent types of crimes, and that their model does not aim to predict all types of crime. However they

have been rather opaque regarding which crimes they attempt to predict. The algorithm falls into a

category of algorithms known as a epidemic-type aftershock sequence, or ETAS, model. These mod-

els have traditionally been used in seismology to predict earthquakes. The algorithm is composed

of two components: the first of which models the general risk of time for any given location. This is

predicted using historical crime data: intuitively if a large amount of crime has historically occurred

location n, this algorithm will expect crime to continue occurring at n. The second component

models the short-term “near-repeat risk” associated with recent crimes. The intuition behind this

component is that in the short term crime begets crime. If your house is robbed at time t, your

house, and the houses around you are more likely to be robbed at time t + 1: however this risk

factor drops off exponentially with time and distance. This phenomena holds up statistically, and

has been explained through qualitative research by burglars preference to return to sites where they

had previously been successful rather than risk entering unknown territory [17]. The authors state

that most crime hotspot predicting algorithms use one of the two components, and that their novel

contribution lays in combining both into a single algorithm. This algorithm is presented in [17] and

and analyzed in Lum and Issac’s paper [18].

More specifically, this algorithm models the probabilistic rate λn(t) of crime events occurring in

geographic box n at time t as

λn(t) = µn +
∑
tin<t

θωe−w(t−tin) (21)

where tin represents times of events i in box n and µ is a fixed background rate representing the

likelihood of crime per grid n using data from the past year which is generated using a stationary

Poisson process.

While this first section of the algorithm serves to factor in historical crime data into the model,

the second section of the algorithm models the “near repeat” or “contagion” effect of crime, the

idea that if a house is robbed, the houses nearby are more likely to be robbed. This is modeled

via Expectation-Maximization where given initial guesses for θ, µ and ω the EM algorithm is run

iteratively until the model converges by alternating between the the E-step and the M-step, updating

θ, µ and ω with each run. The size of the cells is contingent upon the amount of available data:

more data makes possible smaller cell sizes, and is fixed at 150m by 150m in this paper, although
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this would vary on a city-to-city basis. The expectation step is defined [17] as:

pijn =
θwe−w(tjn−t

i
n)

λn(tjn)

pjn =
µn

λn(tjn)

And the maximization step is defined [17] as:

w =

∑
n

∑
i<j P

ij
n∑

n

∑
i<j P

ij
n (tjn − tin)

θ =

∑
n

∑
i<j P

ij
n∑

n

∑
j 1

µ =

∑
n

∑
i<j P

ij
n

T

However, Kristian Lum has stated in a lecture [27] that this last equation for µ is incorrect, and in

fact it should read:

µn =

∑
n

∑
i<j P

ij
n

T
(22)

This is because µ is meant to represent the background rate, or likelihood, or crime occurring in

any given city square, and this term is meant to be specific to a particular geographic location. µn

is meant to indicate the background likelihood of crime occurring in location n and if µ was fixed

as constant across all locations n their algorithm appear not to work as they describe it to.

3.6 Kristian Lum and William Isaac’s paper

To Predict and Serve, Lum and Isaac’s was published in the October edition of Significance, a

public interest statistics journal. The article offered two exceptionally novel contributions to the

study of predictive policing. First, Lum implemented PredPol’s algorithm from their published

paper Randomized controlled field trials of predictive policing, described in Section 3.5 [17]. This

is the first known instance, to my knowledge, of a researcher implementing and analyzing a “live”

predictive policing algorithm that is currently deployed in the real world. Secondly, the article

used public health survey data to predict rates of drug use in Oakland. Often when analyzing

machine learning algorithms for discrimination, especially predictive policing algorithms, the lack of

“ground truth” becomes incredibly problematic: without a complete record of what crime is actually
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occurring it is impossible to empirically prove discrimination. This paper addresses that difficulty

by presenting a compelling estimation of drug crimes in Oakland.

3.6.1 Modeling Drug Use in Oakland and Synthetic Populations

The authors begin with the 2011 National Survey on Drug Use and Health (NSDUH), a national,

federally funded survey collected by a private, non-profit research group using nationally recognized

best practices. This survey collects data on drug use across the nation. They then generate a

synthetic population for Oakland: using census data they reconstruct Oakland’s population such

that it models census demographics on a per-block basis. Using this synthetic population they then

predict rates of drug use throughout the city using the data from the NSDUH survey. The authors

make the claim that an individual would be more likely to admit to using drugs in a public health

survey than to the police and that as such their model of drug use throughout the city should be

more accurate than the police’s. They back up this claim by noting that the Federal Government

uses the NSDUH survey, and not police records, when analyzing drug use.
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4 Methods

4.1 Metrics

Four different fairness metrics are compared throughout this thesis: The Calders-Verwer Score

[7], the Disparate Impact score [6], the Distance Boundary Covariance score [9], and the Normalized

Prejudice Index [4]. These metrics are calculated in terms of some binary sensitive variable (such as

race or gender) and apply to problems of binary classification in which some binary outcome variable

is predicted. The first two of these metrics measures fairness with respect to the predictions of a given

algorithm. They reflect the outcome of a given classification. The Distance Boundary Covariance

score reflects the distance between individual’s and the decision boundary of a linear classifier, and

as such cannot be calculated for all classifiers. The Normalized Prejudice Index measures the mutual

information between between the sensitive variable and the predicted variable. Each provide slightly

different ways of thinking about – and quantifying – fairness.

4.1.1 Calders-Verwer Score and Disparate Impact Score

The Calders-Verwer Score and the Disparate Impact score both reflect the relationship between

the probabilities that sensitive and nonsensitive individuals will be predicted to be in the positive

class. For a given dataset and predicted model, where each individual has sensitive variable S ∈ [0, 1]

and a predicted class label C ∈ [0, 1], the probability that a sensitive individual will be in the posi-

tive class is calculated by taking the number of sensitive individuals predicted to be in the positive

class (P (S0|C1) ) divided by the total number of sensitive individuals (P (C1)): P (S0|C1)
P (C1)

. This is

calculated similarly for non-sensitive individuals as P (S1|C1)
P (C1)

.

The Calders-Verwer score is calculated as the difference between these probabilities (see Section

2.6, equation 3), while the Disparate Impact score is calculated as the ratio between the two (see

Section 2.6, equation 4). A DI score <.8 is legally considered to be discriminatory [6], and as such

this is considered a benchmark of fairness. There is no corresponding benchmark for the CV score,

and as such it must be reasoned about relationally [7].

4.1.2 Distance Boundary Covariance score

The Distance Boundary Covariance score is intended to estimate the DI score [9]. While the DI

score is calculated from the outcomes of any arbitrary classifier, the Zafar paper sought to directly

incorporate the DI score into logistic regression and support vector machine classifiers. This is
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difficult because the DI score is a nonconvex function, which lead to the classifiers becoming difficult

to solve. Instead, they define their new fairness measure as an effective proxy of DI which is easier

to incorporate into existing classifiers. Decision boundary covariance is calculated as the covariance

between individuals’ protected attribute, and the signed distance from their feature vector to the

decision boundary of the arbitrary classifier, as long as that classifier has a continuous decision

boundary.

Distance Boundary Covariance is calculated as follows. First, the dot product of the model’s

feature coefficient weights and the testing data is calculated. Then the dot product is taken between

the vector of protected attributes, and the previous product. Finally this is divided by the number

of samples, to calculate the covariance. The equation can be found in Section 2.6, equation 4.

In my experiments this metric is only calculated for Zafar’s logistic regression classifier, and

the standard logistic regression classifier I use as a benchmark. This metric should be able to be

calculated for Kamishima’s logistic regression classifier. However Kamishima’s algorithm computes

two times the number of coefficients as number of features, making it impossible to compute the dot

product. Without better understanding Kamishima’s decision boundary I was unable to calculate

a DBC score for Kamishima’s algorithm [9].

4.1.3 Normalized Prejudice Index

Kamishima’s Normalized Prejudice Index (NPI) is a normalized measure of the mutual information

between the protected variable and the predicted variable. For an extensive discussion of how NPI

is calculated see Section 3.1, particularly equation 9. In practice, it is calculated using the confusion

matrix of the original and estimated class labels, divided into two sections by the protected variable.

First, the mutual information (defined as PI) between the predicted class label (C) and the sensitive

variable (S) is calculated. This is calculated using the standard mutual information equation over

the estimated class labels and the sensitive variable. To do so, the joint probability distribution

function over S and C is multiplied by the base two log of the probability distribution function of

S and C, divided by the probability distribution function of S and C. Then, the entropy of the

predicted class labels and the entropy of the sensitive variable is calculated. This is done using

the counts in the contingency table generated from the estimated class labels, with respect to the

original class labels (each count representing either the number of True Positives, True Negatives,

False Positives, and False Negatives in the estimated labels). Then PI is divided by the square root

of both entropy scores to calculate NPI. These calculations are done using Kamishima’s entropy

and mutual information functions, the implementation of which can be found in my own repository
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4. NPI ranges over [0, 1] [6]. The equation of this algorithm can be found in Section 3.1.

4.2 Algorithms

Four different approaches to fairness-aware machine learning are compared against each other

throughout this thesis. Three of these represent existing machine learning algorithms which have

been modified to be more fair: Calder’s Two Naive Bayes [7], Kamishima’s Prejudice Regularized

Logistic Regression [4], and Zafar’s Fair Logistic Regression Classifier [9]. The fourth – Feldman’s

data repair [6] – is a data preprocessing technique to be used alongside existing machine learning

algorithms.

4.2.1 Data Cleaning and Discretization

Other than Calder’s algorithm which I re-implemented, I used the author’s published imple-

mentations of their own algorithms. Kamishima, Zafar, and Feldman have all published reasonably

well documented code, with specific instructions for replicating their own results. Generally I found

it easy to replicate results, and incredibly difficult to implement comparisons between algorithms.

This largely stemmed from Kamishima, Zafar and Feldman all relying on different data cleaning and

discretization schemes, preventing easily running the algorithms side by side. Using Kamishima’s

cleaning and discretization scheme I was able to reproduce that paper’s results, but Zafar’s classifier

failed to perform well (classifying all individuals in the positive class). Conversely, using Zafar’s

cleaning and discretization scheme I was able to reproduce that paper’s result, but Kamishima’s al-

gorithm no longer remained sensitive to changes in its fairness parameter. I was unable to replicate

Feldman’s data repair despite meticulously following their cleaning/discretization scheme. Calder’s

algorithm worked well regardless of the cleaning and discretization. I ultimately settled on a modi-

fied version of Zafar’s cleaning and discretization as this still produced reasonable classifications for

Kamishima’s algorithm. For all of the datasets, any elements with missing values were removed from

the dataset. I will go onto describe generally the data cleaning/discretization scheme used in the

pre-processing for each algorithm. I will then go into more detail as to how this was implemented

on a per-dataset basis in my experiments section.

The Calders and Kamishima paper used the same cleaning/discretization approach, first in-

troduced in the Calder’s paper [7]. Kamishima et al’s paper purposefully implemented the same

cleaning/discretization in order to facilitate a comparison between the two algorithms. Another al-

gorithm proposed in Calder’s paper was unable to handle numerical features, so all data was encoded

4See the beginning of Section 5 for a link to the repository
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as binary. Categorical features were one-hot encoded. Each numerical feature was discretized into

four categorical features corresponding to quartiles of the numerical feature’s range. For example,

if someone was in the bottom quartile of age the feature would be represented as [1,0,0,0], if they

were in the 3rd quartile of age the feature would be represented as [0,0,1,0]. Furthermore, for any

feature, if any quartile had less than fifty individuals, that quartile was merged into the adjacent

categories and in turn represented as only three features.

The Zafar data cleaning approach one hot encodes categorical values, but leaves numerical val-

ues unchanged. Furthermore, they perform some minor feature reduction on categorical features,

such as encoding the native country feature in the Adult dataset (which has upwards of thirty

possible values) as either United − States or Non − United − States. This will be discussed per

dataset in the experiments section.

The Feldman repair script requires relatively extensive data cleaning, and it is perhaps at some

point in this step that I introduced an error. All numeric and ordered-categorical features are

scaled. The repair algorithm involves calculating the median numerical value of a feature, which

implies some ordering, thus only ordered categorical features can be used. For example, in the Adult

dataset education is an ordered categorical feature as the categories range from less to more educa-

tion. Occupation however is an un-ordered categorical feature, as there is no internal logic ordering

the elements, and is removed before the repair. Lastly, the Feldman paper removes all protected

attributes before training any model or performing any classification (although the sensitive feature

is still known by the repair algorithm).

4.2.2 Calder’s Two Naive Bayes

Calder’s Two Naive Bayes is the simplest of the algorithms. A training and test data is split by

the sensitive variable into sensitive and non-sensitive groups (such as splitting a dataset into groups

of men and women, or whites and non-whites). Then a standard naive Bayes classifier is trained on

each group, and used to predict that group’s test data. Then the Calders-Verwer score is calculated.

If this score is greater than 0 – indicating that there is still discrimination – then the training data

is perturbed, and the model is retrained. This process is repeated until the Calders-Verwer score is

less than 0.

The training data is perturbed according to the number of estimated positive classifications

compared to positive classifications in the original data. One of two things will happen given the

following variables:
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negative-non-sensitive = number of non-sensitive individuals with negative classification.

sensitive positive = number of individuals with sensitive variable and positive classification

sensitive negative = number of individuals with sensitive variable and negative classification

non-sensitive positive = individuals with non-sensitive variable and positive classification

non-sensitive negative = individuals with non-sensitive variable and negative classification

estimated positive number of individuals classified as having the positive classification

original positive = number of individuals with positive classification in the original data

if estimated positive < original positive then sensitive positive = sensitive positive + 0.01 *

negative sensitive negative = sensitive negative - 0.01 * negative

else if estimated positive classifications ¿ original positive classifications then non-sensitive

positive = non-sensitive positive + 0.01 * sensitive positive non-sensitive negative = non-

sensitive negative + 0.01 * sensitive positive

end if

This ensures that the total number of sensitive and non-sensitive individuals remains the same,

and that the total number of positive classifications remains roughly the same, while enforcing

classification parity between the sensitive/non-sensitive groups. By training one naive Bayes model

for the sensitive group, and another for the non-sensitive group this algorithm also ensures that the

sensitive variable is not used to decide the classification.

Sklearn’s Gaussian naive Bayes Classifier with the default parameters is used to perform the

classification.

4.2.3 Kamishima’s Prejudice Regularized Logistic Regression

Kamishima’s prejudice regularized logistic regression is a variation of the standard logistic

regression algorithm to include a fairness regularized, controlled by a fairness tuning parameter

called eta. This algorithm can only handle binary classification, with a single binary sensitive

variable. The algorithm also includes the industry standard l2 regularizer to prevent overfitting. I

used Kamishima’s own implementation of this algorithm, which provides methods for training the

model, and for predicting class membership. The training method takes two data inputs and five

parameters. The method takes the training data X, as a matrix representing the list of features,

and a numpy array of class labels as y. Importantly, the sensitive variable is stored as the last

feature of each feature array in X. The first parameter sets level of L2 regularization, and is set

at 1 throughout all of Kamishima’s trials. The second parameter – eta – is the fairness penalty

parameter which represents how much accuracy one is willing to trade for increased fairness. An
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eta of 0 would allow for no loss in accuracy, and the value can range arbitrarily high although

Kamishima did not report experiments with the value above 30. The third parameter – LTYPE or

likelihood fitting type – determines whether standard logistic regression, or logistic regression with

the prejudice regularizer is run. Using the prejudice regularizer causes an alternative loss function

to be used, which incorporates the normalized prejudice index. The fourth parameter – NTRY –

controls the number of trials that are run, and the fifth parameter – ITYPE – sets how coefficients

are initialized (0: by zero, 1: at random following normal distribution, 2: learned by standard LR,

3: separately learned by standard LR). The fifth parameter defaults to 3. The prediction method

just takes training data X.

4.2.4 Zafar’s Fair Logistic Regression Classifier

Zafar’s Fair Logistic Regression Classifier is implemented similarly to Kamishima’s algorithm.

Again, I use the implementation provided. This algorithm takes X and y, in the same fashion as

Kamishima’s algorithm. Except, instead of storing the sensitive feature as the last feature in X’s

feature arrays, the sensitive features are passed in separately in a dictionary x control where the key

is the name of the sensitive feature and the value is a 1D numpy array of sensitive feature values.

X, y and x control must always maintain their relative order, as the nth element of X corresponds

to the nth element of y and the values of x control. The datum do not have unique IDs and

the relationship between X, y and x control must be inferred from their indexing. The algorithm

takes four arguments, a gamma value and three binary flags. Gamma operates very similarly to

Kamishima’s eta, except that higher values of gamma allow more loss in accuracy, which is the inverse

of eta. Gamma is set to None to run the unconstrained logistic regression algorithm. In addition to

gamma, there are three binary flags: apply fairness constraints, apply accuracy constraints and

sep constraints. The Fairness and Accuracy constraints are somewhat confusingly labeled: applying

the fairness constraint means the algorithm is run to maximize accuracy bounded by a preset level of

fairness. Applying the accuracy constraint means the algorithm is run to maximize fairness, bounded

by a preset loss in accuracy. Both constraints cannot be set at the same time. The sep constraint

can be set at the same time as the accuracy constraint. This flag ensures that all non-sensitive

datum with the positive classification in the original data are classified positively by the algorithm.

This is to ensure that the fairness constraints work by increasing the number of sensitive individuals

with the positive classification, rather than increasing the number of non-sensitive individuals with

the negative classification.
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4.2.5 Feldman’s Repair Scheme

The Feldman paper takes a different approach to fairness aware machine learning. Rather than

modifying existing algorithms to be “more fair,” the Feldman paper [6] proposes a data preprocessing

solution. Given a dataset – a feature set including a known binary sensitive feature, and some binary

class label – the data repair will perturb the features in order to produce a new, repaired dataset in

which the class label is less dependent upon the sensitive feature.

The data repair can be run on different levels of intensity between 0.0 and 1.0, with higher values

corresponding to higher levels of perturbation and accordingly increased parity between datum with

or without the sensitive feature (protected or unprotected datum). As the repair is run at higher

levels the repair script will relabel protected individuals as unprotected. Run at repair level 1.0, no

datum in the repaired dataset will have the sensitive feature (all datum will be unprotected). If

the sensitive feature is gender, this would result in all people being labeled as male. Accordingly,

the sensitive features of each datum must be stored before the repair script is run. These original

sensitive features are used to calculate the fairness metrics of the classifications from the repaired

data.

The repair script itself is run from the terminal, and takes five parameters. The first two are the

csv file to be repaired, and the name of the file in which to save the output. The third parameter sets

the repair level, between 0.0 and 1.0, the fourth parameter sets the sensitive feature, and the fifth

parameter sets the features to be ignored. Unlike the other algorithms, the repair script requires that

the original data file includes an initial line of headers, describing the feature name corresponding to

each column. This is used in conjunction with the last two parameters. The name of the sensitive

and ignored features is passed in, and this is matched with columns in the original csv file using the

line of headers. The repair script increases fairness with respect to the sensitive feature.

This repaired data, but with the original class labels is then used to train Logistic Regression,

SVM, and naive Bayes classifiers. It is important that the original class labels are used. The

classifications produced by these standard machine learning models can then be analyzed using the

same fairness metrics used to analyze the previous three algorithms.
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5 Experiments 5

I ran my experiments on three datasets: the Adult census dataset [13], the german credit dataset

[28], and the ProPublica recidivism dataset [29]. I will go through these datasets one by one to

describe the dataset, how I treated the dataset, and how – if at all – the dataset was handled in the

experiments of Calders, Kamishima, Feldman and Zafar. I will go onto describe the experiments I

ran across all three datasets. I was unable to replicate the results of the Feldman paper, so those

results are left out, although I will still describe my experimental setup.

5.1 Adult Census Dataset

5.1.1 Description

The Adult census dataset is a canonical benchmark within the field of fairness-aware machine

learning. The dataset is analyzed by all four authors, and is a useful dataset because its ubiquity

makes for comparisons across algorithms, metrics and papers. The dataset itself is from the Univer-

sity of California Irvine Machine Learning dataset repository, and is compiled from 1994 census data.

The dataset has 48842 instances with fourteen attributes which are either numerical and continu-

ous ( age, fnlwgt, education-num, capital-gain, capital-loss, hours-per-week) or categorical (working

class, education, marital-status, occupation, race, gender, native-country and income). Income is a

binary feature denoting whether the individual has a yearly income >50,000 or <=50,000, and is

the variable to be predicted. The features are self explanatory, except fnlwgt, which is a continuous

numerical feature meant to set the final weights of each feature. Fnlwgt is calculated using popula-

tion estimates and is included to ensure that demographically similar people (those who share age,

race, sex) receive similar weights. This feature is ignored because it serves to do the exact opposite

of our intentions of creating a fairness-aware classifier.

5.1.2 Sensitive Features

Both race and gender can be considered as the sensitive feature in the Adult dataset. In these

papers race can be considered either a binary sensitive attribute (white/non-white) or a categorical

sensitive feature. The Zafar paper runs three sets of experiments, first using gender, secondly

using race as a binary feature, and third using race as a categorical feature. However, their paper

focused on the first two sets of experiments for the sake of comparing their algorithm against other

approaches which necessitate binary sensitive features. Gender is used as the single binary feature

5These experiments can be found online at https://github.com/EvanPHamilton/fairness-comparison
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in the Kamishima and Calders papers.

In the Feldman paper one set of experiments are run using gender as the binary feature, and a

second set of experiments are run using gender and race as binary features to examine the effects of

multiple, binary sensitive features. To measure the effect of having two sensitive features, the data

is repaired three times, with respect to sex, race, and the joint distribution of the two.

When working with a dataset such as Adult with multiple potential sensitive features, some

confusion arises. Each fairness metric and fairness-aware algorithm calculates fairness with respect

to either one or two sensitive features. In the case of the Adult dataset, there are two potential

sensitive features: race and gender. If fairness is calculated with respect to gender, than race is

removed from the dataset, and vice versa. This is done simply to exclude other sensitive features

which should not be used in the classification process but which are not specifically being addressed

by the fairness-aware techniques. Each algorithm then separates out the sensitive feature from the

rest of the features. The sensitive feature is used by fairness-aware machine learning algorithms in

order to correct for bias, but is not used for its predictive value.

The Feldman paper stores the original sensitive feature, and then repairs the dataset. The

sensitive, and non-sensitive, features are changed in the repaired dataset in order to remove any

correlation between the original sensitive feature and the original class labels. The repaired data is

then used to train and perform predictions using an arbitrary machine learning model. The fairness

of these predictions is measured with respect to the original sensitive features, not the repaired

ones.

The Zafar, Kamishima, and Calders paper all use the sensitive features as part of their fairness-

aware algorithms. In the Zafar and Kamishima paper the sensitive attribute is used to train their

logistic regression models, because both of their models optimize their respective fairness metrics

(measured in relation to the sensitive feature) during training. In Calders, the sensitive feature is

both used to determine which of the two naive Bayes models is to be used for classification(one

model for those with the sensitive feature, one for those without), as well as being used to calculate

the CV score during the model’s training. All of these approaches use the sensitive feature in order

to measure fairness and ensure that that sensitive feature is not discriminated against.

In my experiments on the Adult data, I consider gender to be the sensitive feature for the sake

of calculating the fairness metrics. Race and gender are remove from the data before training, except

for the case of Calder’s algorithm which uses gender to split the data into protected and unprotected

groups to train two different classifiers. However, because because each Calder’s classifier is only

trained on individuals of either gender, this feature is effectively removed from the Calder’s algorithm

as a whole.
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5.1.3 Data cleaning/discretization

The Adult dataset is used in all four papers I am analyzing, and the authors use different

cleaning and discretization methods as described in my methods section. For the AAdultdult data

Calders, Kamishima and Zafar remove data with missing values, while Feldman does not. However,

Feldman removes all non-ordered categorical features. All the missing features in Adult happen

to be non-ordered categorical features, so in doing so, the Feldman paper also removes all missing

features. The papers treat numerical values differently: Zafar leaves numerical values as is. Feld-

man scales all numerical values between 0 and 1. Kamishima and Calders discretize the numerical

attributes, encoding them as categorical features. This process is described in Section 4.2.1, and

involves binning numerical features into four bins, and treating each bin as a binary categorical fea-

ture. Incredibly sparse bins – those with less than fifty elements in the Adult dataset – are merged

with their neighboring bins.

All authors ignore fnlwgt, and Zafar, Calders and Kamishima one-hot encode all of the cate-

gorical features while Feldman et al. remove all un-ordered categorical features, and numerically 6

encode ordered categorical features.

For my experiments I remove data with missing values. Since the dataset is quite large, and

there are relatively few missing values (7%), and those missing values are mostly male (which make

up roughly 70% of the dataset), I believe this should not meaningfully alter the classification results

This is also in accordance with what most of the authors do. I leave the numerical features as is,

and one hot-encode the ordered categorical features. In accordance to the Feldman code, I removed

all unordered categorical features.

5.2 German Credit Dataset

5.2.1 Description

Similar to the Adult dataset, the German Credit dataset is widely used within the fairness-

aware machine learning literature. However, the dataset is smaller and less robust, and is not quite

as ubiquitous. Of the four papers I am focusing on, the German dataset is only used in the Feldman

paper.

The German dataset is from the same University of California Irvine Machine Learning dataset

6This numerical encoding is done by assigning ordered numerical values to each category. For example if the

education category had four possible values: some high school, high school graduate, some college, college graduate

then some high school would be assigned 1, and college graduate would be assigned 4. These numbers are then scaled

between [0, 1]. The education feature in the actual Adult data has a wider range of possible values, but the same

system applies.

34



repository, and is composed of 1000 datum. Each datum represents a person classified as either

a good or bad credit risk by a German bank in 1994. There are two versions of the dataset, a

numerical and categorical version in which each person is represented by 21 features, with the

first 20 features being used to predict an individual’s credit risk. Similar to the Adult dataset the

original features are either categorical (existence of checking account, credit history, purpose of loan,

current savings, personal status, other debtors, property ownership, installment plans, housing, job,

telephone ownership, foreign worker) and numerical (duration of loan in months, requested credit

amount, installment rate as percentage of disposable income, years of residency, age, number of

existing loans at bank, and the number of people creditor is financially supporting). There is a

second, all numerical version of the dataset in which all categorical features have been encoded

as numerical. This dataset is composed of 24 features, and mirrors the original dataset except

that the purpose of loan feature has been one-hot-encoded as three distinct features. I chose to

use the numerical version of the dataset in order to avoid implementing another discretization

scheme myself. The differing discretization schemes used with the Adult dataset caused numerous

difficulties in comparing these algorithms. Beginning with a numerical dataset precludes some of

these difficulties, and in absence of an agreed upon discretization scheme I would encourage further

work to be done with the numerical German dataset.

5.2.2 Sensitive Features

For both Feldman’s experiments, and my own, gender is considered the sensitive feature in

the German dataset. In the original data gender is encoded as personal status which is actu-

ally a more specific categorical feature with the categories of: male: divorced/separated, female:

divorced/separated/married, male: single, male: married/widowed, female: single. Ignoring the

strangeness of gendered differences in categories, this additional data is stripped and individuals are

simply considered as male or female for the sake of the algorithms and the fairness metrics.

5.2.3 Data Cleaning/Discretization

In the Feldman paper, numerical values are scaled to be between 0 and 1, and unordered categorical

features were removed, while ordered categorical data is one-hot encoded. I repeat these steps, and

use the resulting data for all of my experiments.
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5.3 ProPublica Dataset

5.3.1 Description

The ProPublica Recidivism dataset [29] is by far the most interesting of the three datasets.

Compiled by ProPublica reporters from 10,000 criminal defendants in Broward County, Florida the

dataset was built to analyze the COMPAS risk assessment algorithm. COMPAS is a proprietary

algorithm developed by the company Northpointe, which predicts an individual’s likelihood of re-

cidivism, and is intended to be used by judges when setting bail. While ProPublica does not know

what exact features are analysed by the COMPAS algorithm, they gathered their own set of features

from public records. ProPublica began with the COMPAS scores for 18,610 people who were scored

between 2013 and 2014. Since in Broward County COMPAS is primarily used to determine whether

to hold a defendant before their trial, or let them go on bail, ProPublica threw out those scores

calculated for individuals scored during parole or probation hearings (because these individuals were

already incarcerated) and was left with 11,757 defendants. COMPAS scores were then matched to

public criminal records using first and last name and date of birth. These public criminal records

included race. The resulting dataset includes individuals identified by age and race, their COMPAS

scores, their criminal record, specific information regarding the charge for which they were standing

trial when they received their COMPAS score, and when it did occur, specific information regarding

acts of recidivism.

The COMPAS algorithm predicts both the likelihood of an individual relativizing, and vio-

lently recidivizing, and there are two ProPublica datasets, one including Compas recidivism score

and criminal records of recidivism, and a second including COMPAS violent recidivism scores, and

criminal records of violent recidivism. ProPublica classifies violent recidivism using the FBI defini-

tion of violent crime which defines violent crime as murder, manslaughter, forcible rape, robbery or

aggravated assault.

For the sake of my experiments I attempted to predict whether or not an individual would commit

a violent act of recidivism, and used the ProPublica violent recidivism dataset.

5.3.2 Sensitive Feature

Race is the sensitive feature for the ProPublica dataset. Specifically, I treat race as a binary

variable representing either white or black, and remove other individuals from the dataset.
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5.3.3 Data Cleaning and Discretization

ProPublica used this dataset to measure racial bias in COMPAS scores. While this is distinct

from my goal of predicting recidivism, I followed their initial data cleaning methodology because

they uniquely cleaned their data to account for their data collection methods. First they removed

individuals who were not given a COMPAS score within 30 days of being arrested. This is under

the assumption that in these cases they mismatched offenses with COMPAS scores; this occurs be-

cause ProPublica has an incomplete list of criminal offenses, and because individuals may have been

convicted of multiple criminal offenses but not have been given multiple COMPAS scores. Defen-

dants are also removed from the dataset if their is no COMPAS score corresponding to their crime.

Lastly, the data is filtered to only include individuals who had recidivated within two years, or had

been outside of a correctional facility for over two years, so not to include individuals which may

have eventually recidivated within two years but had not when the analysis occurred. Two years

is selected as a cutoff date both by Northpointe’s claim that their COMPAS algorithm predicts

recidivism within two years. Defendants charged with charges that do not result in jail time – exclu-

sively ordinary traffic offenses – are removed from the dataset. Lastly, all non-white and non-black

defendants are removed from the dataset, so as to focus the analysis on a comparison between white

and black defendants.

This is the extent of ProPublica’s data cleaning. I go on to remove all features except ”age cat”,

”age”, ”race”, ”juv fel count”, ”juv misd count” , ”juv other count”, ”priors count” and ”c charge degree.”

”Age cat,” and ”c charge degree,” are the only categorical features, and are one-hot encoded. Age

category has three options: less than 25, 25-45, and greater than 45, and ”C charge degree” has two

possible values: ”F” for Felony or ”M” for misdemeanor. The other numerical features are scaled

between 0 and 1 using Sklearn’s data preprocessing module. I chose to exclusively use these eight

features. Other features such as ”C charge desc,” which was a short and standardized description

of the charge (”possession cannabis,” ”Grand Theft,” ”Public Intoxication,” etc) might have been

useful, but was left out as it was unordered and thus not eligible for repair under Feldman’s method.

5.3.4 Experiments Trials

For each dataset, the data is split into test and training data, and then used to train each algo-

rithm. The Adult dataset is already split into test and training data in the UC Irvine Repository,

but the Zafar experiments actually merge these test and training splits, and re-split the data into a

70/30 training/test split. I follow their procedure and preform the same merging/splitting for the

sake of consistency. The German and ProPublica datasets are split 70/30 training/test.
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20 tests are run for each dataset. Each test is composed of training some model on the training

data, and then predicting the relevant estimated class for the test data. The same train/test split

is used for each run. Then, the correct and estimated class labels, as well as the value of the sensi-

tive attribute, are used to calculate the four fairness metrics, as well as the accuracy rate and the

balanced error rate, for each model.

For each dataset the following classification tests are run:

• Calder’s Two Naive Bayes Algorithm is run as described in Section 4.2.2. There are no varia-

tions on this algorithm.

• Five runs of Kamishima’s Logistic Regression, in which eta is set to 1, 30, 100, 500 and 1000

respectively. The other parameters are held constant: L2 regularization is set at 1, coefficients

are initially estimated using standard logistic regression, the prejudice regularizer is used, and

the best of five trials is selected. These five trials are not each recorded, but rather this

cross-validation is a feature of the algorithm.

• Four runs of Zafar’s Logistic Regression:

– The first run uses the unconstrained classifier

– The second run applies the fairness constraint

– The third run applies the accuracy constraint, with gamma set at 0.5

– The fourth run applies the fairness constraint, the no positive misclassification constraint,

with gamma set at 1000.0

• Then, there are twelve experiments analyzing Feldman’s repair script. First, each dataset is

repaired at levels 0.8, 0.9, and 1.0. Then, all three repaired datasets, as well as the original data,

are classified using the standard sklearn implementation of a Gaussian naive Bayes classifier,

a logistic regression classifier, and a support vector machine classifier with a linear kernel.

The naive bayes and logistic regression classifiers are run using the sklearn defaults, while the

support vector machine is manually set to use a linear classifier, so that feature coefficients are

set, so that the Zafar fairness metric can be calculated.

A text file of three columns is produced following each classification. Each row represents one datum,

and the following format is used. The first column contains the correct class label, the second column
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contains the estimated class label, and the third column contains the sensitive variable. This file

is then passed to a script originally taken from Kamishima’s code to calculate the fairness metrics,

accuracy and the balanced error rate. I extended Kamishima’s script to calculate every metric

except Zafar’s metric, which requires the model’s feature coefficients. This metric is calculated per

experiment alongside the predictions.
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6 Results and Analysis

6.1 Overview

I was unable to replicate Feldman et al’s results, so their approach is left out of my results. I

am left with 12 experiments per dataset: four Zafar varients, five Kamishima varients, Calder et

al’s algorithm, and standard naive Bayes and Logistic Regression classifiers. Of these experiments,

the Distance Boundary Covariance score is only calculated for Zafar’s algorithm, and the standard

logistic regression classifier. It is not applicable for either naive Bayes classifier, and I was unable

to calculate it for Kamishima’s classifier due to their addition of additional coefficients beyond the

number of features. In the following tables, DBC is an acronym for Distance Boundary Covariance.

I will present the raw results, before going onto an analysis per dataset.

6.2 Feldman et al results

I do not know why I was unable to reproduce Feldman et al’s results. I cleaned the data

according to their specifications, used their repair script, and classified the results using similar

naive Bayes and logistic regression classifiers. In their paper they used a custom SVM classifier, so

it is possible that my results using sklearn’s implementation of an SVM classifier might not have

matched. However, my results did not match across all three classifiers. I persistently achieved

improbably high disparate impact scores on the repaired data. Running the repair did increase the

DI, but by too much. The repair value also appeared to be working correctly, as classifiers trained

on data repaired at .9 had a higher DI than data trained at .8, and classifiers trained on data trained

at 1.0 had a higher DI than data trained at .9. However, the DI was simply too high, indicating

that I was introducing an error at some point in the classification process. For example, using a

standard naive Bayes classifier I achieved DI scores of 1.16, 1.21 and 1.26 with data repaired at .8,

.9 and 1.0 respectively. In the original paper no DI scores above 1.1 were reported.

This suggests that the sex, the sensitive attribute for which DI is being calculated, is somehow

being used in the classification, despite being left out of the data used for training and testing.

Presumably, there is an unknown software bug in my classification pipeline, but this has yet to be

found (despite many hours searching).
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6.3 Results on Adult Data

Methods CV Score DI Score NPI

Score

DBC

Score

Accuracy Balanced-Error

Rate

Original Class

Labels

0.19219 .38216 0.03962

Naive Bayes 0.23290 .32275 0.05592 0.83 0.14234

Logistic

Regression

0.14794 .35796 0.03303 0.33604 0.85 0.12800

Calder’s Two

Naive Bayes

-0.04914 1.2008 0.00205 0.78 0.211807

Kamishima eta:

1

0.18341 .29571 0.04670 0.84 0.132186

Kamishima eta:

30

0.18341 .29571 0.04670 0.84 0.132186

Kamishima eta:

100

0.19280 .28425 0.04960 0.84 0.13551

Kamishima eta:

500

0 nan 0 0.75 0.21497

Kamishima eta:

1000

-0.02081 1.4345 0.00242 0.77 0.19422

Zafar

Unconstrained

0.17709 .31042 0.04365 0.376 0.84 0.13211

Zafar

Accuracy

Constraint

0.00781 .96236 0.00007 0.009 0.78 0.20117

Zafar

Fairness

Constraint

0.03817 .79946 0.00205 0.013 .83 0.14854

Zafar

No

Positive

Misclassification

-0.01178 1.0130 0.00041 0 0.33 0.69874
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6.4 Results on German Data

Methods CV Score DI Score NPI

Score

DBC

Score

Accuracy Balanced-Error

Rate

Original Class

Labels

0.07529 .89448 0.00453

Naive Bayes 0.11877 .83125 0.01067 0.74333 0.27654

Logistic

Regression

0.05814 .92559 0.00338 0.081246 0.79 0.21989

Calder’s Two

Naive Bayes

-0.06434 1.1043 0.00304 0.72 0.285788

Kamishima eta:

= 1

0.14439 .82503 0.02188 0.79 0.22232

Kamishima eta:

= 30

0.05629 .92972 0.00345 0.78 0.23538

Kamishima eta:

= 100

0.01373 .98284 0.00022 0.77 0.24602

Kamishima eta:

= 500

0.00908 .98930 0.00013 0.76 0.25619

Kamishima eta:

= 1000

-0.01311 1.0152 0.00031 0.75 0.27215

Zafar

Unconstrained

0 1.0 0 0.492 0.69 0.32405

Zafar

Accuracy

Constraint

0 1.0 0 0.165 0.69 0.32405

Zafar

Fairness

Constraint

0 1.0 0 0.09 0.69 0.32405

Zafar

No

Positive

Misclassification

0 1.0 0 0.385 0.69 0.32405
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6.5 Results on ProPublica Data

Methods CV Score DI Score NPI

Score

DBC

Score

Accuracy Balanced-Error

Rate

Original Class

Labels

0.16038 .74218 0.01833

Naive Bayes 0.05474 .94421 0.02291 0.13705 0.56 0.42533

Logistic

Regression

0.21606 .71236 0.03679 0.67 0.32016

Calder’s Two

Naive Bayes

-0.03668 1.0399 0.00709 0.56 0.42373

Kamishima eta:

1

0.23487 .67521 0.04135 0.67 0.32802

Kamishima eta:

30

0.05144 .90412 0.00186 0.66 0.33936

Kamishima eta:

100

0.02033 .95976 0.00029 0.65 0.34713

Kamishima eta:

500

-0.00708 1.0148 0.00003 0.64 0.35413

Kamishima eta:

1000

-0.01592 1.0340 0.000179 0.65 0.35700

Zafar

Unconstrained

0 1.0 0 0.509 0.52684 0.45810

Zafar

Accuracy

Constraint

0 1.0 0 0.048 0.52684 0.45810

Zafar

Fairness

Constraint

0 1.0 0 0.023 0.52684 0.458107

Zafar

No

Positive

Misclassifications

0 1.0 0 0.001 0.52684 0.45810
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6.6 Analysis

6.6.1 Adult Data Analysis

The first thing to highlight in the Adult results is that the Kamishima classifier behaves

strangely, and does not seem to work with this discretization scheme. It is worth reiterating that

in the original paper [4] the algorithm is run on entirely categorical data (numerical values in the

Adult dataset are first binned and then discretized as categorical). When this algorithm is run using

data discretized in this manner it works quite well for eta values ranging between 0 and 30, as in the

original paper. However, leaving in numerical values the classifier initially appears not to work at

all. Up to eta values of 100 the algorithm underperforms the standard logistic regression classifier.

At eta=500 the algorithm predicts that every individual makes less than $50K a year, meaning that

every individual is predicted as having the negative class label. It is because of this that the DI score

appears as nan: DI cannot be calculate when the probability of a positive classification for either

class is zero. Then, at eta=1000, the algorithm begins to over compensate, and loses accuracy by

falsely classifying too many women as making over $50K a year. Kamishima’s algorithm does not

seem to behave as expected on the Adult dataset using my discretization.

Kamishima’s algorithm with a low eta and Zafar’s unconstrained algorithm both achieve very

similar results. Since both algorithms are modified logistic regression algorithms, this leads me to

believe that my discretization scheme causes Kamishima’s algorithm to run as if eta is set to 0,

regardless of its actual value. Zafar’s unconstrained algorithm is essentially a standard logistic re-

gression algorithm, as Zafar’s algorithm is only ”fairness-aware,” when one of the constraints is set.

Similarly, Kamishima’s algorithm with eta=0 is essentially a standard logistic regression algorithm,

as eta dictates how much accuracy the algorithm is willing to trade to increase fairness. If eta is zero,

no accuracy will be lost. Interestingly, both these algorithms – which should default to a standard

logistic regression – underperform the sklearn implementation of logistic regression.

Looking at Zafar and Calders algorithms, we see that Calder’s algorithm underperforms Za-

far’s Fairness and Accuracy Constrained algorithms. These two variants (confusingly, the accuracy

constraint seeks to maximize fairness while maintaining accuracy and the fairness constraint seeks

to maximize accuracy while maintaining fairness) are the most robust variants of Zafar’s algorithm,

and seem most apt for a general comparison. The Zafar no positive mis-classification variant ensures

that no unprotected, positive class labels in the original data are ”demoted” to the negative class

label in the predicted data, and while this variant is highly fair, it comes at a steep drop in accuracy.

All of these experiments were run on the complete Adult dataset, of 48,842 datum. However,

the performance of the Zafar algorithm seems to vary depending upon the size of the dataset. This
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is particularly noticeable when the algorithm is run with the fairness constraint. With the fairness

constraint and the full dataset, the DI score has an average value of .86, with a standard deviation

of .18 over five trials. When the dataset is reduced to 10,000 datum the DI score has an average of

1.29, with a standard deviation of .58, over five trials. That is a large standard deviation for both

datasets, but demonstrates that the algorithm performs particularly poorly with smaller datasets.

This helps explain its poor performance on the other datasets. It also suggests a need for some form

of cross validation, in particular for this algorithm but for all these datasets in general.

Lastly, Calder’s algorithm achieves a CV score of -.049, indicating that those in the protected

class have just a slightly higher probability of being classified with the positive class label as members

of the unprotected class. This is drastically ”more fair,” than the original naive Bayes algorithm

which has the highest CV score of all the classifiers at .23, but may or may not be desirable given

the needs or desires of whoever is running the classification. This comes at the expense of a .07

increase in the balanced error rate. Whether or not this is a worthwhile tradeoff depends entirely

on circumstances.

6.6.2 German Data Analysis

Unlike the experiments on the Adult data, Kamishima’s algorithm performs better on the

German data while Zafar’s algorithm seemingly fails to perform properly. I believe this is due to

the makeup of the German dataset, which is all numerical, and each feature is scaled between 0 and

1. This more closely resembles the data in the Kamishima discretization scheme (where every value

is either 0 or 1), and perhaps contributes to the success of Kamishima’s algorithm on the German

dataset. Furthermore, the dataset is very small when compared to Adult (1000 elements), meaning

every individual classified plays a relatively larger role in the ultimate fairness metrics.

We see that Kamishima’s algorithm run at eta=30 is “more fair,” across all three metrics when

compared to the same algorithm run with eta = 1. However, at eta=30 this performs essentially

as well as the standard logistic regression algorithm, meaning Kamishima’s algorithm is hardly

causing the fairness to increase. This led me to notice that the NPI of the raw data is already

quite low, at .0045. Kamishima’s algorithm works through incorporating minimize NPI into the

loss function, and this leads me to believe that the algorithm’s behavior varies depending on the

underlying distribution of the original data. When the original data is “unfair,” lower eta values

appear to effectively increase fairness. When there already exists a relatively high parity between

sensitive and non-sensitive groups in the original data (when the original class labels are “more

fair”), higher values of eta seem required to increase parity in estimated class labels.
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The German dataset is already close to gender parity, so the algorithms have to “do more” to

increase parity between protected and unprotected groups. To test this, I ran another experiment

with the eta=1000. This actually worked incredibly well, and brought the CV score and DI score to

almost exact parity between groups, with a minimal drop in accuracy and increase in the balanced

error rate. This demonstrates the need to tune these algorithms to specific datasets, and for authors

to more clearly elucidate the role these tuning variables play. In Kamishima’s paper, eta maxes

out at 30, and the authors do not speak about the variables range. This also makes difficult a

comparison of the algorithm across datasets, when drastically different etas are required to achieve

similar levels of fairness.

Lastly, it is worth noting that the DBC score of the Zafar algorithms change across variations.

This leads me to believe that the algorithm is working – or at least that the variants are in fact

different from one another – but that the algorithm simply performs very poorly on this dataset.

Varying the gamma variable from .00001 to 10,000 (with 1 and 1,000 as the values used in the paper)

does not result in any negative classifications. Unlike Kamishima’s algorithm, Zafar’s does not seem

as tunable.

6.6.3 ProPublica Data Analysis

The ProPublica results are similar to that of the German dataset. The dataset is relatively small

(5278 elements in the cleaned data) and there is relative parity in the underlying data (DI score of

.74218 in original class labels). Similarly to the German experiments, none of Zafar’s algorithms

calculate any negative classifications, and Kamishima’s algorithms work well with higher eta values.

The ProPublica dataset has the lowest overall accuracy and highest overall balanced-error rates. It

is very difficult to predict whether or not someone will recidivate. However, given these low accuracy

rates, it is possible using Kamishima’s algorithm with eta=500, to achieve “fairness,” with respect

to the CV score and DI score, for a very small increase in the balanced error rate (.03 over the same

algorithm with eta=1.

Also similarly to the German dataset, we see DBC changing between Zafar’s algorithms without

any other changes, because their are no estimated negative classifications. This leads me to believe

that Zafar’s algorithm is working – or at least the variations are different from each other – but

that the algorithm also performs very poorly on the dataset. Similarly, varying gamma between

.00001 to 10,000 (with 1 and 1,000 as the values used in the paper) does not result in any negative

classifications. This suggests that Zafar’s classifier is not well suited for datasets in which the original

class labels are already relatively “fair”.
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6.6.4 General Analysis of Algorithms and Fairness Metrics

In general, the CV and DI scores are much more intuitive measures of fairness than NPI and

DBC. For example, it is possible to continue increasing the eta in Kamishima’s algorithm until DI

over 1.0, or CV under 0.0. It is more difficult to reason about changes in NPI and DBC. However, this

does not necessarily make these metrics “better,” particularly because it is not always desirable to

achieve parity between groups. Furthermore, none of these approaches appear to be easily and simply

applicable across datasets. Even in the small scope of this thesis it is difficult to truly benchmark

these algorithms against each other, because so many differing variants of the Kamishima algorithm

had to be run for differing datasets.

7 Conclusion and Future Work

Future work could take three distinct forms. First, there is more to be done regarding bench-

marking existing fairness-aware approaches to machine learning, and fairness metrics. This thesis

laid out the difficulties in doing this work, but only began to gesture towards a comprehensive

benchmark. This is incredibly important because – as demonstrated – the performance of these

algorithms truly varies across datasets. There are more metrics, algorithms and datasets to be in-

cluded. However, the first and most glaring thing to be done is to re-run these experiments using

a 10-fold cross validation, to ameliorate the variation induced by small datasets. Aside from being

unable to replicate Feldman et al’s algorithm, this is the biggest weakness of my thesis.

I believe there is specific work to be done in creating fairness-aware algorithms which do not

depend on tuning variables. If these algorithms are ever to extend outside academia, they need to

be made to work as-is, similar to existing machine learning libraries (such as sklearn which I used

throughout this thesis) which can be imported, trained, and used to classify. In this regard I believe

there is something to be learned from Calder’s algorithm. Calder’s algorithm ran until fairness was

achieved. It is possible to imagine modified versions of Kamishima’s or Zafar’s algorithm which run

in a loop, retraining the model with subsequently higher or lower tuning variables, until a given

level of fairness is achieved. This is highly dependent upon the chosen fairness metric, and might

not always be desirable, but would go a long way towards making these algorithms work well across

datasets.

This work was motivated by a hope to design fairness metrics for the context of predictive polic-

ing. Binary classification is the absolute simplest machine learning application for which to define a

fairness metric. More complex applications of machine learning – such as deciding where to deploy

police officers – require more complex measures of fairness. For the examples studied in this thesis
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there is a known “ground truth,” the data is already structured, and there exist original, true class

labels from which we can train predictive models. This “ ground truth” does not exist in policing.

Police and machine learning practitioners do not know where crime is occurring. They only know

where they are already making arrests. This makes it incredibly difficult to train predictive models

without reinforcing existing policing patterns.

I conclude this thesis with a strong conviction that there is more work to be done. Machine

learning is only becoming more prevalent in everyday life, and the development of more robust

computational measures of fairness is needed. There must be an ongoing dialogue between the com-

putational and social sciences to continue interrogating what it means to be “fair” in the digital

age. Meanwhile, this academic work must bridge the gap with industrial work. Enterprise machine

learning applications must be held accountable. To do this, thorough benchmarks must be developed

so that there is exists a standard to machine learning practitioners to. Until this happens, computer

scientists working on all aspects of machine learning would be well served to remind themselves of

the ways in which their work can profoundly effect the lives of others.
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