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ABSTRACT: Major League Umpires make several hundred calls per game and have significant 

effects on the performance of players. This research investigates whether Major League Baseball 

umpires make calls based on racial preferences. Weak evidence is found suggesting that umpires 

may call fewer strikes against pitchers of different race and more strikes against pitcher of the 

same race. Due to the MLB being majority white, these effects can disproportionately hurt the 

performance of minority players. With millions of dollars on the line for many players, umpire 

discrimination can have larger than expected effects. 
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Introduction 
 

Racial discrimination has long been a subject of scrutiny within economics. Most agree 

that racial discrimination, whether conscious or unconscious, can and does have many adverse 

economic effects in the world today. The difficulty of solving this issue lies within identifying 

cases of discrimination and working to prevent further incidents. One commonly discussed and 

important form of racial discrimination is in performance evaluation. This could take place in 

many forms, including performance reviews or the job selection process. One issue with 

researching this form of discrimination is that it is often very difficult to obtain quantitative 

results on racial discrimination, since many occurrences are immeasurable or incomparable to 

others. Baseball is an excellent platform for studying racial discrimination by evaluators since 

the evaluators (umpires) make several hundred decisions over the course of a game, and there are 

thousands of games played each year. 

Umpires are meant to be objective decision makers on whether a pitch is a ball (out of the 

strike zone), or strike (within the strike zone). The strike zone is an imaginary box that stretches 

along the 17-inch plate and extends from the batter’s knees to chest. This distinction is often very 

difficult to make, as pitches travel from the pitcher’s release to home plate in just fractions of a 

second. Major League umpires are the best in their profession, but still call a significant number 

of pitches incorrectly. With hundreds of pitches thrown each game, umpires must make many of 

these split-second decisions, while attempting to remain as objective as possible. The reality of 

umpires’ ability to be entirely objective brings up an interesting question of umpire bias based on 

race. Do umpires make calls based on racial biases? In other words, would a white umpire be 

more likely to give an incorrect strike call to a white pitcher as opposed to a black pitcher (and 

the same for black umpire with black pitcher and Hispanic/Hispanic)? With increasing debate 
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around the implementation of “robot umpires” who would never miss a call, the topic is now 

extremely relevant to the sport of baseball. This topic carries additional implications into a 

broader context of workplace discrimination and recognition of achievement. White people are 

often seen as being given more credit for the same quality of work as minorities. This study will 

allow for a glimpse into this form of discrimination using baseball umpire decision-making to 

quantify the results. 

To address this questions, this paper examines Major League Baseball umpires and 

whether their ball and strike calls are influenced by race using pitch by pitch data from the 2015 

and 2016 seasons. This will allow for a large sample of pitches to be examined under different 

race circumstances. This holds significant implications in determining not only the presence of 

hindered performance for minority players in baseball, but also how in general evaluators’ biases 

factor in to judgements of performance. These types of biases can lead to far more significant 

consequences, ranging from the outcome of a court decision to a promotion at a job.  

By using tables and regression models based on incorrect ball or strike calls, this paper 

reveals relatively small instances of racial discrimination by umpires. The highest evidence for 

discrimination comes from situations with white umpires and Hispanic pitchers, who receive 6.2 

percent fewer strikes on incorrectly called balls. There also appears in some places an effect of 

batter race on umpire decision making, though not to the same degree.  
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Literature Review 

Research on racial discrimination in baseball as a topic of economic study has been 

developing over several decades, totaling many studies that consider this phenomenon in a 

supposedly competitive industry. Pascal and Rapping (1970) is considered the first study to 

investigate the idea of racial discrimination within professional baseball. This study found 

evidence of race affecting salary in the 1950s, but no evidence of pay discrimination by race in 

the late 1960s. Interestingly, the authors did suggest that there existed an unequal opportunity for 

black players to be recognized enough to make it the big leagues. As black players on average 

had a higher salary and outperformed their white counterparts at every age in 1968, the authors 

suggest that this is due to restricted opportunities for black players that allowed only the most 

standout black players to get noticed. This research created a topic of economic investigation for 

several other researchers to improve upon and continue to quantify the effects of racial 

discrimination in Major League Baseball.  

In the immediate years following, several more economic studies of racial discrimination 

in baseball were conducted. The most notable of these studies were Gwartney and Haworth 

(1974) and Scully (1973), which further investigated wage discrimination in Major League 

Baseball. Gwartney and Haworth provided an in-depth analysis of what happened in the MLB 

after desegregation occurred in 1947. At the time, there existed a large influx of players with 

proven talent from negro leagues, but many teams were hesitant to sign these players. As a 

result, Gwartney and Haworth were able to quantify how neglecting this pool of players put 

certain teams at large competitive disadvantages compared to those who were willing to sign 

black players. Scully (1973) provides an analysis of racial discrimination in several sports, 

including baseball, focusing mainly on wage discrimination in baseball. He finds that upon 
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entering professional baseball, black players are paid less than their white counterparts. This gap 

diminishes over time as players solidify their reputation as players of certain skill levels. Overall, 

the results on wage discrimination in baseball generally tend to be mixed from study to study. 

The study of racial discrimination in an economics context has not been entirely limited 

to salary discrepancies between races. Nardinelli and Simon (1990) analyzed the secondary 

market for baseball cards to investigate the existence of consumer discrimination. In their paper, 

they suggest significant evidence of racial discrimination by consumers in the market for 

baseball cards. Using data from a baseball card price manual in 1989 and general player 

statistics, they found that cards for black position players sell for about 10 percent less than white 

players of similar skill and cards for black pitchers sell for about 13 percent less than white 

pitchers of similar skill. This investigation provides some interesting insight into racial 

discrimination carried out by baseball fans as opposed to team management, which is often the 

subject of scrutiny in these studies. 

Shifting focus to officiating bias in sports, Garicano, Palacios-Huerta, and Prendergast 

(2005) marked a groundbreaking study in this subject. In their study of professional soccer 

games in Spain from 1994-1999, they find very significant evidence of favoritism under social 

pressures from home crowds. They do this by looking at injury times added at the end of 

regulation by the referees depending on how the additional minutes could influence the outcome 

of the game in favor/against the home team. In a game where the home team is behind by one 

goal, injury time awarded is 35 percent above average, while in a game where the home team is 

ahead by one goal, injury time awarded is 29 percent below average. Not only did this paper 

demonstrate the magnitude of nonmonetary incentives on behavior, it provided groundwork for 

the study of officiating bias in sports to model decisions in other economic scenarios.  
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Fusing these two aspects into the concept of racial discrimination by officiators in sports, 

there exists a deal of literature suggesting the existence of this bias in several sports. The first of 

such papers was Price and Wolfers (2010), which found evidence of racial discrimination by 

NBA referees when calling fouls. Using data from 1991-2004, they find that black players 

receive .12-.21 additional fouls per 48 minutes, and a team that plays 15 percent fewer minutes 

with black players than the other team under an all black officiating crew vs. all white officiating 

crew changes the winning percentage by 3.4 percentage points. This study was so widely 

received that it elicited a response study by the NBA, to which Price and Wolfers responded with 

another follow-up study in 2012. This paper laid the foundation for research into racial 

discrimination by sports officiators and served as the inspiration for the next paper.  

 The paper that inspired my work is Parsons, Sulaeman, Yates, and Hamermesh (2011). 

As is the topic of this paper, Parsons et al. focuses on the existence racial discrimination by 

umpires in Major League Baseball against pitchers whose races are different from theirs. There 

are a few reasons why this topic could benefit from a reinvestigation. First, they find significant 

evidence of racial discrimination by umpires only when umpires are being “observed” by a pitch 

tracking system (therefore umpire evaluating system) called QuesTec. As QuesTec was only 

installed in one-third of all stadiums during the years for which data was collected (2004-2008), 

the paper was able to determine that racial discrimination by umpires was only present in 

stadiums without QuesTec installed. Since the publication of this study, new technologies such 

as PITCHf/x and TrackMan have spread into Major League Baseball and are now installed at 

every MLB stadium. These systems track the exact location of the baseball as it crosses the plate 

(using camera and radar technology, respectively) and allow for the perfectly accurate calling of 

a pitch as a strike or a ball. Within the past few years, PITCHf/x data has become available to the 
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public (TrackMan still remains private to teams’ front offices) for analysis. In addition, more 

television broadcasts are now including graphics that display the strike zone in real time. If the 

findings of this paper are to be consistent with the hypothesis brought forth by Parsons et al., 

there should no longer be evidence of racial discrimination by umpires as umpires are constantly 

being monitored. 

Another important reason why it is useful to reconsider this topic is to utilize the newer 

technology to change the empirical framework used in the previous study. Because Parsons et al. 

(2011) were limited to data from 2004-2008, they were unable to fully utilize PITCHf/x data to 

aid in their analysis. As a result, their methodology involved using total strike percentage by the 

pitcher as the main dependent variable, and measured deviations when umpire and pitcher races 

did not match. Due to technological advancement in MLB pitch tracking, this paper utilizes a 

more advanced approach laid out in Kim and King (2014), which uses PITCHf/x data to 

determine the likelihood of an incorrect call by an umpire using logit regression techniques. 

They split these incorrect calls into two categories to be analyzed separately: over-recognition 

and under-recognition. They consider over-recognition to be when the umpire “over-recognizes” 

the pitch’s quality and calls a strike when the pitch is actually a ball, and under-recognition to be 

an umpire calling an actual strike a ball. More simply stated, over-recognition favors the pitcher 

and under-recognition favors the batter. Although Kim and King investigates the presence of 

umpire bias in favor of pitchers with previous all-star appearances, this paper combines their 

methodology with Parsons et al.’s research question to provide a reinvestigation of racial 

discrimination by umpires in Major League Baseball.  
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Data 

The data being used for this research was obtained directly from MLB Advanced Media’s 

(MLBAM) Gameday and PITCHf/x data. This panel dataset contains in depth statistics on each 

pitch, at bat, and game of each MLB season beginning in 2008 (Fast 2010). It is used for many of 

the MLB’s websites and products, including their MLB At Bat app, and has been made publicly 

available. The pitch event data is collected using PITCHf/x tracking hardware, which is installed 

at all 30 Major League stadiums. The system operates by using high-speed cameras to take 

pictures of the ball at several points during its split-second flight to the plate. The remainder of 

the Gameday data (play results, attendance, umpires) is kept track of manually and stored in the 

database.  

The sample used in this paper includes data for every pitch of the 2015 and 2016 seasons, 

as well as other useful variables obtained from MLBAM’s database. The sample contains 5,903 

games with 447,930 at bats and 1,600,020 pitches. The main data of interest is retrieved from 

inning_all.xml, an XML file created by MLBAM for each individual game which contains 

nearly all relevant pitch and at bat data needed for this analysis. From these files, variables such 

as pitch location, pitch type, situation (outs, score, inning, etc.), play outcome, player and umpire 

names, teams, and attendance can all be found. Using this comprehensive data released by 

PITCHf/x allowed for further manipulation to create variables for run differential and pitch 

location distance from the nearest edge of the strike zone.  

After cleaning up and merging the data, a total of 655,846 pitches remained. This 

significantly smaller than the original 1.6 million pitch dataset mainly because pitches in which 

action occurs aside from a called strike or called ball are omitted. The types of action that are 

excluded include balls hit in play, fouled off, swung on and missed, batter hit by pitch, and 
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automatic balls/strikes (balk or delay of game). Pitches labeled as pitchouts, intentional walks, or 

balls in dirt are also omitted as they are all always called balls. Of the 655 thousand pitches, 

66.79 percent were called balls and 33.21 percent were called strikes. Those familiar with 

baseball should immediately recognize that this spread of calls is not consistent with how many 

strikes and balls pitchers actually throw, as pitchers typically throw more strikes than they do 

balls. The reason so many more balls appear in the dataset is due to the fact that balls outside of 

the strike zone are much less likely to be swung at by the hitter than are strikes. Thus, more 

strikes are omitted from the dataset, skewing the data towards more balls.  

The final dataset reveals that umpires mistakenly call a pitch outside of the strike zone a 

strike 8.82 percent of the time, and call a pitch inside of the strike zone a ball 16.60 percent of 

the time (Table 1). At first glance, it may seem strange that the percentage of incorrect calls 

varies so widely for actual balls and actual strikes. This relationship is actually expected; since 

strikes that are thrown right down the middle of the plate are much more likely to be swung at 

(thus omitted from this dataset) than strikes at the corners of the strike zone, we expect the 

distribution of actual strikes in our dataset to be skewed towards the edges of the strike zone. 

These pitches at the borders of the strike zone are generally more difficult to call correctly. We 

can confirm that this is in fact the case by examining the distedge variable, which calculates the 

distance of the pitch to the nearest edge (in feet). The mean distance from the edge of the strike 

zone for all actual strikes is .306 feet (3.672 inches) while the mean distance from the edge for 

all actual balls is .585 feet (7.02 inches). In addition, 8.60 percent (37,656) of balls were 1 inch 

away or less from the strike zone while 17.48 percent (38,064) of strikes were within 1 inch of 

the strike zone edge. This confirms the suspicion that the skewed distribution of strikes is likely 

influencing the difference in missed call percentage for actual strikes and balls. 
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Because Major League Baseball does not have a database with player’s races listed, one 

had to be created. I first organized a list of all players who had hit against or thrown at least one 

pitch during the 2015 or 2016 seasons using the data obtained from MLBAM. Then, I created 

links to their headshot photographs using their official player ID numbers. Finally, I used this 

completed list of 1,690 players to create a survey on Mechanical Turk, a service offered by 

Amazon which allows users to pay a small fee in order to have other individuals complete simple 

and quick tasks for pay. This method was utilized as it seemed to be a quick and simple way to 

acquire a full list of player race identifications while not relying on just my judgement. An 

example of a survey question is shown in Figure 1. 

As Hispanic is not considered a race by the U.S. Census Bureau, I initially intended to 

split Hispanic players apart by white or black race identification. This has since been 

consolidated into a Hispanic “race” as the differences between white and black Hispanic 

appeared to be largely subjective to participants. Each player with accompanying photo obtained 

four classifications from four different users. In cases where two or fewer participants agreed on 

a classification, I manually reviewed and assigned them a race based on picture, name, and in 

some cases country of origin. Since there was a much smaller number of umpires in the dataset, I 

assigned each umpire a race manually using online pictures, name, and in some cases country of 

origin as reference. The chart in figure 2 on the left shows the distribution of race for players 

while the chart on the right shows the distribution for umpires.  

Although white non-Hispanics make up the majority of both players and umpires, they 

are largely overrepresented in umpiring compared to players. White non-Hispanics comprise 82 

percent of umpires while accounting for 66 percent of players. Additionally, there were no Asian 

umpires working in the Major Leagues during this period. As they comprise such a small 
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percentage of players and no umpires, I deleted all observations involving players belonging to 

the Asian or “other” categories. This does not cause a significant change in the dataset but 

greatly simplifies comparisons and analysis. 

 

Retesting Previous Research 

Because the dataset used in this paper contains all relevant data used in Parsons et al.’s 

2011 paper, their findings from the 2004-2008 seasons can be retested using data from the 2015-

16 seasons. As QuesTec is no longer utilized and monitoring is available at every MLB stadium, 

their hypothesis of monitoring affecting the presence of bias cannot be tested. However, the 

strike percentage differences by race can be observed using the same methodology set up in their 

research.  

 Table 2 shows the same table from Parsons et al. using data from the 2015-2016 seasons. 

The table directly below it is the original table from Parsons et al.. The same control variables – 

score advantage of pitcher, terminal count indicator (3 balls and/or 2 strikes), and inning – were 

used to ensure comparability. The tables show the results of estimating linear probability models 

of different pitcher-umpire race combinations (Parsons et al. 2011). The bottom three columns 

show the UPM coefficient using pitcher-only, pitcher-umpire, and pitcher-umpire-batter fixed 

effects. UPM indicates an umpire pitcher match of race. That is, UPM is equal to one if the 

umpire and pitcher are both the same race.  

Table 3 from Parsons et al. shows some relatively weak evidence to support same-race 

bias by umpires. There is weak evidence in column 1 suggesting that Hispanic umpires call 

fewer strikes when a white pitcher is on the mound, and call more strikes as shown in column 3 

when the umpire is calling for a Hispanic pitcher. The strongest evidence of racial bias appears 
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for white umpires. As shown in column 4, black pitchers’ strike percentage compared to a white 

pitchers’ goes down 1.48 percentage points with a white umpire behind the plate. The same 

effect is .72 percentage points for Hispanic pitchers. However, Parsons et al. points out that with 

all matchups together and with all fixed effects and controls, umpire-pitcher race matches do not 

appear to have a significant effect as shown in column 9 with an estimated .16 percentage point 

increase in strike percentage (p = 0.34). 

Moving back to the recreation in Table 2, the results found from the 2015-2016 seasons 

data are strikingly similar to those found from 2004-2008. There appears to be some evidence, 

mainly shown in column 4, to suggest that black and Hispanic pitchers are given a tougher strike 

zone by white umpires, who represent the majority of all umpires. The estimates of .777 

percentage points lower for black pitchers and .395 lower for Hispanic pitchers are smaller than 

those found in Parsons et al. but still significant at the 95 percent confidence level. There is also, 

like the previous findings, some evidence suggesting that white pitchers are judged more harshly 

by Hispanic umpires than by white umpires. Column 1 shows a .5 percentage point decrease in 

strikes called for a white pitcher when the umpire is Hispanic and not white. However, with all 

control variables and fixed effects included in column 9, like the previous findings there is no 

significant evidence suggesting that the presence of an umpire pitcher match leads to favoritism. 

The estimate of a .04 percentage point increase in strike percentage is about a fourth as much as 

the .16 estimate from Parsons et al. Following their findings and reasoning, this smaller effect 

could possibly be a result of the large increase in umpire monitoring over the last decade.  
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Methodology 

As mentioned previously, the main empirical model is based upon methods used in Kim 

and King (2014) and Parsons et. al (2011). The same UPM dummy from Parsons et. al is used, 

which is equal to one if the umpire and pitcher’s races match (white pitcher/white umpire or 

black pitcher/black umpire or Hispanic pitcher/Hispanic umpire). There is also UBM, equal to 

one if the umpire and batter’s race match. These serve as the main independent variables. The 

main dependent variable is the instance of an umpire mistake; that is, an actual strike being 

called a ball or an actual ball being called a strike.  

Actual strikes were determined using PITCHf/x data, which provides the location of the 

pitch as it crosses the plate on an x-y coordinate plane. This location was then compared to the 

coordinates of the strike zone to determine if the pitch was an actual strike. The strike zone was 

created using the PITCHf/x operator’s assignment of the top and bottom of the strike zone for 

each at bat and using the width of the plate as the horizontal boundary. The strike zone must be 

expanded 1.5 inches in every direction to account for the radius of the baseball, since the 

coordinate system used by PITCHf/x indicates the location of the center of the ball (whereas 

only part of the baseball has to pass through the strike zone in order to be considered a strike). 

Following framework from Kim and Kang, the occurrence of a called strike on an actual 

ball is called “over-recognition”, and the occurrence of a called ball on an actual strike is called 

“under-recognition”. Using these variables and adding in controls, we obtain the following 

baseline specifications for pitch i: 

Pr(𝐶𝑎𝑙𝑙𝑒𝑑 𝑆𝑡𝑟𝑖𝑘𝑒 | 𝐴𝑐𝑡𝑢𝑎𝑙 𝐵𝑎𝑙𝑙 ) =  𝛽0 + 𝛽1𝑈𝑃𝑀𝑖 + 𝛽2𝑈𝐵𝑀𝑖 + 𝛽3𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 𝜀𝑖  

Pr(𝐶𝑎𝑙𝑙𝑒𝑑 𝐵𝑎𝑙𝑙 | 𝐴𝑐𝑡𝑢𝑎𝑙 𝑆𝑡𝑟𝑖𝑘𝑒 ) =  𝛽0 + 𝛽1𝑈𝑃𝑀𝑖 + 𝛽2𝑈𝐵𝑀𝑖 + 𝛽3𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 𝜀𝑖  
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Where 𝜀 is a logistically distributed error term and controls are included for attendance, year, 

count, batter and pitcher handedness, pitch type, top of inning (home/away), outs, inning, runners 

on base, and run differential. A logit model is used since the dependent variable is binary. 

Throughout the analysis, umpire fixed effects will be incorporated to account for umpire 

heterogeneity in strike zones and calling tendencies. The main coefficients of interest are  𝛽1 and 

𝛽2, as they capture the influence of race on an umpire’s decision making.  

Attendance is controlled for as the number of people watching may influence an umpire’s 

cost of discrimination, making them more likely to exhibit preference with a smaller audience 

(Parsons et. al, 2011). Year accounts for various “strike zone changes” that occur on a year-by-

year basis. The handedness and movement controls are included as they affect umpire’s 

perception of the pitch (Kim and Kang, 2014). Top/bottom of inning is included to account for 

home team favoritism (Garicano et. al, 2005). The last four: outs, inning, runners on base, and 

run differential, have been combined into a single leverage index. Leverage measures the 

importance of the situation for the game outcome based on the potential change in win 

expectancy for each play.  

The leverage index is conventionally obtained through a complex set of calculations 

which take a game-state and compare all historical instances of said game-state. Take for 

instance bottom of the 9th, with the score tied, no runners on, and no outs. One would collect all 

historical instances of this situation and find the percentage of games won by the home team and 

away team to find win expectancy. Then, all possible resulting game-states after one more play 

are collected. Because it is tied in the bottom of the 9th with nobody on and no outs, the possible 

resulting game-states are nobody on with 1 out, or one runner on first, second or third (or game 

winning home run). Probabilities for each post-play game-state are obtained alongside win 
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expectancies for each of these resulting game-states. Leverage index can then be calculated by 

finding the expected change in win probability by multiplying the probability of each game-state 

occurring by the change in win expectancy resulting from the play, and summing them. A higher 

leverage index indicates a situation where there is a higher potential for the outcome of the game 

to be determined. For example, a situation of two outs with bases loaded and a tied score in the 

bottom of the ninth has a 6.4 leverage index, whereas two outs with nobody on in the bottom of 

the first inning of a 4 run game has a 0.4 leverage index.  

This set of calculations proved extremely difficult to figure out alone. For this research, 

leverage index was created for each pitch using a chart made by Tom Tango (creator of leverage 

index) with all possible game-states with a 4 run or fewer run differential. The leverage index 

values from this chart were used in a regression to generate fitted values for all game-states, 

including those with a greater than 4 run differential. These generated values and the values from 

the table have a covariance of .626. The results of all regressions were checked using a limited 

set of pitches where Tango’s values could be applied, and there were essentially no changes to 

results.    

 

 

Preliminary Results Using Tables 

 Before exploring the regression results, it is useful to take a look at some averages. Table 

3 shows averages for over-recognition and under-recognition for different combinations of 

umpire, pitcher, and batter race with number of observations in each category in parentheses. 

The first row shows that umpires incorrectly call 8.82 percent of all actual balls strikes, and 

incorrectly call 16.60 percent of all actual strikes balls. The next three rows present situations 
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where if racial preference were exhibited, the pitcher would be expected to be favored. The final 

three rows present situations where if racial preference were exhibited, the batter would be 

expected to be favored. The situations in which the pitcher is expected to be favored are when 

the umpire and pitcher’s races match, when the umpire and batter’s races do not match, and 

when the umpire’s race matches the pitcher but not the batter. The situations in which the batter 

is expected to be favored are simply the opposite of those three situations. 

A pattern suggesting bias appears to be somewhat visible. The over-recognition rate is 

.24 percentage points higher when the race of the umpire matches the race of the pitcher at 8.90 

percent compared to 8.66 percent when the umpire and pitcher are not the same race. Performing 

a t-test on this comparison yields a -2.70 t-value, which is significant at the 99.5 percent 

confidence level with more than 1000 degrees of freedom. The under-recognition rate also 

changes in the expected direction depending on race matches. The under-recognition rate is .26 

percentage points lower when the umpire’s race matches the pitcher’s compared to when they do 

not. However, performing a t-test yields a 1.51 t-value, which is not significant at the 95 percent 

confidence level. The effect of the batter’s race does not appear to be as important, as the over-

recognition rate actually goes up by .11 percentage points when it matches the umpire’s 

compared to when it does not. The t-values for over-recognition and under-recognition by UBM 

are -1.28 and -.94 respectively, showing almost no evidence supporting changes in judgement 

depending on batter race. When the umpire’s race matches only the pitcher versus only the 

batter, over-recognition rate goes up .16 percentage points (t = -1.20) and under-recognition rate 

goes down .47 percentage points (t = 1.84). 

 The next table, table 4, shows the same information presented in table 2 but restricting 

the sample to only the closest 25 percent of pitches to the edge of the strike zone. These are 
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pitches within 2.22 inches (.185 ft) of the edge of the strike zone. Unsurprisingly, the over-

recognition and under-recognition rates are both significantly higher than with all pitches 

included, hovering at around 33 to 35 percent, since pitches very close to the edge of the strike 

zone are more difficult to discern as strikes or balls. It is also noteworthy that the gap between 

over-recognition rate and under-recognition rate have essentially vanished, as the skewness of 

strikes being near the edges of the zone is not as large. This table is presented as I initially 

hypothesized that umpires would be more likely to exhibit discrimination on close pitches, as the 

call becomes much more subjective and open to interpretation the closer it gets to the edge of the 

strike zone. As with table 3, similar patterns of evidence for racial discrimination are 

demonstrated, this time with larger absolute magnitudes. The over-recognition rate is .22 

percentage points higher when the race of the umpire matches the race of the pitcher at 33.27 

percent compared to 33.05 percent when the umpire and pitcher are not the same race. The 

under-recognition rate is .34 percentage points lower when the umpire’s race matches the 

pitcher’s compared to when they do not. The t-values for over-recognition and under-recognition 

are -.65 and .95, respectively. These are smaller than before as the absolute changes are larger 

but the relative changes are smaller. The last rows in both groups of three show the largest 

differences in this table. Over-recognition rate is .70 percentage points higher (t = -1.40) and 

under-recognition rate is .74 percentage points lower (t = 1.38) when the umpire’s race matches 

only the pitcher’s compared to when it matches only the batter’s. 

While the previous tables tell an interesting story, they do not reveal which race umpires 

are being biased or against whom. Tables 5 through 10 fill this gap by providing over-

recognition rates (Tables 5 through 7) and under-recognition rates (Tables 8 through 10) for each 

possible umpire-pitcher-batter combination of races. As expected, the number of balls or strikes 
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thrown with a white umpire, batter, and pitcher far exceed the other combinations. Conversely, 

situations with a black umpire, batter, and pitcher are the rarest, with only 437 total called balls 

or strikes. This makes it difficult to conclude evidence of discrimination with black or Hispanic 

umpires. Although the over-recognition rate for a situation with a black umpire, black pitcher, 

and white batter is 10.14 percent, which is 15 percent above average, it is not significant at the 

95 percent confidence level (t = -1.46). However, more convincing evidence can be found in 

situations with white umpires, as the sample sizes are much larger. Table 5 shows the over-

recognition rate for Hispanic pitchers is 8.54 percent, .31 percentage points lower than the 

average for white umpires. This difference is significant at the 99.9 percent confidence level (t = 

3.20), suggesting that white umpires are harsher against Hispanic pitchers compared to white or 

black pitchers. The rates depending on batter race for this combination are a bit unexpected as 

the over-recognition rate is the lowest with Hispanic batters at 8.41 percent and the highest with 

white batters at 8.61 percent. 

Switching to tables 8 through 10 which show under-recognition rates do not seem to 

support the previous findings of bias. The situation with white umpires and Hispanic pitchers 

shows a lower under-recognition rate at 16.47 percent, compared to 16.51 percent overall for 

white umpires (t = 0.22). This finding conflicts with the notion of racial bias being exhibited as 

one would expect a racially biased umpire to call more balls on pitches that are actually strikes, 

and not only fewer strikes on actual balls. Thus, it seems important to investigate the relationship 

using regression techniques that take into account several game factors and fixed effects which 

influence call outcomes.  

 

 



21 
 

Regression Results 

 Table 11 contains the results from the main logit regressions using over-recognition as 

the dependent variable. The coefficients have been reported in odds ratios to make interpretation 

easier. An odds ratio of 2 would suggest that the odds of the dependent event occurring is 

doubled by the independent variable. The first specification has UPM only as the independent 

variable, then controls are progressively added with umpire fixed effects being implemented in 

the 4th specification onwards. The final specification offers a lot of interesting insight into how 

umpires calls can be affected by various situations. First, as is consistent with previous literature, 

there is strong evidence supporting the notion that umpires make calls in favor of the home team. 

While the home team is batting, the umpire is nearly 8 percent less likely to call an actual ball a 

strike. Also, umpire’s strike zones appear to be significantly altered by the handedness of the 

batter, as the probability of over-recognition is greatly affected by this attribute.  

 Another interesting point is the odds ratio for the attendance variable, which measures 

attendance in thousands. This model suggests that the probability of pitch over-recognition 

actually increases with attendance by .3 percent per thousand people. This finding contradicts the 

theory of scrutiny and monitoring presented in Parsons et al.. More people attending the game 

should create incentive to make correct calls as the umpire is under greater scrutiny. The finding 

is, however, consistent with those of Kim and Kang (2014), who found similar results and also 

pointed out this contradiction with Parsons et al.. I suspect that the greater number of people in 

attendance is influencing the umpire to call more strikes in order to increase excitement and pace 

of play. Another likely contributor to this effect is that starting pitchers with good reputations 

tend to draw more in attendance, and from Kim and Kang it can be reasoned that pitchers of 

higher status obtain more over-recognition and less under-recognition from umpires. 
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 One surprise is the presence of a large negative effect of the leverage index on over-

recognition. This finding is inconsistent with Kim and Kang, which found a small but 

insignificant positive effect. The z value on leverage in this regression is -6.98, and suggests that 

increasing situational leverage by one decreases the likelihood of over-recognition by about 7 

percent. It makes sense intuitively that an umpire would try to limit mistakes as much as possible 

during high leverage situations, as mistakes would be met with a stronger reaction. This finding 

was confirmed using Tom Tango’s table of leverage index values, finding a significant negative 

effect but to a slightly smaller degree.  

 Finally, getting to the coefficients of interest, the final specification suggests that umpires 

are nearly 5 percent more likely to over-recognize a pitch if the pitcher’s race matches their own. 

This result is significant at the 95 percent confidence level. This coefficient reaches significance 

in the 6th specification after adding in controls for distance from strike zone, pitch type, and 

batter/pitcher handedness. Additionally, umpires are about 2 percent less likely to over-recognize 

a pitch with a batter of the same race, although this result is not statistically significant. This 

result suggests that umpires may in fact be favoring players of their own race, thus putting 

certain players at a competitive advantage. The UPMxUBM odds ratio reveals the effect of a 

situation where the race of the umpire, pitcher, and batter all match. As expected, the effect is not 

significantly different from 0 as the umpire is not incentivized by race to favor one player over 

the other. However, the odds ratio is below 1, which may suggest that the race match of the 

pitcher does not outweigh the race match of the batter. This result could also be due to chance so 

it is not possible to make conclusive interpretations. To get a more complete picture, table 12 

presents the same logit regressions using under-recognition as the dependent variable. 
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 Again in this table, the effects of home team bias are visible. Umpires are nearly 5 percent more 

likely to call an actual strike a ball if the home team is at bat. Additionally, attendance is showing 

a negative impact on under-recognition. This supports both of my hypotheses regarding umpire 

decision-making and attendance. Leverage index is also the opposite effect from over-

recognition. An increase of the leverage index by one leads to a 12 percent increase in the 

probability of under-recognition of a pitch. This is consistent with my previous hypothesis but 

still conflicts with previous findings.   

 Regarding the presence of racial discrimination, there does not appear to be any 

indication of umpires calling actual strikes balls more often against pitchers of different race. 

The odds ratio coefficients on UPM, UBM, and their interaction yield no significant results. The 

odds ratio on the interaction term is very slightly negative and close to 1 at .991, which supports 

the previous suspicion that having both players match the umpire does not influence umpire 

decision-making. There is also no significant evidence to suggest that the batter being of the 

same race as the umpire increases the likelihood of an actual strike being incorrectly called a 

ball, although the odds ratio coefficient is positive at 1.017. The odds ratio coefficient on UPM is 

1.005 (z = 0.22)., which provides no evidence suggesting umpires call fewer actual strikes as 

balls for pitchers of the same race. These results on under-recognition do not provide any 

evidence in support of racial discrimination by umpires, which partially conflict with some 

previous findings.  

 To further investigate the specific effects of race on umpire calls, tables 13 and 14 show 

three regressions each for over-recognition and under-recognition separated by umpire races: 

white, Hispanic, and black. They include all controls and umpire fixed effects from the previous 
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regressions and instead of UPM and UBM use pitcher and batter race dummies, with the omitted 

race being that of the umpire. Again, the coefficients have been transformed into odds ratios in 

order to ease interpretation. Table 13 shows that white umpires over-recognize pitches 8.4 

percent more when the batter is Hispanic instead of white, and 6.2 percent less when the pitcher 

is Hispanic and not white. Both of these are significant at the 99 percent confidence level. These 

both suggest that white umpires are biased against Hispanic players. The results for black batters 

and pitchers with white umpires does not suggest any evidence of bias, as neither coefficient is 

significant. The results for Hispanic and black umpires do not show any evidence of bias, 

although they are more difficult to determine as the number of observations are considerably 

smaller. 

 Table 14 shows under-recognition rates in the same format. The first column shows that 

under-recognition rate with a white umpire and Hispanic batter decreases 4.9 percent compared 

to a white batter. This change is significant and suggests again that white umpires discriminate 

against Hispanic players by calling fewer actual strikes balls when it would favor a Hispanic 

batter. The under-recognition rate with a Hispanic pitcher on the mount is positive at .6 percent, 

but not significant. This is unusual in the world where umpires are racially biased against 

Hispanics as all three of the other white umpire with Hispanic player combinations were 

significant at the 99 percent confidence level. Another unusual result is the Hispanic umpire with 

black pitcher coefficient, suggesting a 31.6 percent increase in under-recognition compared to 

with a Hispanic pitcher. This is particularly strange because the results from table 13 for this 

combination suggest the opposite effect, with a higher (but not significant) over-recognition rate.  
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Conclusion 

 Overall, the data seems to suggest a somewhat weak indication of the possibility of 

umpires discriminating based on race, particularly white umpires against Hispanic players. 

Evidence of white umpires discriminating against minority players is found, but evidence for 

Hispanic and black umpires are much less frequent, as there are fewer umpiring and therefore 

fewer pitches called. There is also evidence suggesting that umpires over-recognize and favor 

pitchers of their own race, by calling more strikes on balls outside of the strike zones. In order to 

be more conclusive, it seems important that the effect be visible in all instances. If noticeable 

discrimination were in fact going on, it would follow that umpires not only call more strikes in 

favor of pitchers of the same race, but also fewer strikes against pitchers of different race. The 

number of possible control variables is a point of concern, as there are many other potential 

factors that can affect an umpire’s decision. There are also so many ways to manipulate the data 

that it seems easy to mistakenly choose methods which support an initial hypothesis. Another 

important note to keep in mind with the results is that even the significant results are relatively 

quite small changes. The large number of pitches in the sample makes it easier to pinpoint 

instances of bias but also lower the threshold for the prevalence of this bias to be seen. 

 It would certainly be interesting to test Parson’s hypothesis that umpires discriminate 

more when their performance is not being measured, though this is no longer a possibility as 

umpires are constantly being monitored. Also, due to the distribution of umpires’ and players’ 

races, it is much more difficult to test for discrimination by non-white umpires. However, if 

umpires are discriminating based on race, minority players would be the main people put at a 

disadvantage and the effects of non-white umpire discrimination would be rather small. These 

disadvantages, however small, can still have real effects on performance. Strikes being called 
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balls or balls being called strikes, even one single instance, can potentially have game-altering 

consequences given the right situations.  
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Tables and Figures 

Table 1 – Pitch Location vs. Umpire Call (Total Pitches in Parentheses)  

 Called Strike Called Ball 

Actual Strike 83.40% 

(181,629) 

16.60% 

(36,153) 

Actual Ball 8.82% 

(38,627) 

91.18% 

(399,437) 

 

           

Table 2 – Parsons et al. Table 3 Recreation, 2015-16 

Pitchers White Black Hispanic All All All 

Umpires All All All White Black Hispanic 

  (1) (2) (3) (4) (5) (6) 

VARIABLES cstrike cstrike cstrike cstrike cstrike cstrike 

              

Black Umpire 0.00181 0.00202 -0.00190    

 (0.00353) (0.00670) (0.0118)    
Hispanic 

Umpire -0.00583** -0.00279 -0.0145*    

 (0.00287) (0.00608) (0.00765)    
Black Pitcher    -0.00777*** -0.0106 -0.0156** 

    (0.00237) (0.0121) (0.00762) 

Hispanic Pitcher    -0.00395** -0.00305 0.000561 

    (0.00185) (0.00717) (0.00644) 

Observations 480,884 118,641 56,321 575,397 29,455 50,994 

R-squared 0.035 0.037 0.032 0.032 0.033 0.035 

Fixed effects P P P U U U 

Pitchers All All All    
Umpires All All All    
  (7) (8) (9)    
VARIABLES cstrike uavgcstrike buavgcstrike    
UPM 0.00273 0.000109 0.000413    

 (0.00204) (0.00232) (0.00230)    
Observations 655,846 655,846 655,846    
R-squared 0.035 0.097 0.097    
Fixed effects P PU PUB    
*** p<0.01, ** p<0.05, *p<0.1      
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Table 3 – Over and Under-recognition by Race Matching, 2015-16 (Number of pitches in parentheses) 

 
Over-recognize 

(Favors Pitcher) 

Under-recognize 

(Favors Batter) 

Overall 8.82% (438,064) 

 

16.60% (217,782) 

UPM 

 

8.90% (288,612) 16.51% (144,200) 

No UBM 8.76% (201,159) 

 

16.52% (98,695) 

UPM but not UBM 8.83% (122,149) 16.42% (59,806) 

UBM 8.87% (236,905) 16.67% (119,087) 

No UPM 8.66% (149,452) 16.77% (73,582) 

UBM but not UPM 8.67% (70,442) 16.89% (34,693) 

 

Table 4 – Over and Under-recognition by Race Matching (Restricted to Closest 25% of pitches), 2015-16 

 
Over-recognize 

(Favors Pitcher) 

Under-recognize 

(Favors Batter) 

Overall 33.20% (85,276) 35.17% (78,655) 

UPM 

 

33.27% (56,316)  35.06% (52,020) 

No UBM 33.42% (38,664) 35.00% (35,639) 

UPM but not UBM 33.51% (23,354) 34.83% (21,607) 

UBM 33.01% (46,612) 35.32% (43,016) 

No UPM 33.05% (28,960) 35.40% (26,635) 

UBM but not UPM 32.81% (13,650) 35.57% (12,603) 
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Table 5 – White Umpire Over-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 
P

it
ch

er
 R

ac
e 

Black 8.45% 

(6,957) 

8.98% 

(6,914) 

9.06% 

(19,970) 

8.92% 

(33,841) 

Hispanic 8.47% 

(14,639) 

8.41% 

(14,173) 

8.61% 

(40,778) 

8.54% 

(69,590) 

White 8.79% 

(58,278) 

8.94% 

(57,692) 

8.96% 

(164,871) 

8.92% 

280,841 

Total 8.70% 

(79,874) 

8.85% 

(78,779) 

8.91% 

(225,619) 

8.85% 

(384,272) 

 

 

Table 6 – Hispanic Umpire Over-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 

P
it

ch
er

 R
ac

e 

Black 9.68% 

(506) 

7.63% 

(511) 

8.65% 

(1,677) 

8.65% 

(2,694) 

Hispanic 7.90% 

(1,266) 

7.86% 

(1,311) 

7.76% 

(3,633) 

7.81% 

(6,210) 

White 7.94% 

(5,128) 

7.85% 

(5,277) 

8.89% 

(14,841) 

8.47% 

(25,246) 

Total 8.06% 

(6,900) 

7.83% 

(7,099) 

8.66% 

(20,151) 

8.37% 

(34,150) 

 

 

Table 7 – Black Umpire Over-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 

P
it

ch
er

 R
ac

e 

Black 7.47% 

(281) 

7.64% 

(314) 

10.14% 

(966) 

9.16% 

(1,561) 

Hispanic 8.40% 

(762) 

8.06% 

(732) 

8.83% 

(1,959) 

8.57% 

(3,453) 

White 8.52% 

(3,144) 

8.88% 

(3,143) 

9.10% 

(8,341) 

8.93% 

(14,628) 

Total 8.43% 

(4,187) 

8.64% 

(4,189) 

9.14% 

(11,266) 

8.88% 

(19,642) 
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Table 8 – White Umpire Under-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 

P
it

ch
er

 R
ac

e 

Black 15.96% 

(3,252) 

15.71% 

(3,233) 

17.30% 

(9,721) 

16.72% 

(16,206) 

Hispanic 17.02% 

(7,319) 

15.53% 

(7,023) 

16.59% 

(20,216) 

16.47% 

(34,558) 

White 16.84% 

(28,454) 

15.87% 

(28,337) 

16.59% 

(83,570) 

16.49% 

(140,361) 

Total 16.80% 

(39,025) 

15.79% 

(38,593) 

16.65% 

(113,507) 

16.51% 

(191,125) 

 

 

Table 9 – Hispanic Umpire Under-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 

P
it

ch
er

 R
ac

e 

Black 19.22% 

(255) 

21.46% 

(261) 

21.56% 

(756) 

21.07% 

(1,272) 

Hispanic 18.14% 

(590) 

16.02% 

(668) 

17.61% 

(1,834) 

17.37% 

(3,092) 

White 16.20% 

(2,482) 

17.15% 

(2,600) 

17.37% 

(7,398) 

17.09% 

(12,480) 

Total 16.77% 

(3,327) 

17.26% 

(3,529) 

17.73% 

(9,988) 

17.44% 

(16,844) 

 

 

Table 10 – Black Umpire Under-recognition Rates for Different Pitcher-batter Combinations (# of pitches in parentheses) 

 Batter Race 

  Black Hispanic White Total 

P
it

ch
er

 R
ac

e 

Black 15.38% 

(156) 

17.65% 

(136) 

17.58% 

(455) 

17.14% 

(747) 

Hispanic 17.85% 

(353) 

15.76% 

(368) 

17.60% 

(1,017) 

17.26% 

(1,738) 

White 16.67% 

(1,542) 

17.94% 

(1,483) 

16.61% 

(4,303) 

16.89% 

(7,328) 

Total 16.77% 

(2,051) 

17.51% 

(1,987) 

16.87% 

(5,775) 

16.98% 

(9,813) 
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Table 11 – Effects on Over-recognized Pitch (Actual Ball Called Strike), 2015-16 

        
  (1) (2) (3) (4) (5) (6) (7) 

VARIABLES over over over over over over over 

Fixed effects - - - U U U U 

                

over        

        
UPM 1.031*** 1.030*** 1.024 1.018 1.018 1.045** 1.048** 

 (0.0116) (0.0117) (0.0166) (0.0183) (0.0183) (0.0216) (0.0219) 

UBM  1.011 1.003 0.997 0.998 0.971 0.978 

  (0.0109) (0.0185) (0.0194) (0.0194) (0.0217) (0.0220) 

UPMxUBM   1.011 1.018 1.017 0.973 0.976 

   (0.0230) (0.0238) (0.0237) (0.0261) (0.0264) 

Home team 

hitting     0.943*** 0.929*** 0.921*** 

     (0.0101) (0.0114) (0.0114) 

Attendance 

(thousands)     1.001** 1.002*** 1.003*** 

     (0.000551) (0.000633) (0.000639) 

Year 2016     0.918*** 0.896*** 0.890*** 

     (0.0100) (0.0112) (0.0113) 

Pitch right 

handed      0.978 0.982 

      (0.0138) (0.0140) 

Hit right handed      0.673*** 0.686*** 

      (0.00841) (0.00866) 

Pitch type        
        Breaking Ball      0.820*** 0.876*** 

      (0.0199) (0.0214) 

        Offspeed      0.783*** 0.781*** 

      (0.0183) (0.0185) 

        Other      1.037* 1.030 

      (0.0203) (0.0204) 

distedge      0.000129*** 0.000139*** 

      (6.29e-06) (6.86e-06) 

leverage index       0.928*** 

       (0.00993) 

Count        
        0-1       0.536*** 

       (0.0116) 

        0-2       0.378*** 

       (0.0152) 

        1-0       1.157*** 

       (0.0221) 

        1-1       0.694*** 

       (0.0160) 

        1-2       0.467*** 

       (0.0149) 

        2-0       1.316*** 
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       (0.0384) 

        2-1       0.833*** 

       (0.0250) 

        2-2       0.591*** 

       (0.0193) 

        3-0       1.398*** 

       (0.0619) 

        3-1       0.947 

       (0.0395) 

        3-2       0.599*** 

       (0.0253) 

Constant 0.0948*** 0.0943*** 0.0946*** 0.0867*** 0.0893*** 1.260*** 1.589*** 

 (0.000872) (0.000991) (0.00120) (0.00432) (0.00472) (0.0783) (0.101) 

        
Observations 438,064 438,064 438,064 438,064 438,064 438,064 438,064 

seEform in parentheses       
*** p<0.01, ** p<0.05, *p<0.1       

 

 

 

 

Table 12 – Effects on Under-recognized Pitch (Actual Strike Called Ball), 2015-16 

  (1) (2) (3) (4) (5) (6) (7) 

VARIABLES under under under under under under under 

Fixed effects - - - U U U U 

                

under        

        
UPM 0.982 0.980 0.983 1.008 1.008 1.004 1.005 

 (0.0119) (0.0120) (0.0172) (0.0197) (0.0197) (0.0217) (0.0220) 

UBM  1.013 1.016 1.035 1.035 1.027 1.017 

  (0.0118) (0.0201) (0.0216) (0.0216) (0.0237) (0.0238) 

UPMxUBM   0.996 0.979 0.980 0.993 0.991 

   (0.0243) (0.0247) (0.0247) (0.0277) (0.0279) 

Home team 

hitting     1.035*** 1.035*** 1.049*** 

     (0.0119) (0.0132) (0.0136) 

Attendance     0.998*** 0.997*** 0.997*** 

     (0.000591) (0.000654) (0.000662) 

Year 2016     0.991 0.985 0.987 

     (0.0117) (0.0129) (0.0131) 

Pitch right 

handed      0.987 0.980 

      (0.0144) (0.0144) 

Hit right handed      1.063*** 1.038*** 
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      (0.0140) (0.0138) 

        
Pitch type        
        Breaking Ball      1.102*** 1.023 

      (0.0250) (0.0236) 

        Offspeed      1.057** 1.054** 

      (0.0269) (0.0272) 

        Other      0.954** 0.943*** 

      (0.0195) (0.0195) 

distedge      0.000316*** 0.000367*** 

      (1.67e-05) (1.96e-05) 

leverage index       1.120*** 

Count       (0.0122) 

        0-1       1.887*** 

       (0.0393) 

        0-2       3.077*** 

       (0.120) 

        1-0       0.926*** 

       (0.0196) 

        1-1       1.497*** 

       (0.0357) 

        1-2       2.411*** 

       (0.0807) 

        2-0       0.756*** 

       (0.0259) 

        2-1       1.287*** 

       (0.0418) 

        2-2       1.833*** 

       (0.0650) 

        3-0       0.521*** 

       (0.0262) 

        3-1       0.997 

       (0.0463) 

        3-2       1.628*** 

       (0.0745) 

Constant 0.201*** 0.200*** 0.200*** 0.142*** 0.149*** 0.779*** 0.578*** 

 (0.00199) (0.00226) (0.00272) (0.00802) (0.00890) (0.0521) (0.0398) 

        
Observations 217,782 217,782 217,782 217,782 217,782 217,782 217,782 

seEform in parentheses       
*** p<0.01, ** p<0.05, *p<0.1       
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Table 13 – Over-recognition With Full Set of Controls, Separated by Umpire Race, Logit 

    
UMPIRE RACE White Hispanic Black 

    
Black Batter 1.011 0.962  

 (0.0171) (0.0697)  
Black Pitcher 1.003 1.158  

 (0.0236) (0.112)  
Hispanic Batter 1.084***  1.071 

 (0.0184)  (0.0960) 

Hispanic Pitcher 0.938***  0.939 

 (0.0164)  (0.116) 

White Batter  0.983 1.043 

  (0.0581) (0.0774) 

White Pitcher  1.104 0.965 

  (0.0668) (0.104) 

    
Constant 1.565*** 1.423** 2.847*** 

 (0.0983) (0.200) (0.526) 

    
Observations 384,272 34,150 19,642 

seEform in parentheses   
*** p<0.01, ** p<0.05, * p<0.1   

 

Table 14 – Under-recognition With Full Set of Controls, Separated by Umpire Race, Logit 

    
UMPIRE RACE White Hispanic Black 

    
Black Batter 1.018 0.992  

 (0.0180) (0.0716)  
Black Pitcher 0.987 1.316***  

 (0.0247) (0.125)  
Hispanic Batter 0.951***  1.068 

 (0.0172)  (0.0999) 

Hispanic Pitcher 1.006  1.010 

 (0.0183)  (0.132) 

White Batter  1.039 1.068 

  (0.0606) (0.0823) 

White Pitcher  0.982 0.971 

  (0.0588) (0.111) 

    
Constant 0.574*** 1.163 1.194 

 (0.0390) (0.161) (0.231) 

    
Observations 191,125 16,844 9,813 

seEform in parentheses   
*** p<0.01, ** p<0.05, * p<0.1   
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        Figure 1 – Sample Survey Question 

 

 

 

Figure 2 – Breakdown of Player and Umpire Race Distributions, 2015-16 
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