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INTRODUCTION: 

Overview: 
Given life's scarcity of resources, decision-making is an omnipresent component 

of both society and the human experience. Individually, we routinely face choices that 
range from mundane to life changing. As a society, we similarly must make decisions, 
but the scale and scope of these choices dramatically increase. Assuming the fundamental 
tenet of economics, that humans are rational, holds true, the question then becomes which 
choice will result in the fulfillment of our goals and ambitions. This question can be 
cripplingly difficult to answer, and any mistakes can have costly consequences. 

In this paper, we will discuss a specific class of multi-objective optimization 
problems and a proposed novel solution algorithm. We begin with a discussion of linear 
programming as a whole before defining our problem class both through a relatable 
example and traditional mathematical formulation. Throughout this class definition, we 
will discuss the characteristic elements of the problems we are hoping to solve. Upon 
developing an understanding of our problem class, we will describe the proposed solution 
algorithm. The algorithm will be clearly defined, and it will be compared to current 
solution methods through a literature review. We will then present a case study that 
identifies an important application of the problem class as well as shows the solution 
algorithm in practice. 

Following the derivation of the algorithm and the presentation of the case study, 
additional applications of the algorithm will be discussed. It is important to remember 
that multi-objective, linear piecewise benefit slope optimization problems are relevant 
across many disciplines, and we will explore some of their potential uses. Furthermore, 
we will explore the future steps of the algorithm, including further implementation and 
expansion. At the conclusion of the paper, the benefits of the algorithm over the Simplex 
Method for solving multi-objective, linear piecewise benefit slope optimization problems 
should be apparent through both mathematical proof and example. 

Linear Programming Review: 
Linear programming (LP) provides a mathematical and logical answer to many of 

the questions that decision-makers face, namely, how to achieve their desired goals. At its 
heart, LP is a way of structuring a problem and systematically moving towards the 
optimal solution, or decision. Through organization and computational rigor, LP assures 
the decision-maker that their choice is the best possible use of their limited resources. 

A linear program is simply a method, or an algorithm, to solve a mathematical 
model. If the LP is constructed properly and used appropriately, it will yield a solution 
that is both optimal and feasible, with feasible being defined as meeting the constraints of 
the problem. Therefore, aLP can be conceptualized as a search through all possible 
solutions (solution space), for the solutions that meet the constraints and are thus feasible 
(feasible space), and finally choosing the solution(s) in feasible solution space that best 
meet the overarching goal of the model. While a simple search through solution space 
meets the definition of a linear program, it is clearly not the most efficient method. Given 
the large size of many problems, more efficient linear programs must be implemented to 
solve these problems. The main objective of Operations Research is to develop linear 



programs that are both efficient (fast) and accurate, a combination that is not easily 
attainable. 

The most well known LP is the Simplex Method, which can be utilized to 
numerically solve nearly any linear maximization or minimization problem with 
associated constraints. In essence, the Simplex Method systematically tests the extreme 
points of feasible solution space for optimality, eliminating the need to search the entire 
feasible region. Additionally, it checks the extreme points intelligently, eliminating the 
need to check all points. It is incredibly powerful, and very fast relative to an exhaustive 
search and many other linear programs. Furthermore, given most mathematical models 
can be represented with a continuous, linear feasible solution space, the Simplex Method 
can be utilized for a majority of problems. 

Despite the incredible potential and widespread acceptance of the Simplex 
Method, alternatives do exist. For certain classes of problems, alternate linear programs 
yield solutions perhaps more efficiently, and most importantly, more intuitively than the 
Simplex Method. In this paper, we will consider a class of problem that lends itself to 
alternate solution algorithms. While the Simplex Methods is a useful tool to solve this 
class of problem, further insight can be obtain by implementing our algorithm. 

Illustrating Example: 
Consider the following problem: a college student on a tight budget is throwing a 

dinner party for three friends, and unfortunately they all have very different tastes in food 
and will leave the dinner unhappy if the food offered does not meet each guest's unique 
minimum level of satisfaction. Our host would like to ensure that everyone leaves the 
dinner pleased, and she must therefore strategically choose which recipes to prepare. Her 
local grocery store only has ten different types of food available, and she knows that if 
she prepared all of these options she would undoubtedly satisfy her guests. However, 
given her budget, she wants to spend as little money as possible needed to satisfy her 
guests. 

Luckily, the host knows her friends very well, and she recognizes how much 
satisfaction food option will give each guest. Therefore, each potential menu item carries 
three pieces of information, the amount of happiness it provides each individual guest. 
While the level of satisfaction corresponding to a given food varies across guests, she can 
easily calculate whether a combination of menu items will satisfy none, one, two, or all 
three of her friends. Therefore, her goal is to pick the combination of food items that will 
satisfy all three of her guests while spending the least amount of money. She can go 
about solving this problem in a variety of ways, ranging from calculating each guest's 
satisfaction from every possible food combination to a more efficient method. Ideally, her 
solution method will yield an assortment of food that just meets her guest's needs at the 
minimum cost. 

The above example is a clear demonstration of the class of problem we will be 
examining. Our host has a goal that is comprised of three goals: to meet the minimum 
satisfaction level of each of her three guests while working towards her ultimate 
objective: minimize cost. She meets these goals by distributing a finite resource, her 
savings, into any combination of a finite number of options, ten foods from the grocery 
store. Each option contains three pieces of information, one for each goal, or in this case 
friend. Every piece of information is a unique slope, representing how much satisfaction, 



or benefit, the associated guest receives per dollar spent on the option, or food item. The 
decision the host faces is now represented as a mathematical model, and can be solved 
with a linear program. 

Rigorous Problem Definition: 
The dinner party problem can be described as a multi-objective, linear piecewise 

benefit slope optimization (MOPBF) problem. The ultimate objective of this problem 
class is to minimize cost. The problem is multi-objective in that we must achieve a 
minimum level of benefit across n-goals. Benefit is obtained by allocating resources 
across options, each of which give a unique, goal-specific amount of benefit for every 
dollar invested in the option. 

The finite number of options characterizes this class of problem. Each option 
serves as a "bucket" for investment, and decision-makers must choose how much 
investment to apply to each one to meet all goals at minimum cost. Similarly to a bucket, 
each option has a maximum investment capacity. Every option contains a benefit slope 
segment for each goal, and slope segments reveal how much benefit a goal receives from 
each additional unit of resource. Goals are represented as minimum levels of benefit, 
satisfied by allocating resources across options. Solutions are defined as the allocation of 
resources across the list of options. For the remainder of this paper, we will consider 
resources equivalent to dollars, but alternate resources do exist. 

We will now present the MOPBF problem in the standard Linear Programming 
formulation. We begin by defining our objective function: 

Minimize Z = I xi 

i El 

In the above equation, Z represents the total investment, and it is defined by the 

summation of investments across all options. Our objective is to minimize this total 

investment cost, while still meeting our goals, represented by the following: 

Subject To: I s;,x; 2 s;nin for all goals t E T 
i El 

Each goal corresponds to a constraint, so for ann-goal problem there exist n constraints. 

Note how we represent a multi-objective problem with a single-objective formulation. 

The problem is multi-objective in that there exist multiple goals, each represented by a 

minimum level of benefit. A minimum level of benefit towards each goal must be 

achieved for a solution to be feasible. Thus, the multiple, competing goals are represented 

through the constraints of the problem, and the overarching goal, to minimize cost, is 

represented in the objective function. To satisfy a given goal, the summation of 

investment in a given option multiplied by the goal-specific benefit slope of the option 

across all possible options must be greater than the minimum level of benefit demanded 

from the goal. Additionally, one other constraint is present: maximum investment levels 

of a given option. We represent this constraint as follows: 

Subject To: 0 ,; x; ,; u; 



This constraint limits the amount of investment that can be allocated to any single 
objective. Due to the diminishing marginal returns on investment in real world 
applications, all options will eventually begin to "bend over", meaning their slopes will 
decrease as investment becomes sufficiently high. Clearly, this behavior renders the 
problem non-linear, so we assume that when diminishing marginal returns do set in, they 
occur incredibly rapidly, thus rendering the benefit slope equal to zero, and the option 

exhausted. Given the above mathematical formulation ofMOPBF problems, we can 
discuss class-specific characteristics of the problem. 

Benefit Functions: 
The single most significant characteristic of MOPBF problems are piecewise 

benefit functions. If, for a given goal, options are ordered fi·om steepest goal-specific 
benefit slope to flattest slope, an optimal benefit function (curve) can be constructed. 
Optimal benefit functions are piecewise functions comprised of each option's slope, in 
decreasing order of magnitude, multiplied by the option's maximum level of investment. 
Note, that through the piecewise nature of benefit functions, we can introduce non
linearity to a linear program. Therefore, the optimal benefit curve demonstrates 
diminishing marginal return to investment, as shown below: 

0~----~----~~----~----~ 0.0 0.5 1.0 1.5 
Investment (Dollars) l eS 

The optimal benefit curve is a critical component of solving this class of problem 
because it contains the optimal solution for any single-goal problem. To meet a single 
goal at minimum cost, decision-makers "walk up" the curve, applying resources to the 
ordered list of options. In doing so, the options that provide the most "bang for your 
buck" are exhausted first, ensuring that the most cost-effective solution is reached. Due to 
the nature of the benefit curves, solving single-goal problems is no more difficult than 
properly sorting the options and allocating along this sorted list. 

The addition of another goal, by definition a multi-objective model, adds a new 
level of complexity to the aforementioned solution mechanism. Each goal has its own 
unique optimal benefit curve, and the order of the options in these curves may not be 
identical. Therefore, for ann-goal problem, there exist n optimal benefit functions. While 
each curve displays diminishing marginal retruns, they are clearly different in which 
options offer the best return on investment. To meet multiple goal, or constraints, at 
minimum cost, it is no longer possible to simply ''walk-up" a single benefit curve, 



because doing so may be an incredibly inefficient way to meet the other goals. Instead, 
trade-offs between benefit curves occur, resulting in the allocation of resources across 
multiple benefit curves to satisfy all of the constraints at minimum cost. The Simplex 
Method can be used to determine which trade-offs are optimal, but as was previously 
discussed, this algorithm is not the sole solution method for MOPBF problems. 

Rational for a Non-Simplex Algoritlnn: 
At the root of the Simplex Method's downside for solving this class of problem is 

its failure to utilize the characteristics of the problem that lend themselves to faster 
solutions. The method follows a "boil the ocean" approach: while it is always correct, it 
does not explicitly consider benefit functions throughout its solution technique. 

The proposed algorithm takes advantage of the benefit function characteristic of 
MOPBF problem class in its solution technique. It is not necessarily a more efficient 
solution technique (though there exists potential for it to be so), but it is a different and 
perhaps more intuitive way to consider solving MOPBF problems. Additionally, it 
identifies several shortcuts given certain constraints or goals, and it is unclear if the 
Simplex Method explicitly recognizes and leverages these shortcuts. At the very least, the 
proposed algorithm provides a new vantage point for solving MOPBF problems that may 
offer decision makers further insight towards appropriate goal selection. 

While the calculations governing the algorithm will be described in detail in the 
forthcoming theory section, it is important to note that testing has already occurred for 
the two-objective case. Initial results have demonstrated the new algorithm's ability to 
match the Simplex Method's accuracy, and it does so in an efficient manner. Following a 
derivation of the algorithm, a case study in which the LP is used to solve a real world 
problem will be presented. The case study is a storm water management problem of 
significant interest to the EPA, in which certain environmental objectives are met through 
placing different abatement technologies in various locations throughout a target region. 
The location and technology combinations form the options that define the class of 
problem, and critical environmental protection goals create tangible objectives. The 
Green Philly project's Storm WISE model (McGarity) served as the incubator for the 
newly developed algorithm, and we will test the algorithm with a similar, two-objective 
problem. The rationale for including the case study is to demonstrate both the proposed 
algorithm's ability to match the output of the Simplex Method, but also to demonstrate 
how the algorithm offers stakeholders more accessible insight than the Simplex Method 
when observing the optimal solution that corresponds with their specified goals. 

THEORY: 

Overview of Solution Technique: 
Most problems have multiple solution methods, and multi-objective, linear 

piecewise benefit slope optimization problems are no different. Oftentimes, what 
distinguishes different solution techniques is the frame from which each technique 
approaches the problem. The algorithm presented in this paper views the problem from 
the perspective of how the optimal solution responds to a change in goals, or in this case, 
constraints. The goal of the algorithm is to characterize the solution's motion through 
decision space in response to a changing goal, or constraint. It is important to note that 



this process does not require an initially solved problem to successfully implement the 
algorithm. To see why, consider ann-objective problem with n constraints all set to zero. 
The optimal solution is zero investment across all options. In our algorithm, we consider 
every problem to simply be an adjustment from this initial, zero-constraint optimum 
(unless a current solution exists). Therefore, the algorithm allows a user to calculate a 
solution to a problem from scratch, but it also allows a user to see how changing an 
objective changes the optimal solution without completely redoing all of the original 
calculations (a significant departure from solving the problem with the current AMPL 
script). 

To further reinforce the constraint-dominant viewpoint through which the 
algorithm is framed, consider the following analogy. Allow an optimal solution to be a 
"stable" solution, that is, where there is no possible change to the solution that would 
allow the constraints to be met at a lower total investment. However, when the constraints 
change, the initial solution may no longer meet the newly imposed constraints, or, it may 
be possible to spend fewer resources to meet the constraints. The initial solution is no 
longer stable, or feasible, and therefore a new allocation of resources must be chosen to 
stabilize the solution. The described algorithm solves a new problem by examining how 
the allocation of resources is changed when moving from a previously optimal solution. 

Our constraint space based algorithm solves the problem as follows. Given a set 
of constraints, or goals, the algorithm tightens one constraint at a time until all are 
satisfied. When a given constraint is tightened, the algorithm first determines in which 
region of solution space the new optimal solution will lie, and then the solution is 
calculated with a region-specific solution technique. A multi-objective problem is solved 
in a "staircase" fashion, where one constraint is solved for at a given time. As will be 
discussed later, this staircase methodology allows for the computation of several small 
problems rather than the solution of one large, complex problem. 

Globally Dominant Constraints: 
As mentioned in the introduction, the problem's computational difficulty scales 

with the number of goals present. In the single goal case, it is unnecessary to utilize a 
linear program, as an optimal solution can be determined by "walking up" the optimal 
benefit curve, as previously discussed. However, as the number of constraints increase, 
our solution techniques must increase in complexity. Despite this increase in complexity, 
some generalities remain across any number goals, and these generalities provide 
shortcuts to calculating a new optimal solution that are leveraged by the algorithm. 

The generalities are only relevant for problems with two or more goals, given the 
ease of solving one-goal problems. Therefore, to develop an understanding of the 
shortcuts, consider a two-goal problem. Allow the current problem to have a minimum 
benefit constraint on goal I that is satisfied using the single-goal solution method. Most 
likely, given all benefit slope segments are non-zero, goal 2 will receive some level of 
benefit from this allocation, even if it not the most efficient allocation for goal 2. The 
benefit goal 2 experiences beyond its constraint (in this case zero), is considered to be 
"slack". Next, consider slowly increasing the minimum benefit constraint of goal2 from 
zero. As long as the objective 2 constraint is tightened by less than the amount of slack 
present, objective 2 will be satisfied by the amount of benefit it receives from the optimal 
allocation along objective I 's optimal benefit function. Even though the allocation of 



resources is not optimal for goal 2, it is still satisfied. Would it make sense to change 
allocation so the excess slack on goal2 is not present? No, because in doing so goal! 
would no longer be satisfied at minimum cost, if at all. In this case, where the constraint 
on objective 2 is less than or equal to the slack present on constraint 2, we consider the 
first objective to be "globally dominant". 

Globally dominant means that a given goal (in this case I) is a strict enough goal 
that all other objectives are achieved by meeting the globally dominant constraint along 
the globally dominant goal's optimal benefit curve. If, for a given set of constraints, we 
recognize that one constraint is globally dominant, the solution can be easily computed 
by simply satisfying the globally dominant goal along its optimal benefit curve. By 
determining that a set of 

Therefore, if a constraint is tightened be an amount less than the current amount 
of slack present, the optimal solution remains unchanged. The region of constraint 
tightening in which the currently globally dominant objective remains globally dominant, 
and the solution therefore remains unchanged, is considered the first region of constraint 
space. It is defined by all of the potential values a constraint can be tightened that will not 
result in a change of solution. By recognizing when a tightened constraint falls within the 
first region, it becomes unnecessary to adjust the optimal solution, therefore eliminating 
the need to run a computationally complex algorithm such as the Simplex Method. 

The first region of "constraint space" occurs when the tightening of a constraint 
does not change the globally dominant status of another objective. However, returning to 
our initial example, consider what happens when constraint 2 is tightened past the amount 
of slack it has present in the original solution. At this point, objective 2 can no longer be 
met by an allocation of resources along objective I 's optimal benefit curve, and therefore 
another solution must be found. In this region of constraint space, there is no globally 
dominant benefit, and therefore trade-offs between the two objectives must occur. This 
region of constraint space is known as the transition region, and it is the most 
computationally difficult to solve. While the transition region exists in differing levels of 
complexity with respect to the number of constraints present, it is present in all problems 
with more than a single objective. The primary goal of the algorithm is to minimize the 
amount of time spent in the transition region to avoid performing these computationally 
expensive calculations. 

Finally, consider an example where objective 2 is tightened to the point at which 
objective I is satisfied along the optimal benefit curve of objective 2. At this point, 
objective 2 becomes globally dominant. Therefore, given the non-negativity of benefit 
slope segments, the optimal solution lies along the optimal benefit curve of the second 
objective. In this region of constraint space, the problem can be solved as a single
objective problem along the optimal benefit curve of the second objective, drastically 
reducing computation time 

We have now developed three regions of constraint space that can be utilized to 
simply our solution method. If the tightened constraint falls within the first or third region 
where a globally dominant benefit is present, then the problem can be solved in the 
computationally inexpensive, single-objective manner. However, it is critical to be able to 
easily delineate where each region begins and ends. The first region is easy: the amount 
of slack present on the tightened variable marks the maximum increase in constraint 
while still remaining in the first region. This point is known as the first critical point, and 



it designates the end of the first region and the beginning of the transition region. 
Calculating the end of the transition region and the beginning of the third region involves 
slightly more complicated calculations. First, it is necessary to derive the optimal benefit 
function of the tightened constraint, as the eventual solution (if in the third region) will lie 
along this curve. Next, consider the benefit received by the other objectives when a 
problem is solved along the tightened constraint's optimal benefit curve. Obviously, these 
objectives will not receive the most efficient amounts of benefit given a level of 
investment, because the order of allocating resources to options is not optimal for the 
non-tightened constraints. However, given the non-negativity of benefit slope segments, 
the non-tightened constraint objectives will never lose benefit. Thus, we consider the 
order of options that is along the tightened constraint's optimal benefit curve to be the 
sub-optimal benefit curve for every other constraint, conditional to the tightened 
constraint. Recall if the tightened constraint becomes globally dominant, then all other 
constraints are met along the tightened constraint's optimal benefit curve. Therefore, all 
other constraints must be met by "walking up" their conditional sub-optimal benefit 
curves. It is relatively easy to calculate, for each non-tightened constraint, the point at 
which the constraint is met along the conditional sub-optimal curve. Then, compare the 
level of investment needed to meet each non-tightened constraint along their sub-optimal 
curves and choose the maximum level. Returning to the tightened constraint's optimal 
benefit curve, it is possible to use the "constraining" level of investment to determine 
how much the tightened constraint must be tightened to satisfy all other constraints along 
its optimal benefit curve, thus marking the second critical point. 

Now it is clear how to calculate whether or not the tightened constraint will cause 
the optimal solution to fall within the first, transition, or third regions, and how to solve 
for this solution when in the first or third region, we must address the solutions falling 
within the transition region. We will first provide a description of how to solve a two
objective problem in the transition region, before expanding to any number of objectives. 
The transition region can be described as the movement of the solution from one globally 
dominant constraint to another, new globally dominant constraint. The algorithm takes 
two steps to make this adjustment: the reallocation of resources from one option to 
another and increasing the overall investment needed to meet the constraints. 
Reallocating resources makes sense, because assuming the optimal benefit curves are not 
equivalent, it is necessary to redistribute resources from the options that make up the no 
longer dominant optimal benefit curve to the options that define the newly globally 
dominant benefit curve. The reallocation from one option to another is known as a 
"reallocation track", and it can occur from any donor option that has investment greater 
than zero to any receiver option with investment less than its capacity. We must describe 
not only how the algorithm determines which options to reallocate from and to, but also 
how much is reallocated and how much new investment is required. Note that additional 
investment is necessary, because as the solution transitions away from the optimal benefit 
curve of the previously globally dominant objective, it takes additional resources to meet 
this constraint less efficiently. It is important to recall the ultimate goal of the Storm Wise 
linear program: to minimize the investment necessary to meet the constraints of the 
problem. This goal will drive the algorithm's decision-making process regarding 
reallocation and additional investment. 



Although it may initially seem counter-intuitive, we will derive a methodology for 
how Storm Wise determines how much money to reallocate and invest given it is 
switching from one option to another before deriving how it chooses which option to 
change. The process of determining which options should be reallocated to/from will 
become apparent after this initial derivation. As Storm Wise chooses to reallocate 
resources from one option (defined as a land use, technology, drainage zone category), it 
moves in a linear fashion in accordance with the following equations for 2-objectives: 

(Cna- Cnr) *X+ Cna * Y ~ tm 
( Cva - Cvr) * X + Cva * Y ~ Ll V 

In the above system of equations, Ca represents the Storm Wise benefit segment 
slope of the new option and c, represents the slope of the old option. The variable x 
represents the amount of resources (dollars) that are reallocated from the old option to the 
new option. The variable y represents the additional investment needed to achieve the 
change in the constraint, represented by Lln j v. This system of inequalities governs the 
algorithm throughout the transition region for the 2-objective problem, and therefore the 
inequalities are known as the governing equations. 

Consider the significance ofy in the governing equations. A larger y means a 
larger investment is needed to meet the inequality (and therefore satisfy the tightening of 
the constraint). Once again, recall the Storm Wise algorithm in its current manifestation is 
designed to minimize the investment necessary to meet the constraints. Therefore, the 
algorithm will always try to minimize y while meeting the inequality constraints. 

To understand how the algorithm chooses which options to reallocate to/from, we 
can rewrite the above governing equation as follows: 

y~ 
Lln- (Cna- Cnr) *X 

Cna 
Llv- (eva- Cvr) *X y ~ __ .;_;_;;:....____;_;..;___ 

Cva 
Note that by manipulating the inequality, we have represented y as a function of 

x. Plotting both functions yields two linear inequalities. Consider the slopes of the curves 
(represented by the coefficients on the x terms) in the optimal reallocation from one 
option to another. One slope must be greater than or equal to zero. This slope is 
associated with the benefit constraint that was previously the globally dominant 
constraint in the first region. Any reallocation will result in a loss of benefit for that 
specific benefit constraint and therefore will require an increase in investment to maintain 
the initial level of benefit, hence the positive slope. The other curve must have a slope 
less than zero, as a greater amount of reallocation requires a smaller amount of 
investment to satisfy a tightened constraint (which is why the reallocation is taking 
place). Thus, we have two lines, one with a negative slope and one with a positive slope. 

Consider the case where we only wish to tighten the constraint with the negative 
slope, while maintaining the constraint with the positive slope. This scenario will always 
be true when tightening a constraint, because by reallocating resources to the tightened 
constraint's optimal benefit curve, we decrease the additional amount of investment 
needed to meet the new objective. In this case, the Lln term of the negatively sloped line 
is positive and the Lln term of the positively sloped line is equal to zero. Therefore, they
intercept of the positively sloped curve is zero and they-intercept of the negatively 
sloped curve is positive. The plot would look similar to the plot below: 



For every value of x on the above plot, we see that there is an associated 
minimum value ofy that satisfies both equations. Given the slopes and intercepts of the 
two curves along with the nature of inequalities, the minimum value of y that satisfies 
both equations occurs at the intersection of the two lines. For a given reallocation track 
from a one option to another with two benefit constraints, we can find the minimum 
amount of required investment and associated reallocation by solving the system of 
inequalities as a system of equalities. The minimum additional investment, y, for a given 
reallocation track between two options is then stored. The algorithm then proceeds to 
calculate the minimum additional investment for every possible reallocation track, and 
the track with the smallest required additional investment needed to meet the tightened 
constraint is chosen. This reallocation track is implemented, with resources being 
transferred, until either the goal is met or the track is exhausted (meaning either the donor 
option runs out of investment or the receiver option reaches its maximum level of 
investment). If the track is exhausted before the tightened constraint is met, the process 
repeats to choose the next best track. This track is implemented until exhaustion or the 
objective is met, and the process continues until the new optimal solution is reached. 

Now that we have discussed how the algorithm meets a two-benefit constraint 
problem, we develop the theory behind meeting more than two objectives. Many multi
objective, linear slope segment optimization problems encountered will include more 
than two objectives, meaning each option will have more than two slope segments. 
Therefore, it is critical to address how the algorithm solves these problems in the 
transition region. Note solutions in the first and third regions of constraint space are 
solved in the same manner regardless of the number of objectives that are present. 

First, it is critical to understand why and how the aforementioned two-objective 
transition space solution technique fails when the number of objectives is increased. 
Consider once again what occurs when a constraint is tightened in the two-objective case 
transition region. As the solution moves towards a new solution satisfying the tightened 
constraint, it reallocates resources from the previous solution towards an allocation 
allotment that lies along the optimal benefit curve of the tightened constraint. In doing so, 
the tightened constraint becomes closer to being globally dominant. 

Now, consider the case where three objectives are present, and at the current 
solution each constraint is slackless. That is, each benefit constraint is just met by the 
current solution. If one constraint is tightened and the solution is in the transition region 
of constraint space, then reallocation must occur. In the two-objective case, resources are 
reallocated from a donor option to a receiver option, and the receiver option also is 
infused with additional investment. The additional investment is to offset the loss in 
benefit experienced by the non-tightened constraint during the reallocation. In the three
objective case, this reallocation and additional investment also occurs, and the investment 
is placed in the option that moves the current solution towards the tightened constraint's 
optimal benefit curve. However, there is an additional reallocation possibility in the 
three-objective case. Consider the receiver option during reallocation to meet the 
tightened constraint. While this receiver option is clearly not along the optimal benefit 
curve of one of the two non-tightened constraints, it may well be along the optimal 
benefit curve of the other constraint, meaning that reallocation to the receiver option will 
result in an increase in benefit for two constraints. In other words, in the three-objective 



case, reallocation can result in additional benefit (or slack) for one of the non-tightened 
constraints along with the concurrent, expected loss of benefit in the other. 

Given the case where one of the non-tightened constraints gains slack upon the 
reallocation to the tightened constraint, another reallocation can occur. The non-tightened 
constraint that is now experiencing additional slack, known as the "free-rider constraint" 
does not need the slack in our optimal solution. But, the newfound slack in the non
tightened constraint is partially a result of the prior, unadjusted solution being somewhat 
near the optimal benefit curve of the free-rider constraint, and now the new receiver 
option moves the solution closer to that optimal benefit curve. Thus, neither the free rider 
nor the tightened constraint are negatively impacted by the reallocation. Therefore, there 
is potential to "placate" the constraint that is negatively benefitted. In fact, given both 
other constraints obtain benefit from the option that receives both reallocation and 
additional investment, another reallocation can occur to satisfy the remaining constraint. 
The free-rider constraint can afford to lose some level of benefit due to its newfound 
slack, and the reallocation to a more efficient option for the non-tightened non-free rider 
constraint can save valuable resources by trimming the "excess slack" that inevitably 
costs additional investment. 

Thus, during the three-objective case in the transition region, there is potential for 
two reallocations take place. Note that all additional investment will be funneled into one 
option, but multiple reallocation paths will ensure that no "excess slack" builds up on one 
of the constraint. The multiple reallocation paths can be considered as a "blended" track 
of two distinct reallocation paths. By executing both of these tracks simultaneously while 
investing additional resources, the newly tightened constraint is met as efficiently as 
possible (namely without any unnecessary slack buildup on the other constraints). 
Mathematically, we can represent this blended track with the following governing 
formula: 

lmv ~ (ccla- Cclr)Xl + (Ccza- Cczr)Xz + CctaY 
In the above equation, similarly to the prior equations, n, represents the change in 

constraint v. Thus, for a three-objective problem, we would have three governing 
equations. For each tightened constraint, the summation of the benefits achieved from 
each reallocation and infusion of additional investment must equal the tightened 
constraint. Notice that we have introduced a third variable, x2, to account for the 
additional reallocation path. We can solve for this additional variable due to the fact that 
we now have three equations from the additional objectives. 

Another point of interest in the governing equation is that there still remains only 
a single option that receives additional investment. If more than one option could be 
infused with additional resources, the number of variables would exceed the number of 
constraints, rendering the problem unsolvable. Given the option that receives additional 
investment is included in the reallocation, however, we can still "add" investment to 
other options without directly doing so. To explicate, consider three glasses of water that 
are each a quarter-full. We can ensure all three glasses become half-full by filling one 
glass with additional water, and then pouring a quarter glass of water from this glass into 
each of the remaining glasses. Through reallocation of resources, we have provided each 
glass with "additional investment" while only directly adding the resource to one glass 
(allowing the number of variables to remain manageable). 



In essence, the solution methodology remains largely unchanged once we 
introduce a third objective. The solution still cycles through all available reallocation 
tracks and find the one that yields the lowest minimum additional investment. Then, the 
three equations are solved simultaneously to determine the appropriate reallocation 
amount. These allocation amounts are adjusted as necessary to ensure each option does 
not receive an infeasible allocation of resources, similarly to the two-objective case. The 
main difference is the number of potential tracks increases significantly, as does the 
complexity of solving a three-equation problem. 
The algorithm and its associated governing equations scale similarly for each additional 
increase in objective number. A problem with n objectives will contain n-1 reallocation 
tracks, and it will therefore be more difficult to solve than a problem with fewer 
objectives, as the calculations become more complex. An interesting side note is that it is 
possible to further segment the transition region of multi-objective cases into regions 
where fewer than n-objective governing equations are needed to find a solution. By 
increasing segmentation of the transition region, it is possible to find further reductions in 
computation time, providing greater algorithmic efficiency. 

Simple Case Study: 
A simple, two-objective case study will now be presented to demonstrate the 

success of the algorithm. The problem deals with storm water runoff management, in 
which the EPA mandates a certain watershed improve its management capabilities to 
meet federal environmental standards. The Little Crum Creek is a waterway outside of 
Philadelphia that fails current EPA standards, and has chosen to explore the 
implementation of green technology to address the problem. The question facing 
decision-makers is both which technology to utilize and where to place it. The technology 
and land use combinations comprise the options that define multi-objective, linear slope 
segment optimization problems, and each option has associated, known benefit slope 
segments. Decision-makers have two objectives: to reduce the sediment present in the 
storm water runoff and to reduce the total volume. They are required by the EPA to 
achieve a benefit of 5 units of sediment reduction, but they are free to choose the amount 
ofvolume reduction. 

The decision-makers use the Simplex Method to find the initial solution to a 
volume constraint of 0 and a sediment constraint of 5: 

Total Investment: $61862 
Volume Benefit: 0-1.495 

Sediment Benefit: 5 
- gy H s·egment1"in 1. 

$12866 
$48996 

They choose to slowly tighten the volume constraint to a max of 5 units to 
understand how the total investment and resource allocation will change, and they choose 
to use the previously presented algorithm to do so. Obviously the sediment constraint is 
initially a globally dominant constraint in this case. It is necessary to calculate the amount 
of volume benefit obtained by the solution to find the first critical point where the volume 
constraint becomes slackless and sediment is no longer globally dominant. This point is 



determined to be a minimum volume benefit of 1.495. As we increase the volume 
constraint past 1.495, we find the algorithm begins to reallocate resources. 

To accurately pinpoint how resources will be reallocated, the algorithm iterates 
through all ofthe possible reallocation paths available given the current problem. For 
each reallocation path (including one donor and one receiver option) there is a system of 
inequalities, where the coefficients are derived from the donor and receiver options ' 
characteristics. As discussed in the theory section, each system of inequalities is treated 
as a system of equations, and then solved for y, which represent the minimum investment 
necessary to meet the newly tightened constraint. The algorithm iteratively solves for y 
for each potential reallocation path, and then selects the minimum y as the optimal 
reallocation path (as this path requires the least amount of additional investment to meet 
the tightened constraint). 

Initially, it is found that the optimal path is reallocation from Open Space 
Bioswales to Low Intensity Rain Gardens. Recall that the bounds of the reallocation 
amount are dictated by the current amount of investment present in the donor option and 
the amount of investment available in the receiver option. The algorithm first finds the 
amount of benefit attributed to volume if we completely exhausted the reallocation path. 
From the theory section, we know the algorithm will continue along the optimal 
reallocation path until the tightened volume constraint is met or the path is exhausted. By 
completely exhausting this reallocation path, the algorithm only achieves a volume 
benefit of 1.9474, meaning that further reallocation is necessary to obtain 5 units of 
volume benefit. After reallocation, current solution after this reallocation: 

Total Investment: $63473 
Vohune Benefit: 1.9474 

Sediment Benefit: 5 
, I:ana_Use/,Teclinology. I~ 

$14476 
$48996 

Note that the total investment increased, as reallocation could not completely 
meet the tightened constraint. Furthermore, note that the Open Space Bioswales are 
completely absent, as all of the investment in that option has been reallocated. However, 
the amount of investment in Low Intensity Rain Gardens is greater than the initial 
solution' s amount of investment in Open Space Bioswales due to the additional total 
investment. The Open Space Rain Garden investment remains unchanged. 

Another iteration is performed to determine the optimal reallocation path given 
our new solution, since we have not yet met the tightened constraint. The Low Intensity 
Rain Gardens are a still included as a potential donor option, despite just recently being 
the optimal receiving option. Indeed, the optimal reallocation path is from Low Intensity 
Rain Gardens to High Intensity Rain Gardens. A complete reallocation along this path 
yields a volume benefit of 2.1724, still less than the tightened constraint. Therefore, 
further reallocation is needed · the current solution: 

Tuuu J.un;::o.uan;u~; _,u5112 
Volume Benefit: 2.1724 

Sediment Benefit: 5 
~and~UsehTeclinology.. ii ;SegmeritUnvestmenfl!!!!!l!!!!!!l.r 

Hi Intensit Rain Garden $16113 



I Open Space Rain Garden $48996 I 

Once again, note that the total investment has increased, while High Intensity 
Rain Gardens have completely replaced their Low Intensity counterparts. Also 
noteworthy is the observation that during the two-objective transition region, given 
resources are simply being reallocated from one option to another, the total number of 
options utilized to meet a solution cannot be increased by more than positive one, since 
there is only one optimal reallocation path for a given solution. The next optimal 
reallocation path is from Open Space Rain Gardens to High Intensity Rain Gardens. 
Upon exhausting this reallocation path, the volume benefit is found to be 4.8898, which 
is still below the constraint. However, at this stage, the solution has left the transition 
region, given it is the same solution that would be found with only a volume constraint of 
4.8898. Therefore, volume has become the globally dominant constraint, and the problem 
becomes much easier to solve for further tightening of the volume constraint. 

Conclusion and Next Steps: 
Throughout this report, we have discussed the an alternative algorithm to the 

Simplex Method for solving multi-objective, linear slope segment optimization problems 
as well as provided two potential applications for the algorithm. While the algorithm may 
exhibit significant computational time savings over the Simplex Method in certain cases, 
its main advantage comes from its development. While the Simplex Method was 
designed to solve any type of optimization problem, our algorithm was constructed 
through interactions with multi-objective, linear slope segment optimization problems. 
Therefore, its solution process is inherently tied to the character of the problem, and by 
walking through the algorithm, users obtain greater insight into the type of problem they 
are trying to solve. The governing equations provide both a formulaic and graphical 
explanation of the trade-offs that are necessary to meet multiple goals, and by interacting 
with these equations, decision-makers gain insight to the ramifications of their goals. 
Furthermore, the scalable nature of the governing equations lends itself to demonstrating 
how by increasing the number of goals, the problem becomes significantly more 
complex. 

It is our belief that by forcing decision-makers to engage with their goals, and 
truly understand how the optimal solutions to those goals are met, they will become 
better leaders. The algorithm still allows decision-makers to rest assured that their goals 
are being met in the most efficient manner possible, but it also allows for a level of 
engagement with the problem that the Simplex Method does not. 

The potential applications for the algorithm are almost endless, as there are 
countless problems that demand the dedication of resources towards certain options that 
help meet multiple goals. In addition to the environmental applications discussed in the 
case study, there exist financial (volatility/return trade-off in stock portfolio), industrial 
(factory/asset locations), and academic (how to best allocate research grants) applications 
of the algorithm. Society will always have goals, and these goals will always be met with 
scarce resources. Hopefully, the algorithm can allow goals to be met efficiently in an 
intuitive manner. 
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