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In an age where computing power is cheaper than ever and memory is abundantly available, 
many forms of media are being converted to digital formats so they can be preserved, edited, 
shared, and explored more eas ily than ever. Sheet music for musical scores is no exception. 
Just as there is a need for OCR systems t o scan old books into digital formats , there is a 
need t o digitize sheet music. Some may be musicians who want to edit an old scan t o correct 
a mistake or transpose a part. Perhaps there are hist orians who would like an automated 
system to help them preserve large corpora of old sheet music, or perform some sort of 
computerized analyses on them. 

In this paper I describe how an Optical Music Recognition (OMR) system can be con
structed, and detail some of the challenges I faced in attempting to do so. In section 2 I 
describe the findings of Bainbridge and Bell in their review of many OMR systems , and 
outline the approach I intend to take. In sections 3, 4, 5, 6, 7, 8, and 9, I describe technical 
details of the processing pipeline I have implemented. Section 10 demonstrates t he results 
of my system, and sect ion 11 concludes with a description of possible future work. 

2 Background 

OMR is not a new idea-attempts at building computer systems t o read sheet music date 
back t o the 1960s. David Bainbridge and Tim Bell, researchers from the university of Waikato 
in New Zealand, compiled a survey paper describing the hist ory of the field, and breaking the 
challenges of OMR into four critical tasks: staff line identification, musical object location, 
musical feature classification, and parsing of musical semantics. Each of these tasks appeared, 
in some form or another, as part of the processing pipeline in the systems they examined. I 
have used t hese four tasks as the backbone of my OMR system, and I will explain them in 
detail throughout this paper [2]. 

Another objective of the Bainbridge and Bell paper was to illustrate the difference be
tween the problems of OMR and OCR (optical character recognition). They repeatedly 
provided examples of problems in OMR that are not addressed by OCR. For example, 
while OCR systems only need to recognize a small subset of alphabet characters, OMR sys
tems must be able to break down the nearly infinite variations and combinations of notes 
that can be connected. Also, musical notation contains much more intertwined semantic 
information-a clef that occurs once on a staff influences the way the rest of that staff is 
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read, whereas characters of text can generally be treated individually. The goal of illust rating 
these differences is not to belittle the difficulty of building an OCR system, but t o explain 
why one problem cannot be reduced t o t he other. 

3 Implementation 

The system I will describe was implemented over t he course of t he Spring 2016 semester using 
the Python programming language, and made heavy use of the numpy library [5] for general 
mathematical and array operations and the cv2 library [1] for computer vision functions such 
asmatchTemplate, boundingRect, warpAffine, adaptiveThreshold,HoughLines,resize, 
and morphologyEx. 

The system output information in t he form of a lilypond file, which can be compiled to 
a pdf or midi formats using t he lilypond compiler. 

4 Preprocessing 

Before t he first Bainbridge and Bell task can be completed, several preprocessing steps must 
be t aken t o normalize the input image. The first of these steps is thresholding. 

4.1 Thresholding 

Cameras take color or greyscale images, but the important information in sheet music is all 
black and white. In order t o standardize the input to the rest of the pipeline, it is important 
t o use a thresholding algorithm t o convert the image to black and white (binary). A color 
image can trivially be converted to a greyscale image by averaging the color channels, but 
converting a greyscale image to black and white is trickier. In all of the following examples , 
the image will be inverted at t he same time t hat it's thresholded, meaning t hat dark pixels 
(foreground) will become white and light pixels (background) will become black. 

One naive approach t o thresholding is t o choose a median intensity value, thresh , and 
use it as t he dividing line between light and dark pixels. For example, assuming a pixel's 
intens ity can range from 0 (black) to 255 (white), one might choose thresh = 128 and use 
the algorithm 

dst(x,y) = {O 
255 

if src(x, y) > thresh 

otherwise 

t o convert a greyscale image, src, to an inverted binary image, dst. The problem with this 
approach is that light ing conditions vary widely between different images, and often even 
within a single image. Though it 's relatively easy for a human to tell which pixels in Figure 1 
are foreground and which are background, the variation in lighting conditions from left to 
right is so dramatic that no single t hreshold value could accurately separate the light from 
the dark, as shown in Figure 2. The pixels on the far right are so dimly lit that they are 
all interpreted as foreground, whereas many of the foreground pixels on t he left side are so 
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brightly lit that they are misinterpreted as the background. A more context aware solution 
is necessary. 

Adaptive thresholding is a technique in which a different threshold is computed for each 
pixel based on a Gaussian average of the surrounding pixel's intensities. This way, if the 
lighting in an image changes gradually, so will the threshold. The effect is demonstrated in 
Figure 3. This is a much more effective and robust thresholding technique, so it. I used this 
adaptive technique to threshold each input image before any other processing. 
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Figure 1: Grey scale image before thresholding 
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Figure 2: Result of naive thresholding and inversion on Figure 1 

Figure 3: Result of adaptive thresholding and inversion on Figure 1 

4.2 Staff Separation 

In the same way that a long string of text is broken into multiple lines, a long piece of 
sheet music is broken into multiple staves. The next step of my OMR system is to separate 
each staff into a different image for independent processing. After each staff is individually 
processed, the resulting information merely needs to be concatenated to create the whole 
piece. 

In order to separate the staves into individual images, I took advantage of the fact that 
each staff is an "island" of pixels. Nearly every white pixel that is part of the staff is touching 
another white pixel that is part of the staff. No pixels on one staff should be touching a 
pixel from a different staff. 

In order to isolate these staves, I perform a morphological operation called "dilation" on 
the binary image. Dilation examines each black pixel and sets it to white if there is a white 
pixel nearby. Given a good metric for "nearby" (e.g. no more than ten pixels away), dilation 
is quite effective at connecting nearby elements. The difference is demonstrated in Figure 4. 
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(a) Before dilation (b) After dilation 

Figure 4: Examples showing how dilation can be used to connect all pixels associated with 
a single staff 

After performing dilation, each staff appears as a single blob. The final step is to find the 
smallest rectangle that encapsulates that whole blob and copy all the pixels in that rectangle 
into a new image. Of course, the dilated image can no longer be used because the actual 
details of the staff have been lost. However, the location of the staff in the dilated image is 
the same as the location of the staff in the original image, so that is where the individual 
staves are copied from. Throughout most of the rest of the processing pipeline, each staff is 
processed individually, and the results only combined at the very end. 

4.3 Angle Rectification 

A very common issue with images of sheet music, especially when taken by hand-held cam
eras, is that they are somewhat crooked. In fact, even if a user were to use a scanner to try 
to avoid a crooked image, it's still possible that the image was printed slightly crookedly. 
I found that adding an angle rectification step was necessary in order to accurately read 
information from the stafl'. 

The first angle rectification technique I tried involved a standard Hough transform. The 
Hough transform can be used to find the lines in a binary image [4] . The majority of lines in 
sheet music are horizontal, due to the large horizontal staff lines that nearly span the page. 
I hoped that by finding the most common angle of lines in the image, I would be able to 
determine how tilted the image was and how much it would need to be corrected. Though 
this approach was able to partially rectify some images, it proved not to be the most reliable 
technique. 

The algorithm I ended up using for angle correction took advantage of the fact that the 
staff lines generally extend nearly the whole width of the image. If the number of white 
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pixels in each row is counted, a histogram can be generated (see Figure 7). If the staff is 
even a little bit crooked, this histogram has relatively small peaks. However, when the staff 
is truly horizontal, the peaks of this histogram become very large. By rotating the image to 
many different angles and generating histograms for each one, we can choose the rotation of 
the image that generates the histogram with the largest peaks. As shown in Figures 5 and 6, 
this reliably does a very good job at rectifying the angle of the image. Furthermore, the 
generated histogram contains very useful information about staff line location and thickness. 
These data will be used many times throughout the rest of the processing pipeline. 

Figure 5: Crooked staff with pixel histogram 

Figure 6: Rectified staff with pixel histogram 
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Figure 7: Histogram of how many white pixels are in each row of rectified image 

5 Staff Line Removal 

After the preprocessing steps described in Section 4, it is time to tackle the first Bainbridge 
and Bell task: staff line removal. Removing the staff lines turns out to be a very useful 
step because it reduces the visual clutter and makes it much easier to pick out the musical 
objects that are left behind. Though humans require the presence of staff lines in order to 
accurately read sheet music, an OMR system can simply keep track of where the staff lines 
used to be before they were removed. 
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Naturally, before a staff line can be removed, it must be located within the image. As 
with angle rectification, it took me many tries before I found a technique that was at all 
effective. Most of the techniques I attempted somehow involved using the Hough transform 
to locate dominant lines in the image. While the Hough approach is effective at locating 
lines in an image, it tends to find many lines that are not staff lines, and any algorithm I 
designed to remove the staves based on the Hough transform ended up erasing lines that 
weren't part of the staff and leaving behind some lines that were. 

A key insight was to use information from the histogram generated by the angle recti
fication step (Figure 7). The locations of the histogram peaks correspond to the rows of 
pixels on which the staff lines primarily lie, and the widths of these peaks corresponds to 
how thick each staff line is. However, even though staff lines can generally be assumed to 
be mostly straight, they are often not perfectly straight, and the angle rectification step is 
rarely completely accurate. The result of these errors is that staff lines typically drift a few 
pixels above or below the row where they are expected to be, and this must be accounted 
for. 

The final complicating factor is that sometimes staff lines pass through important musical 
objects. To blindly erase the staff line across the entire width of the image would mean 
breaking up or completely erasing some of the musical features we want to keep intact. For 
example, Figure 8 shows a quarter note sitting on a staff line. If the staff lines were erased 
without regard to their surroundings, they would cut right through the head and stem of 
the note, mangling it and making it much harder to recognize later on. 

Figure 8: Quarter note resting on staff 

The algorithm that ultimately ended up being the most successful at removing staff lines 
worked as such: for every column of the image, there are five rows where we expect to find 
staff lines, based on the peaks in the histogram. The algorithm checks each of those locations 
for the presence of a white pixel. If no white pixel is found, the algorithm moves up and 
down until it finds the white pixel nearest to where the staff line was expected to be. Next, 
it counts the number of vertically adjacent white pixels. If the count is small enough to be a 
staff line (based on the width of the histogram peaks), all those adjacent pixels are assumed 
to be part of the line and are removed. If the number of adjacent pixels is larger than the 
predicted thickness of a staff line, then it is assumed that there is some important musical 
feature there, and the pixels are not modified. 

This algorithm was quite effective. The results can be seen in Figure 9 

6 



I~ t - I J J I J - I J .J J .J I J - I J ,J I 
Figure 9: Image after staff line removal 

6 Musical Object Location 

The second Bainbridge and Bell t ask is musical object location. This involves finding each 
of the remaining musical features in the image so that they can be processed individually. 
Now that the staff lines have been removed, this is a very straightforward process. In fact , 
it is algorithmically identical to t he staff separation step. The image is dilated to connect 
slightly disjointed (but related) groups of pixels, and then each blob of pixels is copied into 
its own image for individual processing. 

7 Musical Object Classification 

T he third Bainbridge and Bell task is to classify each musical object. Because of the way 
t hat sheet music is notated, a single musical object may be very intricate and encode lots of 
musical information. 

Figure 10: A complex musical object with multiple pitches and durat ions 

For example, consider Figure 10. This musical object encompasses mult iple durations 
and notes, based on the combination of flags connecting the stems, and the location, shape, 
and fill of the note heads. It is the job of the musical object classifier to extract all this 
information from the image. This may become a very complex process due to the nearly 
infinite ways that a composer may choose to notate a score. For the scope of this project, I 
have chosen to focus only on the classification of simpler musical objects: whole, half, and 
quarter notes and rests; measure lines; and common clefs and accidentals. 

The input to the object classifier is an image of a single musical object that was copied 
from the original staff. This image comes along with information about where it was located 
in the original image. 
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7.1 Template Matching 

In classifying musical objects, I found my most powerful tool to be template matching. The 
inputs to template matching are a source image, I, and a template image, T . The goal is to 
see how well T correlates to the contents of I. The dimensions of I must be greater than or 
equal to the dimensions ofT. Template matching results in a third image, R, whose pixel 
intensities correlate to how similar T was to I when overlaid at that location. The process 
can be described by the following equation: 

L x',y'(T(x' , y') · I(x + x' , y + y')) 
R( X' y) = ----;:================= 

L x',y' T(x', y') 2 · L x' ,y' I(x + x', y + y') 2 

The values in Rare normalized so that they are all real numbers between 0 and 1. The higher 
the value, the better the correlation is. The coordinates of the max value in R correspond 
to the location in image I that has the most pixels in common with template T. If there is 
no good match in the image, then the max value may still be very low, so an appropriate 
threshold must be found for how good a match must be. 

As shown in Figure 11, I generated images of several different types of note heads us
ing specifications found in [3] and used them to perform template matching on images of 
musical objects extracted from sample images. Finding appropriate thresholds for each of 
the templates required much experimentation, since it varies considerably between different 
templates. However, once good thresholds had been found, this technique very reliably dis
tinguished between each of the three types of notes I had generated templates for. Because 
it did not seem practical or even beneficial to try to generate the more complex shapes of 
clefs , accidentals, or rests, I copied templates of these objects from examples of sheet music 
found online. 

(a) Quarter note (b) Half note (c) Whole note 

Figure 11: Generated note head templates 

One problem with the template matching algorithm is that its results are highly depen
dant on the size of the template. A template that is a great match for an image might be a 
much worse match when scaled up or down. This means that I had to somehow determine 
how large each template should be before running the template matching algorithm. Once 
again, the histogram of staff line locations (Figure 7) came to my rescue. By looking at 
the average distance between the adjacent peaks in this histogram, I was able to compute 
a very reliable estimate of how many pixels apart each staff line was. I'll refer to this dis
tance as a "note-height" because note heads are the same height as this distance regardless 
of where on the staff they fall. Therefore, I could scale all my note head templates to be 
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exactly one note-height tall. Similarly, all t he other musical objects I was looking at have a 
relatively fixed size relative t o the distance between staff lines. A sharp is typically about 3 
note-heights tall, while a treble clef is 7.5 note-heights tall. By looking at various examples 
of sheet music, I got a good sense of how to scale templates based on the note-height. 

At this point, I had successfully classified most objects into one of the possible categories 
based on which template they best matched with. Occasionally, the classifier receives an 
image of an object that it cannot classify because none of the template matching results 
surpass the set threshold. In this case, the system assumes that the object is either the 
result of image noise, or it's a type of object that the system has no template for. In either 
case, the object is ignored. 

7.2 Further Classification 

In the case of a rest , the only type of musical information that can be extracted is its 
duration (whole, half, quarter). This information can essentially be determined purely based 
on appearance, since they each look unique. The same is true for measure lines and clefs-in 
fact , these don't even have a durat ion associated with them. However, notes and accidentals 
are more complicated because t heir location on the staff encodes more information about 
their meaning. A note drawn higher up on the staff is played at a higher pitch than a note 
drawn lower down. The vertical locat ion of an accidental on the staff determines which pitch 
or pitches it will modify. This is why we had t o keep track of the original location of each 
musical object within the starter image. 

One last time, t he histogram of staff line locations (see Figure 7) proved useful. Consider 
the quarter note shown in Figure 8. Once t he template matching step determines that it is a 
quarter note , the classifier must consider its original location in the image. By comparing the 
location of the note head to the locations that the staff lines used t o be, it can be determined 
which line or space the not e fell on. For notes above or below the staff (e.g. middle C on a 
treble or bass staff) , it's simply a matter of extrapolating from the line locations, since the 
note-height is very consistent. The line or space that the note fell on is recorded, but the 
system can not yet determine which pitch is being specified because the clef is not known. 
The classifier only looks at one musical object at a time-the pitch determination is left to 
the semantic step. 

8 Semantics 

Once each of the musical objects has been classified, one might think that the job is done. 
However, most musical objects are heavily intertwined by semantic relationships. It is critical 
to consider all these relationships and t he ways that they might affect other musical object s . 
This is the fourth and final Bainbridge and Bell t ask. 

One example described in Section 7.2 was pitch determination. By looking at a note on 
its own, it's impossible to determine what its pitch is . Only with t he context provided by 
the clef is it possible t o determine whether the note in Figure 8 is an E or a G. Similarly, a 
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single accidental can modify the pitch of multiple notes throughout the rest of a measure, 
but they are "cancelled out" by a measure line. 

It is critical to establish rules for each of these semantic relations. The semantic portion 
of my system starts with a list of musical objects and iterates through it, evaluating how 
each object affects the rest of the list and modifying it accordingly. 

Evaluating semantics also gives the opportunity to detect some errors. Certain compo
nents of sheet music are over-constrained. For example, if a measure is expected to have 
exactly four beats, but only three were detected, that's a good s ign that perhaps a quarter 
note was overlooked. Of course, it's also possible that a half note was mistaken for a quarter 
note. It's not necessarily possible to know what the mistake was or how to fix it, but the 
over-constrained semantics often make it possible to identify where a mistake has been made. 
In this situation, the user is notified of the poss ible mistake so that it can be corrected by 
hand. 

9 Post-processing 

Once all the semantic information has been parsed, the OMR pipeline is complete! My 
system exports the resulting musical information in the lilypond file format and saves it 
in a user specified file. As part of this file , the system includes comments t o point out any 
place where it detected that it may have made a mistake. 

10 Testing 

In order to test my system during development, I used a number of different images, shown 
in Figures 12 , 13, 14, 15, and 16. Most are phone-camera images of printed sheet music. 
They range in camera quality, lighting conditions, rotation angle, and musical complexity. 
While some mistakes are made, especially in the hand-drawn image , nearly all the musical 
features are classified correctly. 

11 Future Work and Conclusions 

The system I have implemented is relatively robust, but is capable of interpreting only a 
small set of musical concepts. Though most musicians would have trouble finding an example 
of sheet music that my system could completely parse, I believe that I have implemented 
the framework for a highly modular, easily extensible system. 

For this t o be a system that was actually useful to musicians, it would need t o be 
able t o handle musical features such as time signatures, key signatures, dynamics, multiple 
staves, chords, and complex rhythms. However, I argue that I have demonstrated that 
these are all possible. Time signatures, key s ignatures, and dynamic markings are merely 
template matching problems. Supporting staves with multiple instruments would require a 
pre-processing step that breaks the large staff into smaller staves based on the groupings 
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Figure 12: Large sight singing example; processed without mistakes 
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Figure 13: C Major scale; processed without mistakes 

(a) Input 

(b) Output 

Figure 14: Accidentals test; key signature is mist aken for E# 
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Figure 15: Clef test (crooked); processed without mistakes 

of staff lines, and a post-processing step that recombines them. Chords and more complex 
rhythms require the feature classification phase to do more than just t emplate mat ching, but 
the concept of starting with an image, breaking it down into its core pieces, and reassembling 
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Figure 16: Hand-drawn; decent with notes and clef, bad with rests 

its meaning from those pieces remains the same. The feature classification phase has been 
implemented in such a modular way that this should not require the rest of the pipeline to 
change at all. 

Optical music recognition is a very challenging problem. Designing and testing t his 
system forced me to realize how intricate sheet music can become. Due to the countless 
differences in notational style and the hundreds or t housands of different types of musical 
objects that appear in musical scores, it is almost inconceivable that a computer system could 
ever perfectly achieve this task for an arbitrary score. However, working on this project has 
also shown me that , for some set of musical features, a system can be designed that will 
reliably process them. OMR is hard, but with enough patience and creativity, it is doable. 
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