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Abstract 

The problem of automatically identifying hu
mans in a space, tracking their motions, and pre
dicting future locations in real time has not been 
attempted in the current literature. We propose 
a system to do this, by establishing a network of 
cameras, using depth subtraction with noise re
duction to obtain person floor coordinates, track
ing those coordinates across multiple cameras 
and frames, and then using LSTMs to predict fu
ture positions. At single timestep location pre
diction, we achieve an accuracy of 64.1 %, over 
ten points better than the best applicable base
line. Over 30 timesteps (in our model, two sec
onds into the future), we achieve an average error 
of only 2.19 meters. 

1. Introduction 

From terrifying military oversight to efficient energy use in 
large buildings, there are many uses to being able to iden
tify where humans are and where they are going. Human 
identification has long been a difficult task in computer vi
sion, as is general object segmentation, and for the most 
commonly used test dataset (Everingham et al. , 2015) the 
best mean accuracy is only 77.9% over 20 classes (Zhao 
et al. , 2003). This is no mean feat, but hardly perfect. 
In addition, these systems range in implementations, but 
the top three performers all depend on convolutional neu
ral networks (CNNs) in order to get good results (Zheng 
et al., 2015; Lin et al. , 2015; Liu et al. , 2015). However, 
these models depend on enormous amounts of data and will 
not run on traditional consumer electronics. Our machines, 
while at the bottom rung of what the standard consumer can 
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afford (see 6.1.1 ), were only able to run a classification in 
28 minutes. This is highly impractical for most use cases. 

To be able to identify people in a live video stream, a 
strategy is necessary to find every person in the frame in 
real time or quicker (depending on the desired video frame 
rate). In addition, once people are identified, they need to 
be able to be tracked across multiple video frames so that 
we can correlate the movement of a particular individual. 
In addition, although some authors have achieved success 
with predicting whole video frames into the future (Srivas
tava et al. , 2015), we found that the propagation of error 
over even a few frames obscured in the human in frame to 
the point that it made the predictions unusable. 

In addition, a system such as this is only useful if positions 
can be coordinated over multiple camera frames. Therefore 
we can archive where a person has been and predict where 
they will be globally, not just over a single frame. Only then 
can it attempt to make predictions on where the person will 
go next. 

In completion of these goals we created a system that incor
porates multiple three-dimensional cameras to identify hu
mans, track where they have been, and predict where they 
are going next. It is called SHIPT - Simultaneous Human 
Identification, Prediction, and Tracking. Section 2 is a re
view of contemporary work that has either introduced the 
component parts of SHIPT or parallels our development 
with different but related algorithms. Section 3 explains 
the associated theory, including the computer vision tech
niques we employed to extract person coordinates from raw 
video feed and link those into a coherent path across multi
ple camera frames. Section 4 explains the practical side of 
what we implemented, options for solving different prob
lems such as frame coordination and object segmentation, 
and discussion of why each solution was chosen. Section 5 
follows with an analysis of the different predictive mod
els and other frameworks used to interpret and analyze our 
camera network. Section 6 explains the rationale for the 
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hardware and software components of our SHIPT proto
type while Section 7 briefly describes our recovered data 
and how we used it. Section 8 demonstrates the accuracy 
of our system, the finer points of which being discussed in 
Section 9. Finally, Section 10 describes possible extensions 
to this project while Section 11 summarizes the successes 
and failures. 

2. Related Work 

We shall start in the area of person identification, the ac
curacy of which has significantly advanced in the last five 
years (Zheng et al., 2015; Lin et al. , 2015; Liu et al. , 2015). 
Due in large part to the convolutional neural networks de
veloped by Yann LeCun and others (LeCun et al. , 1995), 
we are able to derive accurate pixel-by-pixel classifications 
of images. This is similar though not identical to the prob
lem of individual identification, which is often done via fa
cial recognition (Turk & Pentland, 1991; Zhao et al., 2003) 
though can also be done via gait analysis (Yilmaz & Javed, 
2006) and pose estimation (Tompson et al. , 2014). 

However, these classifications are largely useless to us, as 
we desire only a person's position on the floor plane. This 
moves us into the tracking problem, which is an active area 
of computer vision and different sensor processing tech
niques (Yilmaz & Javed, 2006). This includes many differ
ent sub-problems, including noise resolution, object occlu
sion, and realtime processing requirements among many 
others. Recent research has focused on using both RGB 
camera information as well as depth scans in order to prop
erly collect information about a space (Henry et al. , 2012) 
and do advanced realtime segmentation (Couprie et al. , 
2014; Hoernig et al. , 2015). 

Finally, there is the issue of predicting future movement 
based on past locations. Human behavior is notoriously dif
ficult to predict, though there have many attempts to do so 
via probabilistic filtering methods (Pentland & Liu, 1999) 
and entropy modeling (Ziebart, 2010). In a very differ
ent field, deep learning has made large strides in language 
modeling, finding high accuracies at predicting series of 
characters in natural human languages (Karpathy et al. , 
2015). Most of these works have made use of Long Short 
Term Memory models (LSTMs), which can keep track of 
sequence patterns over variable lengths of time (Gers et al. , 
2000; Karpathy, 2015). 

To our knowledge, no published work has combined the 
tasks of human identification, tracking, and prediction into 
a realtime pipeline. 

3. Theory 

3.1. Background subtraction 

Given depth data from a given active stereo system, we can 
perform novel object detection. In theory this is as simple 
as subtracting a reference- a background- from any current 
image. (Couprie et al. , 2014) 

3.2. Occlusion management 

Once classification has been obtained, it is still possible that 
a detected object might indeed me more than one object, 
with the closest partially occluding the more distant ones. 
In the course of this project, we relied on the fact that we 
had multiple cameras observing most spaces such that a 
pair of people that were occluded in one direction were not 
in another, and thus separable in the later post-detection 
step. We leave more advanced management to future work. 

3.3. Floor Detection 

It is necessary to know the location of objects and individ
uals not in camera ij frame or even camera xyz frame but 
in the floor frame. To do this an understanding of the floor 
plane must be developed. 

Floor extraction may be performed via principal compo
nent analysis (PCA) of the (x, y, z) values of points that lie 
on the floor. PCA is a process by which we can find a series 
of vectors along which our data has the greatest variance. 
That means, for three dimensional space, the two vectors 
that cover the variance most of the points, or the two most 
principal components, will specify the plane closest to all 
of the points. 

Given some n x 3 vector D as our set of n (x, y, z) points, 
we can compute d0 , the mean point, and using that, com
pute X, or the mean-shifted data, by subtracting d0 from 
every point in D. 

X may then be decomposed into a set of the vectors that 
it varies in. For a three-dimensional point, such a result 
would be a total of 3 vectors. Such a set of vectors is ob
tained by taking the covariance matrix of X, and then com
puting the eigenvectors of that matrix. These eigenvectors 
are homogeneously equivalent to the principal component 
directions, and, when ranked by magnitude of the associ
ated eigenvalue, can be shown in the order of most variance 
to least variance. 

The floor, of course, exists in two dimensions, so to detect 
the floor we can simply take the most import two - the first 
two - eigenvectors returned to represent the floor. A vector 
perpendicular to the floor may be found by crossing these 
two vectors. 
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3.4. Frame Linking 

Having retrieved coordinates in the local floor frame, it is 
necessary to relate them all to a common reference floor 
frame. Instead of defining a completely separate reference 
frame, camera frames were related to each other in a tree 
that converged on a central camera with multiple frames 
that overlapped into it. (See Appendix C - Pose network) 

To fit together two 2-d spaces with equivalent scale, a rigid 
transform, composed of a translation and rotation, can be 
found. Such a transform has three degrees of freedom and 
hence it is necessary to obtain a minimum of three sets of 
point correspondences. 

To estimate rotation, we employed the Singular Value De
composition. (PCA was also an option for this fitting pro
cess, but is more appropriate for large numbers of corre
spondences, and we did not anticipate the ability to collect 
many.) 

Given some set of point correspondences p and q, with cen
troids CP and Cq, 

P =p- cp 
Q = q- Cq 

Compute cross-covariance -

Decompose using SVD-

(1) 

(2) 

(3) 

M = U~V* (4) 

Use V and U to compute rotation that minimizes error-

R=VUT (5) 

After R is found, points p may be transformed by it, and the 
difference in means of q and Rp taken to find translation. 

3.5. Path Linking 

Given correlated points formed into a path within a single 
camera frame, we needed to be able to join the paths across 
multiple frames. 

3. 5 .1. REAL TIME LINKING 

Given a network with a decently small number of cameras, 
any new point that comes in can be compared against the 
points sampled from all other cameras at the same time. If 

-1 ~ -2 r 

-~~, --~_.,--_7,--~-.~~-3----~,--~_,--~~ 

Figure 1. Comparison of disjointed paths across multiple cameras 
(top) and the linked paths (bottom). This path represents a walk 
from the middle of the hall to the kitchen, then to the main en
trance, then to the entrance of the lounge. 

any point is within a distance threshold from another cam
era's points, we consider those points to represent the same 
real-world object and we consistently (though arbitrarily) 
choose one of the two points to remove. Similarly, when 
a new path starts in one camera frame, we can observe 
any recently terminated path to see if it is within a distance 
threshold for joining together. The results of this algorithm 
can be seen in Figure 1. 

3.5.2. LINKING ASSUMPTIONS 

Though the results in this paper are all based upon using the 
method described in Section 3.5 .1 , it relies on three primary 
assumptions: 

1. The positions reported by the same camera time
sample were captured at similar times 

2. Frame transformations are done with low error 

3. The number of people observable in the world is low 

The first two assumptions are valid in any well constructed 
network, though if they were removed, we would have to 
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rely on dynamic programming methods that could account 
for gaps, duplications, and could be manually tuned with a 
few parameters (Geiger et al. , 1995). 

In order to deal with a larger network, the tracking of a 
single person could be done be comparing all paths in an 
oct-tree like fashion in order to quickly find the closest path 
to which it could link (J ackins & Tanimoto, 1980). 

4. Implementation 

4.1. Background subtraction 

In theory, the background subtraction process should be a 
simple way to discover novel objects in frame. In practice, 
the high degree of noise in any given depth image makes 
any result of subtraction highly noisy as well. There are 
two general solutions for this. 

4.1.1. RUNNING AVERAGE SUBTRACTION 

It is a cheap operation to maintain two averages of depth 
- one long-term average, one short term - and to subtract 
them from each other. This smooths out noise in both im
ages and leads to classification results with low levels of 
speckle noise. This process has a temporal side effect: any
thing that stays motionless in camera frame for long enough 
will disappear and go undetected. This is both a bug and a 
feature- a bug, because humans who sit still for a long time 
may cease to be noticed, and a feature, because any furni
ture slightly moved would eventually cease to be detected. 

4.1. 2. MORPHOLOGICAL OPERATIONS 

Once a simple non-averaged subtraction is performed and 
thresholded, a large amount of noise it noticeable. This 
noise is, however, characterized by low contour density rel
ative to desired detections, and can therefore be cleaned 
up with morphological operations. The drawback to this 
method is the runtime of these operations, which are 
O(n m), where n is the number of pixels in the image 
and m is the number of pixels in the kernel. This means 
that to double our kernel width, we quadruple cost. Conse
quently, we only use a small kernel width (9). The result 
is the persistence of small amounts of noise. This noise, 
however, has predictably small area and is removed on this 
basis cheaply. For example frames of each step of this pro
cess, please see Appendix A. 

We determined to go forward with a morphological ap
proach, as we wanted the ability to be able to track every
thing, and not lose objects over time - this still left us the 
option of ceasing to track objects later through removing 
them from the dataset, and was therefore the more flexi
ble option. This solution, we found, delivered us a highly 
stable centroid in the camera frame. An example detection 

may be found in Appendix B. 

4.2. Floor Detection 

To select floor points to be used for PCA and floor detec
tion, we simply defined a box in the middle bottom of the 
image that we knew to contain floor points only. One of 
the cameras, near a table, had to have a special case writ
ten hardcoded for it where it took points further to the left. 
This was not a sophisticated method for selection of points 
but it proved accurate. 

While it would be preferable to have fully automated floor 
detection, there are several aspects of our images that make 
this impossible. First, while it may be intuitive that the 
floor would be the largest plane in the image and thus the 
principal component in the depth image, unfortunately our 
camera views include narrow hallways, making some of 
the walls the have components associated with the largest 
eigenvalues. In addition, because of various camera tilts 
and angles, the height of walls, and various obstructions, 
we cannot assume that any consistent region of the image 
will always be comprised solely of the floor plane. 

4.3. Usage of PCA results to remove reflective 
detections 

The nature of the Kinect's active 3d sensing system means 
that occasionally false detections are registered against re
flective surfaces. The main instance of this problem in our 
environment was a highly non-Lambertian floor consisting 
of linoleum tiles. We found that the IR beam projected by 
the Kinect was liable to reflect from an actual novel object, 
off the floor, and back to the camera, making our system be
lieve there was a novel object in the floor plane. However, 
as we know two vectors that lie approximate to the floor 
plane due to PCA, we can delete any detections for which 
the projection of the detected object onto the least signif
icant direction of floor variance is close to zero, thereby 
removing any reflective detections. For an example with 
the error and with the error removed, see Appendix D. 

4.4. Collection of Point Correspondences for frame 
linking 

As discussed in Section 3.4, it was necessary to collect sets 
of corresponding points in each of the overlapping floor 
frames. 

To find the correspondences, April Tags were first investi
gated as a low-cost method to collect point pairs in an auto
matic fashion. (Olson, 2011 ) Unfortunately, we discovered 
that the low-resolution RGB cameras on the Kinect hard
ware did not possess the resolution to detect tags printed 
on 8.5" x 11" paper at distances greater than a few meters. 
As detection is a function of both distance and size of tag, 



Figure 2. An image of the global map, stitched together from all 
cameras observing the space. 

we considered making larger tags, but were forced to con
clude that due to the limited overlap of floor planes, not 
enough room to accommodate larger tags was present. 

As a makeshift measure, we created three tags easily iden
tified by humans and set them up in each overlapping set 
of frames, and then clicked points in each frame to indicate 
the each tag location in the frame. This frame coordinate 
was looked up in the 3d data, which in turn was projected 
to the floor plane. The result was, for each overlapping 
set of frames, a set of three corresponding points. We did 
observe some small error in clicking on the order of two 
to three pixels, and this was a source of some small error 
going forward. Though it would be possible to eliminate 
some of this error by including more points in each trans
formation or by increasing the density of our cameras, we 
found the overall map (as seen in Figure 2) to be tolerably 
linked. Additionally, it is doubtful that many more tags of 
similar size could have fit within small areas of overlap. 

5. Analysis 

5.1. Predictive Models and Baselines 

In order to properly evaluate more complicated models, we 
first need to establish a baseline for comparison. Due to 
the semi-novel nature of this work in the public sphere and 
the fact that our data is very specific to our space, we are 
forced to primarily compare against alternative models that 
we can create rather than any published standard. 

5.1.1. SIMPLE RANDOM CHANCE 

Due to the discretization made necessary by using an 
LSTM, we generate a map of our world (see Figure 4) 
which allows for a random choice of location. This pro
vides a random baseline that makes no assumptions about 
the operation of movement of the particle. 

5.1.2. GRID RANDOM CHANCE 

Upon inspection of our training data, we discover that 
97.8% of movement falls within one of three categories 

1. Staying in the same location 

2. Moving one unit in the x direction, y direction, or both 

3. Leaving the observable space 

Knowing this, we can create a more reasonable baseline 
that randomly selects from these options. 

5.1.3. LINEAR MODEL 

While Section 5.1.2 considers the geometric nature of our 
data, it does not utilize past data. The simplest way in 
which we could do this is by using past locations to build 
a linear model to predict future instances, i.e. to predict k 
steps into the future, take the previous k points and build a 
model in the following way: 

(6) 

where x and y are our ground point locations in their re
spective directions, t is time, m is the slopes, and b is the 
offset. We can solve this using traditional least squares for 
k > 0. 

5.1.4. RECURRENT NEURAL NETWORKS (RNN) 

RNN's are a type of neural networks whereby activations 
are affected by the choice of the machine at all previous 
timesteps, i.e. we predict a character partially based upon 
all previous characters. We can formulate this desired prob
ability mathematically as P(lk+l llk , ... , l0 , 8) where each l 
is a location, k is the timestep, and 8 is a set of parameters 
used by the model. In terms of an RNN, this becomes 

P(lk+ l llk , ... , lo , 8) = f( x, s) (7) 

where x is the observed value and s is the previous state. 
This functionally allows the neural network to remember 
its previous decisions and use those to inform its current 
decision. This can be thought of as either a single network 
which feeds information about the previous state into itself, 
or a series of networks which handle each variable in the 
sequence. This can be seen in Figure 3. 

5.1.5. LONG SHORT TERM MEMORY (LSTM) 

An LSTM is a particular way to implement the function f 
in Equation 7. It is done by creating a cell which stores a 
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h, 

x, 

Figure 3. Diagram of how an RNN can be considered as either a 
single network that connects to its past states or a series of mir
rored networks for each position in the sequence. In this model, 
at time t, Xt is the input, ht is the output, and N is the network 

vector of values which can be read ancl!or written on each 
iteration. All four of the input, output, forget, and remem
bering gates have their own series of weights and biases, 
combining to filter the original input values in a nonlinear 
fashion which remembers previous states. 

A more complete description with examples can be found 
in (Karpathy, 2015 ; Karpathy et al., 2015 ). 

5.1.6. LANGUAGE MODELS 

The one area of published research that we can compare 
our LSTM models (see Section 5 .1.5) is text generation. 
While many models seek to generate novel text and are 
evaluated on their uniqueness while still following the style 
of the trained text (Potash et al., 2015), other work has been 
done to generate models that operate over a wide range of 
texts, evaluating the accuracy of models to predict the next 
character given the string leading up to it (Karpathy et al ., 
2015). 

This is not a completely fair comparison. While text gener
ation is a similar problem solved by near identical tools, the 
physical nature of our coordinates give us intuition about 
their paths as discussed in Sections 5.1.2 and 5.1.3. In lan
guage modeling, this is not true, as can be seen by that fact 
that an a in English may be followed by any other letter 
in some place in a valid word. However, due to this being 
the closest published work, we find it prudent to offer those 
numbers for comparison. 

5.2. Two-Dimensional Discretization 

While RNNs, as with normal neural networks, can be for
mulated to output and train with continuous outputs, in both 
the biological basis of the neural network and in empirical 
studies (Karpathy et al. , 2015), discrete outputs are found 
to be better. To take advantage of this, we discretized our 
space into blocks of side length b. While b can be dynam
ically set based on the utility of the space (with b being 
larger for spaces of the world which are less frequently 
used), we set b as constant throughout our world to ease 
with analysis of average error. For the experiments we 
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Figure 4. Discretized Map of the second floor of Hicks Hall. 
Axis's are both measured in meters with an arbitrary origin. Cir
cles represent possible coordinates in discretized space with those 
with thicker borders being those that were occupied more fre
quently. Please find a full-size version in Appendix E. 

chose b = 0.42m since this allowed us to to have an al
phabet of possible spaces of size 1,000. While 1,000 was a 
semi arbitrary choice, it satisfied our conditions of having 
decently sized discretization (not too large to make results 
meaningless nor too large to allow noise to significantly af
fect results (see Section 8.1) ). We leave experimentation 
with discretization size to future research. The result of 
discretization of the second floor of Hicks Hall can be seen 
in Figure 4. 

6. Equipment 

6.1. Hardware 

The overall configuration of hardware can be seen in Fig
ure 5. 

6.1.1 . COMPUTERS 

All computers directly connected to cameras were Dell Op
tiplex 990 machines running Intel i5 processors at 3.1 GHz. 
To reduce cost and allow future flexibility, no GPUs were 
utilized on these machines. The project began with six 
of these machines, though one died during the course of 
use. Training of the machine learning model was done on 
a composite machine running the Intel i7 at 3.7 GHz with 
a NVIDIA Tesla K40 GPU. 

6.1.2. CAMERAS 

For RGB and depth information we employed a combina
tion of version 1 and version 1.5 Microsoft Kinects. In total 
we used 8 cameras. 
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Figure 5. The captured space of our project with all computers 
marked with purple cylinders and all cameras marked with red 
right angels 

6.2. Software 

We used a series of software packages to help us with our 
project, many of which we modified to fit our needs. Any 
and all software can be provided via an email to either of 
the authors. 

The most significant of these were the following: 

• Keras, a deep learning interface package (Chollet, 
20 15) with the backend of Theano, a deep learning 
library (Bergstra et al. , 20 10; Bastien et al. , 2012). 

• OpenCV, a library of tools for easy and efficient oper
ations commonly used within computer vision (Brad
ski, 2000) 

• Libfreenect, a library for controlling and pulling data 
from the Microsoft Kinect via Python (Xiang et al. , 
2016) 

7. Data 

Data was collected with volunteers over select times. In to
tal, approximately 100,000 location coordinates were col
lected that could be successfully joined into paths. Of these 
coordinates, all models were trained on 95% of the data 
while the final 5% were kept as a held-aside test set. 

Model Percent Accuracy 
Simple Random 
Grid Random 
Linear Model 

(Karpathy et al., 2015) 
LSTM 

0.1 
10 

52.9 
58 

64.1 

Table 1. Percent accuracy of each model one step into the future 
given a maximum of 100 steps into the past. Models are ordered 
by increasing accuracy. 

Average distance between prediction and reality after t steps 
25.-----.---~.---~----~----~-----. 

~Linear Model 
20 --LSTM 

I 15 

i 
'ti 
2 10 
w 

Timesteps ( 1/15 s) 

Figure 6. Graphical comparison of the Linear Model and LSTM 
in terms of distance between predicted point t timesteps out and 
the actual point in the path. A table of raw values can be found in 
Appendix F. 

8. Results 

8.1. Person Identification 

Repeated calculations on a single person who was unmov
ing over 2.5 minutes (approximately 2300 samples) showed 
a standard deviation of centroid location of only 6.124 em 
in floor frame. 

8.2. Prediction Model Comparison 

The models can be compared on two metrics: the accu
racy of their results one step into the future (Table 1) and 
multiple steps (Figure 6). Standard examples of good and 
bad path prediction can be found in Figures 7 and 8 respec
tively. Each figure shows five predicted paths overlapped 
on top of each other. Note that unlike in Figure 1, the 
path predictions happen in the discretized, not continuous, 
world frame. 
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12 

10 

5 predictions based on seed path 

Original seed 

Ground truth 
Predictions 

Figure 7. An example of a well predicted path. The seed path 
represents a walk from the main entrance, briefly into the hall, 
and then into the men's washroom. 

5 predictions based on seed path 
16~----~~~~~==~~~s=====~~ 

Original seed 

14 

12 

10 

Ground truth 

Predictions 

2 4~----~----~----7,10~--~1~2----~1~4~ 

Figure 8. An example of a poorly predicted path. the seed path 
represents a walk from the main entrance and down the hall. 

9. Discussion 

Though we did not make excruciating measurements of 
correct person identification, we did observer very good 
consistency of where our centroid was projected onto the 
ground, and qualitative observations support that the cen
troid was in a good position on the person at all times. 

Our results show that given our observed space, the current 
location of a person, and a series of their past locations, 
more often than not we can predict where they are going 
to go next. While the large accuracy of the linear model 
(52.9%) shows that most immediate movements can be ex
plained simply by observing one step into the past, Figure 6 
indicates that our model is mush better than simple assump
tions at predicting long-term locations. Errors between the 
linear model and reality grow rapidly as time increases, but 
error about the LSTM not only grows at a slower pace, but 
appears to level off. This result is surprising, and may be 
best explained by the fact that there are few destinations 
within our space (the door, the two ends of the hall, the 
lounge), such that small deviations in the beginning of the 
path do not have large impacts on the final destination. 

However, Figure 8 indicates another interpretations. Upon 
inspection, many of our predicted paths either stay in one 
location or repeat back upon themselves, caught in a loop 
around a particular set of coordinates. While many others 
are appropriate predictors (such as the one shown in Fig
ure 7), the existence of these loops is concerning and may 
indicate that our long-range accuracy is coincidental to the 
fact that many of our paths through the space also loop. 
Since a test which predicts 30 steps into the future necessi
tates a path of at minimum 31 steps, we are not able to test 
on many short, destination-to-destination paths and instead 
must rely on paths with loops. This may bias our data to
ward believing that inappropriate path predictions are valid. 

10. Future Work 

1. Occlusion management to detect novel objects or in
dividuals which overlap in camera frame but have no
ticeably different depths. 

2. Integration with multiple person identification sys
tems so that systems requiring larger compute power 
(Zheng et al., 2015) could be easily integrated. 

3. Individual identification Oikely using facial recogni
tion (Zhao et al., 2003) or body position recognition 
(Tompson et al., 2014)) allowing training of models 
specific to the individual. A more easily realized sub
goal of this is to identify subgroups of people (e.g. 
students vs. faculty vs. staff of a university) and train 
models on those groupings. 

4. Integrate time of day into position predictions. The-
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oretically we could more accurately recognize behav
ioral difference if we knew the person was in a class
room hallway between class times or at 3 A.M. 

5. Link the prediction with markers (such as a small 
LED) that will indicate a predicted destination given a 
certain person's walking path. This would effectively 
test whether the errors noted in Section 9 were from 
appropriately or inappropriately predicted loops. 

11. Conclusion 

We present a unified model for human identification, track
ing, and future location prediction that achieves high ac
curacy in multiple facets. While further work is necessary 
to determine if this system can scale and if the accuracies 
hold in a larger environment, this project is a useful demon
stration of the important challenges in designing a unified 
tracking and prediction system. 
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13. Code 

Code may be found at 
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A - Depth detection steps 

Raw RGB Raw Depth Depth Subtraction 

Thresholding Large Open (19) Conservative Open ( 9) 

B - Segmentation & Centroid detection results 
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C - Pose Network 
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D - Reflective detection, fixed and unfixed 
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E - Discretized Map of Hicks 
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Model \ Steps 10 20 30 
Linear model 3.10 11.08 22.21 

LSTM 0.62 2.18 2.19 
F - Average error distance of differing models after t timesteps. 
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