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Abstract
In this era of self-driving cars, smart watches, and voice-commanded
speakers, machine learning is ubiquitous. Recently, deep learning has
shown impressive success in solving many machine learning problems
related to image data and sequential data – with the result that people are frequently impacted by deep learning models on a daily basis.
However, how do we judge if these models are fair, and how do we
discover what information is important when making a decision? And
as APIs become ever-more common, how do we determine this information if we do not have access to the model itself? We developed
a novel technique called Gradient Feature Auditing which gradually
obscures information from a data-set and evaluates how a model’s
predictions change as yet more of that information is obscured. This
allows a deeper investigation of what information and features are
actually used by machine learning models when making predictions.
Throughout our experiments, we apply Gradient Feature Auditing on
multiple data-sets using several popular modeling techniques (linear
∗
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SVMs, C4.5 decision trees, and shallow feed-forward neural networks)
to provide evidence that Gradient Feature Auditing indeed affords
deeper insight into what information a model is using.
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What is Deep Learning?

1.1

Neural Networks

The last twenty years have seen a massive increase in computational power
and storage ability, and as a result, many previously-dormant fields of machine learning have seen a revival of novel research and applications. One of
the most notable of these fields is deep learning, an area of machine learning
concerned with computational models “that exhibit similar characteristics
to that of the neocortex” — the part of the brain that understands sight
and hearing [2]. These models include artificial neural networks (NNs) and
other hierarchical or multi-layered models, though the current state-of-theart techniques are only loosely based on the biological neural networks that
initially inspired them. We will focus primarily on NNs, since the current
state-of-the-art for many problems is either purely a NN or a hybrid system
that combines NNs with traditional machine learning techniques like Support
Vector Machines (SVMs) [24].

1.2

Architecture of Neural Networks

Abstractly, a bare-bones NN is composed of many nodes or neurons 1 that
are interconnected with other neurons. These neurons are further organized
into multiple layers of various sizes, where all the neurons in a given layer are
1

We will use these terms synonymously throughout this review.
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connected to all the neurons in the next layer in a forward direction (such
that any two sequential layers are a directed bipartite graph). Typically, the
first layer in a NN will contain one neuron per feature or property in the
data-set that we hope the NN will learn [18]. Each feature may, for example,
be a pixel of an image or a column in a spreadsheet; one important note is
that these inputs need to be numerical for traditional NNs. The last layer
usually contains a single neuron for each possible output or response the NN
is expected to know [18]. Additionally, separating these input and output
layers can be any number of so-called hidden layers of various sizes [18].

Figure 1: An abstraction of an Artificial Neural Network.
A classic example of a NN application is the MNIST data-set [18]. This
data-set is composed of tens of thousands of images of handwritten integers
ranging from zero to nine. As a classification problem, our goal is to deduce
what number is displayed in the image. By considering each pixel to be a feature, we can train a NN to predict a number when fed an image. Specifically,
the input layer would require hundreds of nodes (depending on the resolution
of the images); on the other end, the NN would need 10 nodes in the output
layer (one for each response). The quantity and size of hidden layers varies,
4

though the more hidden layers included in our model, the deeper we say it
becomes [24]. For most intents and purposes, NNs do not require a large
number of layers; in fact, we might even consider a NN with over 10 layers
as very deep learning as opposed to the more usual deep learning [24].
As a brief aside, though NNs were explored for a few decades prior, the
first instance of truly deep NNs arose around 1979 with the introduction
of Fukushima’s Neurocognitron, which was a model designed to solve “visual pattern recognition” problems (similar though distinct from our MNIST
problem) [7, 24]. As it turns out, Fukushima’s model can be seen as a predecessor of some of today’s more advanced NNs such as those we will discuss
in Section 3.2 [24]. That is not to say that only deep NNs are useful for
us though; in fact, some problems, such as the MNIST recognition problem
can be solved sufficiently well by using a relatively shallow NN with just a
single hidden layer [18]. It thus should be noted that the deepness of an
architecture does not necessarily correlate with how well the NN performs; if
anything, the deepness of a NN can be said to roughly correspond with how
fine-tuned and subtle the decisions of that NN can be (and therefore how
over-trained it may become, as we will discuss later). Partially this is due to
the way in which nodes pass and receive values in the NN.

1.3

Neurons and Activation

When classifying some input, each node across the NN receives values from
the previous layer and passes augmented values onward to the following layer.
To do this, each node is given some weight-vector with which it can scale
inputs that it receives from all the nodes in the previous layer. Afterwards,
all of the scaled inputs are added together and passed through some nonlinear function (such as the hyperbolic tangent or a logistic sigmoid function)
with the purpose of limiting this overall sum. The output of that function
(the limited sum, more commonly referred to as the activation of the node) is
passed on to all the nodes in the next layer, which will then perform similar
calculations [24]. In this paradigm, values are passed from the input layer
and metaphorically flow to the output layer.
More precisely, let N = {n1 , n2 , ..., ni , ...} be a set of neurons, each with
some numerical weight vector wi , a bias vector bi and some input Xi [24].
Each neuron multiplies its input vector by this weight vector and adds its bias
vector bi ; this result is then passed into a non-linear function fi to produce
the overall activation energy of the neuron ni [24, 27]. Concretely, the ith
5

node’s output or activation function ai can be described as:
ai = fi (XiT wi + bi )

(1)

Two typically-used non-linear functions are the logistic function logistic(x) =
1/(1 + e−x ) (also called the sigmoid function) and the hyperbolic tangent
tanh(x) = (ex − e−x )/(ex + e−x ), though others exist and may perform differently in different scenarios [21, 24]. As an important aside, due to the
way NNs are typically trained (discussed below) it is important that these
activation functions are continuous and differentiable [21].
Therefore, for classification problems (such as classifying the MNIST images), after an input has been processed by a NN, all the nodes in the output
layer may produce an individual response (or prediction) since every output
neuron (each corresponding with some prediction) may have been activated
at least a little. A common approach for choosing the model’s overall answer
is to grant the most highly-activated neuron in the output layer the privilege
of having the final response [18]. While this may not be the correct response,
this approach can be likened to selecting the neuron that most believes it
has the right answer. To take the MNIST data-set for example, out of the
10 output nodes (recall, one for each integer) if we suppose the node corresponding to “3” had the highest activation, our NN would simply predict
that the consumed image displayed a “3”.

1.4

Perceptrons

As an exercise, we might consider a single-neuron network to be the most
basic form of an NN. Historically, some of the earliest NNs from the 1960s
were exactly that: single neurons (dubbed single-layer perceptrons) designed
to perceive linear separations in a data-space [27]. The definition of these
perceptrons is similar to our definition in 1.3 of a modern NN, except the
activation function yields a binary response as opposed to a continuous response:
(
1 if X T W + b > 0
a(X) =
(2)
0 otherwise
These NNs could be used to apply binary labels (such as “day” vs “night”,
or “group 1” or “group 2”) to data-sets [18, 27]. Naturally, these groups of
perceptrons (or even more generally, groups of any such models) might be
6

used to predict multi-label outputs (eg “cat”, “dog”, or “elephant”) though
for many years we lacked the computational power to truly explore this theory. Thus, in an abstract sense, modern NNs can be thought of as groups
of modified perceptrons that all work together to produce an overall result.
Some of these modified perceptrons might learn to isolate certain peculiarities in the data-set while some might learn to summarize parts of the input;
by building on what previous nodes learn, future nodes can make “smarter”
decisions [18]. This hints at why the architecture of a NN (ie, the number of
layers and the sizes of those layers) can so greatly influence the performance
of the NN in solving a particular problem: by using many nodes and layers,
the NN is able to learn to make subtle decisions based on its input [18].

2

Creating Deep Learning Models

Thus, after defining the NN’s architecture, the process of applying a NN
modeling on a classification problem becomes quite similar to other supervised learning problems using different types of machine learning models.
Specifically, the NN requires a training data-set and some sort of test or
validation data-set of the same form (as in, with the same features or predictors). Then, we iteratively feed the model entries from our training set
so that it may improve the way in which future predictions are made. After
every training-cycle we may predict the values in the “test” data-set in order
to see how well the model is learning as it trains. [18]

2.1

Preparing a Neural Network

In essence, a supervised NN learns by changing the weights and biases associated with each of its neurons such that the NN can more accurately make
predictions from the training data-set. With that said, a natural question
that then arises is: what constitutes a good initial weight for each neuron?
Technically speaking, there is no “right” answer. A common approach is to
randomly initialize the weights of each node according to a standard Gaussian
distribution. One important consequence of random initialization is that rerunning a duplicate NN architecture may take longer to train since extremely
low-activation or high-activation nodes (which may appear randomly for random weights) tend to result in nodes changing slowly (a phenomenon Nielsen
calls learning slowdown) when using traditional deep learning algorithms [18].
7

To help alleviate this learning slowdown, we instead randomly initialize the
weights according to a sharper
Gaussian distribution, typically one with a
p
standard deviation of 1/ ||wi || where ||wi || is the number of input weights
to neuron ni (or, in other words, the size of the layer leading into neuron
ni ) [18]. We will also randomly set the initial bias bi of each node ni in the
same manner [18].
Next, recall that the training process for a NN is iterative and is done
over a number of steps. Each of these steps or training iterations is referred
to as an epoch. The number of training epochs is usually preset before any
training actually begins — though it should be noted that this number varies
wildly across different problems and architectures. As a result, training NNs
often involves experimenting with different architectures and epoch-amounts
in order to find one that works well under the constraints of the problem [18].
Additionally, the learning rate α — which, in effect, scales how drastically
any node’s weight may change over the course of a single epoch — is also
preset. That said, some implementations allow for “adaptive learning rates”
which change over time or apply only to specific nodes [24].

2.2

Minimizing Cost Functions

With the epoch-count and learning rate prepared, training commences. In
general, the problem of training a neural network can be described as the
problem of minimizing a cost function (also known as an objective function)
[25]. Various cost functions exist, though most NN implementations tend to
use the mean squared error :
m

1 X
||p(Xi , W, b) − yi ||2
C(W, b) =
2m i=1

(3)

where W is the NN’s set of weight vectors; b is the set of biases; X is a
collection of input samples to our NN (ie, our training data-set); m is the
size of X (ie, the number of input samples); y is a vector of expected outputs
associated with those input samples such that yi is the expected output of the
input Xi ; and p is a function that feeds a sample to our NN (using weights W
and biases b) to yield some predicted response [3,18,21,25]. In more abstract
terms, we simply want to modify the weights and biases of our NN such that
the NN correctly predicts the responses from our training data-set.

8

2.3

Backpropagation

In order to minimize the NN’s cost function and thus improve our model,
numerous training algorithms have been developed (and occasionally rediscovered) throughout the last 45 years — including the Perceptron Rule,
three Madaline rules, the LMS algorithm, and the now-popularized technique
called backpropagation [27]. Though there are many, today’s competitionwinning NNs almost exclusively use the backpropagation algorithm with occasional tweaks [24].
The backpropagation algorithm relies heavily on gradient descent in order
to calculate an optimum value for the sets of weights W and biases b [21].
Formally, we may define this application of gradient descent as:
Wt+1 = Wt − α

1
∇W C(Wt , bt )
m

(4)

1
∇b C(Wt , bt )
(5)
m
where Wt is a collection of the NN’s weights at iteration t of gradient descent;
bt is a collection of the NN’s biases at the same iteration t; m is the number
of training samples; α is the preset learning rate of the NN; and ∇C is the
gradient of partial derivatives of the same cost function detailed in Section
2.2 [4]. More specifically, these gradients of the cost function can be described
as:
δC
δC δC
,
, ...,
, ...)T
(6)
∇W C = (
δW1 δW2
δWi
δC δC
δC
∇b C = ( ,
, ...,
, ...)T
(7)
δb1 δb2
δbi
where Wi is the weight set of the ith node and b is the bias set of the same
node [18]. In order to calculate these gradients, we apply the technique of
backpropagating the cost of making a prediction [18]. First we evaluate the
cost function by pushing an input value forward through the network in order
to make an initial prediction [27]. From this, we also generate some cost or
error associated with making that prediction. Next, we pull that cost value
δC
backwards through the network; in doing so, we are thus able to calculate δb
i
δC
and δW
for
each
weight
and
bias
in
each
node
[27].
Finally,
after
forwardi
propagating an input and backpropagating the related cost, we may modify
the weights and biases for iteration t and move on to the next iteration of
gradient descent [27].
bt+1 = bt − α

9

One important note at this stage is that the gradient depends immensely
on the specific inputs that are used during the propagation steps. As such,
some common implementations average the gradients produced by propagating every input before actually modifying any weights or biases; however, this
approach scales poorly as the number of samples in our data-set increases
(and more so, it can lead to drastic overfitting). As a compromise, backpropagation implementations usually define some batch size that represents
the number of randomly-drawn inputs for which we propagate and average
gradients [23]. In a sense, batch size also affords the NN the added bonus of
alleviating some overfitting that can occur, since only portions of the data-set
are used for training at any one time.
Typically, backpropagation repeats in this way until convergence is reached
(that is, until there is no significant change in W or b) or we hit our predefined
epoch-limit [27]. By repeatedly generating these gradients, the backpropagation algorithm allows us to determine the weights and biases that minimize
the cost function and, therefore, construct a NN that performs well when
predicting responses from a training data-set.
Briefly, an important (and often over-looked) issue with the backpropagation algorithm is that it is prone to converge to local minima instead of a
true global minimum [9, 13, 21]. Regardless though, these local optima are
oftentimes sufficient for training competition-winning NNs [24].

2.4

Dropout

As alluded to earlier, just performing backpropagation alone on NNs can
result in overfitting — the state in which a model becomes overcomplicated
and predicts random error in the training data-set rather than the generalized pattern the training data-set is supposed to represent [12]. Thus, the
NN does not generalize well to input outside of that seen in the training data,
such as those in the test data-set. In order to produce a more generalized
NN, a common improvement to the training process is to limit training to
a subset of nodes every epoch. This technique is called dropout, and works
by temporarily removing neurons randomly from the NN during backpropagation [25]. Abstractly, this may be likened to having multiple NNs with
different edges (and thus weights and biases) that all predict and then vote
on the response for a given input. In essence, dropout can be seen as a
pseudo-“ensemble method” (such as traditional random forests) that trains
multiple “thinned” NNs simultaneously, where a thinned NN is just a NN
10

with a subset of the edges in the original NN [24].
Technically though, there are 2n possible thinned NNs that may be derived from a fully-connected NN with n neurons; for large NNs, it quickly
becomes computationally unfeasible to compute all these 2n thinned NNs for
an ideal implementation of dropout. Thus, random dropout tends to be the
standard [25]. More so, dropout is applied in the training step rather than
in the testing step for the same reason: testing each sub-NN every time the
NN makes a prediction is impractical for problems where the NN needs to
“respond quickly”; in these cases, it is usually fair to increase the time it
takes for training (by adding dropout) in order to lower the time it takes to
make predictions [25].
The overall effect of dropout is that no specific neuron is overly relied
upon in a NN’s decision process, and thus overfitting is alleviated by a
significant degree [25]. Dropout has also been used to complement other
model-generalizing improvements such as “max-norm regularization, large
decay learning rates, and high momentum,” which likewise attempt to limit
overfitting [25]. More so, coupling these techniques allows for an even more
robust and generalized model [25].

3

Flavors of Neural Networks

The type of NN that we have described thus far is often referred to as a Feedforward Neural Network (FNN). More generally, most NNs can be classified
as either a type of FNN or as a type of recurrent neural network (RNN) [24].
In an FNN, as we have seen, values always flow forward from the input layer
to the output layer without cycles across neurons. In an RNN, on the other
hand, this rule is broken and layers may pass values to previous layers to
be re-activated later on. Consequentially, FNNs are typically faster and less
resource-intensive to train than RNNs — and also result in a less complicated
NN architectures [24].
FNNs were also among the first NNs implemented in the 1960s and are
the state-of-the-art solutions to many machine learning problems (notably
those regarding pattern recognition in images); however, as hardware has
improved, RNNs have been demonstrated to outperform FNNs in the same
fields [24]. This is especially true in problem-domains that incorporate a sense
of sequence or time into the data-set (such as understanding a language, or
a predicting the next step in a time series) [24].
11

3.1

Recurrent Neural Networks

These RNNs, broadly-speaking, allow for “feedback loops” where a node may
be re-activated by another node [18]. Thus, unlike FNNs, RNNs allow cycles
and can be represented as cyclic graphs. Since a neuron in an RNN can send
its activation energy to a previous neuron, another characteristic that arises
is that RNNs are capable of “remembering” previous activations [24]. In this
way, RNNs can be considered the “deepest of all NNs” and can even act as
“general computers” [24].
Yet, despite the substantial power posed by RNNs, training them is remarkably similar to training a typical FNN in that the standard method is
still just a modified backpropagation algorithm [24]. This modified backpropagation can be thought of as adding the time-step t from Equations 6
and 7 as a parameter of the output function p in Equation 3 such that the
RNN predicts different outputs depending on what time t it is called [9].
This “backpropagation through time” approach effectively converts the single RNN into a new FNN for every time t, and then uses that FNN to modify
the weights and biases of the original RNN [26].
While RNNs certainly are promising in terms of their capacity for solving
problems, the still wide-scale use of FNNs directs us to use FNNs for the
experiments we propose later on. Additionally, the fact that FNNs are faster
to train and simpler to explore in terms of architecture also lends them to
ease of experimentation. That said, FNNs have not remained unchanged in
recent times and it would be worthwhile to note some of the changes FNNs
have undergone before we proceed.

3.2

Convolutional Neural Networks

Within the last decade alone, various improvements have been made to standard FNNs. One such improvement that increases performance on visual
pattern-recognition tasks is the addition of so-called convolution layers [24].
FNNs that utilize convolution layers are called Convolutional Neural Networks or convnets (CNNs) [17, 24]. Traditionally, these convolution layers
take some two-dimensional input such as a full image (as opposed to a singledimensional input vector) and partition that input into k non-overlapping
sub-samples of equal size [17, 23].
After receiving these k chunks, each convolution node ni yields another 2D
input by using a modified version of the activation function ai from Equation
12

1 that sums the input matrices, multiplies that summed matrix by a matrix
of weights, adds a bias, and then passes the computed 2D result through a
non-linear function in order to yield another 2D result [23]. Thus, sequential
convolution layers can learn to extract general shapes and trends from a
more complex image. In this vein, a CNN works to isolate parts of an image
in order to provide a higher-level abstraction of that space to subsequent
neurons [24, 28]. Though CNNs have become popular in visual patternrecognition problems (such as the MNIST example from earlier) and indeed
have been shown to perform well in this context, none of the data-sets we
will explore in the Experimentation Section have 2D components nor images
since these data-sets already have some unique auditing techniques, as we
will discuss later in Section 4.

3.3

Max-pooling

Another key improvement area for NNs has been in regard to training speed
— the motivation being that deep NNs with lots of nodes can rapidly become slow to train even for simple data-sets. This sort of issue becomes
even more important when applied to CNNs, since we no longer are dealing
with 1D inputs but actually 2D inputs (and thus much more data) for each
node. As a result, some researchers have explored alternative ways for a
node to utilize its input from a previous layer instead of just passing those
inputs through its activation function ai [24]. Interestingly, some complex
approaches, such as averaging the activation energies of the previous layer’s
neurons or performing sampling of the node’s inputs, have been shown to be
less successful than the simpler approach of simply passing along the input
that came from the most activated neuron [17, 24]. This approach is called
max-pooling and effectively works by choosing the input that was produced
from the most-activated neuron; as Schmidhuber describes, max-pooling layers use a winner-takes-all approach to select the input that believes it is most
important [23,24]. Max-pooling is commonly used along with modern CNNs
(creatively dubbed MPCNNs) and has spawned significant improvements in
the field of hand gesture-recognition (among other such visual-pattern fields)
— notably in cases where learning to focus on parts of an image can be
helpful in determining the correct outcome [17, 24].
For example, suppose that we added one convolutional layer and one
max-pooling layer to the front of the FNN that we earlier applied on the
MNIST data-set. Intuitively, we might think about our convolution layer
13

as deconstructing each image it is fed in order to look at smaller chunks
of the same image. Our max-pooling layer then looks at these pieces in
order to identify what node is the most confident that it has a discriminating
piece that will help us with the MPCNN’s final decision. Confirming our
suspicions, Scherer actually performed this experiment on the MNIST dataset and achieved a higher accuracy than Nielsen’s more traditional FNN did
— even when using the same testing and training splits. [18, 23].

3.4

GPUs and NNs

Yet, deep learning has most improved because of simple economics; mass
computation has become so much cheaper (and better) that we can afford
to use larger and deeper neural network architectures. The falling price
in graphics processing units (GPUs) also has provoked the design of GPUimplementations of many common types of NNs (particularly FNNs); notably, some papers have even reported boosts in training-speed by over 50
times in comparison to similar CPU-based implementations [24]. As a result,
within the last decade the capacity and power of NNs has increased dramatically. More so, since many typical deep learning data-sets are image-like,
they can be easily stored and operated upon in an optimized way by using
a GPU. In fact, many competition-winning FNNs and RNNs today (most
of which appeared within the last 5 years) rely on GPUs or even clusters of
GPUs [24].
Most importantly though, none of these improvements exclude the others.
Max-pooling, dropout, convolution — each can be used alongside one another
in order to create more powerful and better performing NNs. In fact, one
of the standard FNN architectures nowadays for visual-pattern recognition
utilizes GPU-implementations, max-pooling layers, and convolution layers to
compose GPU-MPCNNs [24].

3.5

Autoencoders

Another rather different advancement in NN design actually involves using
an additional NN to prepare the data before the original NN is trained. This
additional NN effectively reduces or encodes the data-set into a compressed
state. Classically, these NNs are trained by using an architecture called an
autoencoder, which is a type of NN that attempts to construct a compressed
representation of the input data-set and then reconstruct the full data-set
14

from that compressed version [25,26]. In practice, autoencoders are NNs that
predict their original input after that input has been passed through some
hidden bottleneck layer (often giving autoencoder architectures an hourglasslike shape) [26].

Figure 2: An abstracted autoencoder.
Technically speaking, autoencoders both encode and decode the data-set
such that the NN’s output is (ideally) the same as its input. In order to
utilize the compressed version of the data-set, we need to extract the ﬁrst
half of the autoencoder. The output after this bottleneck layer then can be
extracted and used as a compressed version of the initial input [24]. Often,
these encoding layers of the autoencoder NN are then placed on top of other
machine learning models (such as SVMs, or even other NNs) in order to
improve training speed and predictive accuracy by reducing the amount of
redundant or unnecessary information in the data-set [24].
In this way, autoencoders have also seen much success as a sort of feature
selection and also as a means of feature compression, since they can combine
features in untraditional, non-linear ways [24]. More recent autoencoder
architectures have shown promise as “denoising” pre-trainers that attempt
to remove noise from a corrupted input data-sets [25, 26].
Though we will not utilize autoencoders in our auditing experiments, they
are worth noting since they have come to be a popular application of deep
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learning. Additionally, they exemplify the issue that becomes present when
we try to audit a neural network: so many micro-calculations occur between
each layer that the data becomes represented in different ways for each layer.
Thus, determining what original input data is being used at a deeper layer
of the NN (and to what extent it is being used) becomes complicated.

4

Auditing Deep Learning Models

Even though deep learning models abound in today’s state-of-the-art recommender and AI systems, limited research has been done to understand what
these models are actually learning. Perhaps more pressingly, the recent research that has been done is largely focused on visual NNs that are trained
for pattern recognition or image labeling [15,28]. However, interpreting nonimage models is crucial to making better non-image models in the future. In
other words, if a model does poorly we would like to know why.
In the same vein, if a model does perform well in some application, we
may want to analyze what inputs or derived trends are most influencing the
model. For trivially small NNs, we might interpret a model by manually fabricating some sort of pattern that would yield similar predictions; however,
for most NNs, the inner workings of the model becomes vast and interconnected enough that trying to apply some human-observed “trend” to the
model’s responses becomes unreliable.

4.1

Credit Assignment Paths

Thus as NNs become larger and deeper (and potentially even recurrent), the
NN also becomes confounding when fully looked at from a bird’s-eye view.
Consequently, it becomes difficult to accurately blame or credit certain parts
of a NN for good or bad results. Similarly, it becomes hard to differentiate
between necessary nodes and unused nodes that are actually just cluttering
the NN. One approach to analyze portions of a NN is to create Credit Assignment Paths (CAPs) across layers that help identify how a given input
may have caused the NN to predict a resulting output [24].
In a sense, these CAPs can be thought of as lists of the highly influential
nodes (both negatively and positively) starting at the node in the input layer
and progressing to the node in the output layer [24]. Since multiple nodes
may be highly influential in a single layer, we should produce a set of CAPs
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for a given input and its output such that the set of CAPs contains a pathway
for each possible fork that may arise along the NN [24]. While these CAPs
are useful for gauging what nodes were not useful across many sample inputs,
the sets of these CAPs quickly become unmanageable.
Plus, though CAPs can tell us that certain nodes were helpful or hurtful in
making a prediction, they do not tell us why those nodes made that prediction
in regards to the data-set the NN is modeling. Thus, CAPs are more useful
for auditing the architecture of our NN, not for auditing the model’s learning
itself. Additionally, this auditing technique requires having direct access to
all of the individual nodes in the NN model, which often may not be the case
(as we will discuss in Section 5.4).

4.2

Reverse-engineering Models

Zeiler and Fergus offer a different technique which is reminiscent of the modelof-a-model approach for auditing models, in which we create a more easilyaudited model (such as a decision tree) that learns to match the actual model
[1, 28].2 Their technique, which they apply specifically on image-labeling
CNNs, is to use an additional NN to reverse-engineer the layers of their
original NN model [28]. For example, suppose some NN is fed a bitmap image
and then outputs the label of the dominant pattern or shape it finds in the
image; in the reverse-engineered case, the additional NN conversely would be
fed a label and would then output a bitmap image with an abstraction of the
appropriate pattern or shape on it. With this approach, unnecessary neurons
can be pruned and important neurons or layers can be better optimized to
improve labeling accuracy.
However, the interpretability that this gives image-oriented models does
not translate well to models that do not use images as input, since the output
would just be a matrix of combined activation energies. Similarly, auditing
in this way still requires we have access to every node and layer in the model.

4.3

Neuron Probing

Google’s research team used a different technique which allowed them to
extract common shapes learned by a sparse deep autoencoder from unlabeled
2

For additional analysis comparing the model-of-a-model approach to our technique of
Gradient Feature Auditing, we refer the reader to the aforementioned paper by Adler et
al. [1]
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images [15]. To do this, they iteratively applied custom-generated stimuli
images to each node and measured the node’s activation level across these
various images; by searching for the image that corresponded with the highest
activation, they could produce an optimum input image that could be said
to correspond with what the node had learned. Using this technique, they
were able to pick out a single neuron that labeled human faces with 81.7%
accuracy, in addition to a neuron that labeled pictures of cat faces [15].
Nagi also used a similar technique for verifying that an MPCNN for gesture recognition had learned the patterns it was expected to learn from its
training images [17]. Unfortunately, probing neurons that are not intended
to learn image-like patterns yields a less-comprehensible optimum “image”
that may not mean much in regards to the overall model. That said, Le et
al’s technique could still be used on non-image data to gauge what neurons
are most powerfully activated by different regions of the input data-space;
essentially, this may tell us what parts of an input a NN is consuming within
its first layer [15]. However, as with the other auditing approaches mentioned, this technique still requires having access to the individual neurons
and layers in the model.

5

Motivations of our Research

Our research revolves around the goal of improving our ability to audit and
understand more complex machine learning models (like NNs, or SVMs with
large feature-spaces) without having to dissect each model. In the same
vein, such an auditing technique should allow us to draw novel conclusions
about the data-set — or more specifically, about how a model is learning to
use a data-set. A noteworthy and partially-explored data-set which we will
employ is that of the Dark Reactions Project (DRP), which strives to predict
whether a reaction will successfully form a crystal or whether it will not [19].
Deep learning techniques have not yet been explored on the DRP data-set;
so a side-motivation of our experiments will be to see how NNs perform in
comparison to the SVM that is currently the best-reported model [19, 20].
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5.1

Improving the Dark Reactions Project Model

The Dark Reactions Project (DRP) data-set3 is especially interesting as a
deep learning problem because it does not intrinsically contain sequential
information, images, or image-like information — which deep learning has
been known to learn well [18, 24]. Instead, the data-set is composed of nonsequential numerical and categorical descriptions of thousands of hydrothermal chemical reactions.
Each reaction contains information such as the names of the 3-5 compounds present, hundreds of derived properties of those compounds, the
quantities of the compounds in a given reaction, additional reaction conditions (such as duration, temperature, pH, etc.), and finally a 4-value ordinal
scale (ie: 1, 2, 3, 4 where 1 is the “worst” outcome and 4 is the “best”) that
represents the outcome of that particular reaction (specifically, whether the
reaction formed a specific species of crystal) [5, 19]. The DRP team has applied many traditional machine learning techniques to the data-set and and
reports that the highest accuracy obtained was 65% on a 4-class classification
and 74 on a 2-class classification when using an SVM; in the 4-class classification each of the 4 ordinal outcomes was seen as a separate response, while
in the 2-class classification outcomes of “1” and “2” were seen synonymously
as “failures” and “3” and “4” were seen as “successes” [19, 20]. We hope to
outperform this SVM by experimenting with various NN architectures. Reassuringly, in recent years, NNs have started to outperform SVMs in certain
non-traditional problem-spaces; we will explore if cheminformatics may be
added to this set of these problem-spaces [24].
Interpreting a NN applied on the DRP data-set may also allow us to
derive or instigate novel research in the domain of chemistry. In a sense,
our NN will need to learn intrinsically the chemical trends that result in
a “successful” crystal-forming reaction — though it should be noted that
the trends the NN learns may very well be different from the intuition used
by chemists. If the model’s so-called “intuition” is indeed different, this may
provide interesting opportunities for research into the processes underpinning
the chemical reactions. Thus, being able to interpret our model is interesting
not only from a machine-learning perspective, but also from the chemical
perspective.
3

Available at http://darkreactions.haverford.edu/.
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5.2

Feature-based Analysis

Intuitive and understandable approaches for analyzing NNs exist for imagelike input, such as Neuron Probing [15] and reverse-engineering the model
[28]. However, as previously mentioned, these approaches do not carry over
well to non-image input, nor do they offer insight into the importance of
individual features to the model. Thus, what we are truly interested in is
a per-feature analysis of the NN rather than a comparison of the individual
nodes or layers in the NN. Ideally, such an approach for model interpretation should extend similarly to image-like inputs as well and thus bridge an
existing gap in deep learning analysis. Broadly speaking, our method of Gradient Feature Auditing (GFA), as discussed in section 6, may provide such
a method to uncover what information a trained NN is really using to make
predictions. In this way, our hope is that GFA will allow us to determine
which features in the DRP data-set are being used by a NN model.

5.3

Model-agnostic Auditing

More so, since GFA does not rely on any particular technical attribute of NNs
(such as nodes or layers), we can just as easily apply the auditing technique on
other types of models. To show this, we will also apply GFA on decision trees
and SVMs to provide evidence that the technique generalizes into a new way
to probe the inner workings of models in general, and not just NNs. This
generalizability has become increasingly important when auditing models
since more and more models can only be accessed through APIs — and often
we do not know exactly what machine learning techniques composed a certain
model that we are accessing.

5.4

Explaining APIs

Notably, since GFA does not rely on having a particular type of model or
even having direct access to the model itself, it could also be applied on
models that are masked behind an API. In other words, APIs that 3rd-party
organizations offer could be probed to better understand what is going on
behind the scenes; thus, even in these black-box models, we may acquire
insight into how our data is being used. Though our experiments do not
focus on any such APIs (and instead, for consistency, use the same model
types across each of our experiments), applying GFA on popular 3rd-party
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APIs remains an open area of exploration.

6

Gradient Feature Auditing

As an overview, Gradient Feature Auditing gradually removes each individual
feature from a data-set in order to assert how useful that feature was for the
original model. Completely “removing” a feature from a data-set is tricky
because of possible correlations that may exist across features, which also
should be removed; thus, we will utilize Feldman et al’s method of making
data “fair” in order to obfuscate these correlations between a feature and all
other features in the data-set [6].

6.1

Obscuring Features

Broadly speaking, obscuring an individual feature can be thought of as moving the class-conditioned distributions of that feature closer together to form
a new, less-separated distribution [6]. To initiate this method, we first select
the feature which contains the information to obfuscate and then choose an
amount x of that feature to remove; this x is not a strict percentage, but intuitively affects how “close together” the resulting distribution is — and thus
how obscured the information in the feature becomes. For our experiments,
we shall let x = 0 denote the original, unobscured data-set and x = 1 denote
the fully-obscured version (such that obscuring at x = 1 should remove any
useful information contained by a feature).
Thus, using this approach, a modified data-set is produced that contains
less of the information contained in the chosen feature. In this way, we
produce new data-sets with gradually increasing levels of obfuscation x for
each feature. Next, we train a new model for each of the produced datasets and plot how model performance is affected as more of a feature is
obscured. For a feature that was important or useful to the model, we would
expect the accuracy should diminish as more of that feature is obfuscated;
conversely, a non-used or useless feature should not affect model performance.
Finally, by repeating this process for each feature, we can compare declines
in model performance in order to ascertain which features were most useful
in improving model performance.
By determining which features were useful we thus can gain a deeper
understanding of what the black-box model is doing internally. Additionally,
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GFA also can reveal if features are unnecessary or even negatively impacting
the model. (Figure 3 reveals two hypothetical Gradient Feature Audit plots,
one for a useful feature X and the other for a useless feature Y). In this way,
GFA as applied on NNs might also be used as a form of non-linear wrapperbased feature-reduction. However, it should be noted that removing the
non-useful features discovered through GFA will only remove the features
that a model did not use — even though these features might be useful by
a different type of model such as an SVM, or even a different flavor of NN.
That said, if a model already performs well then this feature-reduction may
improve training time by limiting the number of features that the model
needs to consider.

Figure 3: Hypothetical Gradient Feature Auditing plots.
It also is important to note that our implementation of GFA by nature
cannot discover if a feature is useful only when in the presence of another
feature. While theoretically our method could be altered to analyze combinations of features by removing a set of features rather than a single feature
(eg: obscuring x of two features rather than just obscuring x of a single
feature), for even moderately sized feature-sets this becomes computationally unfeasible. Thus, this remains an open issue and area of possible future
research.

22

6.2

Obscuring Features of Various Types

However, before we may proceed with our experiments, we first need to
build upon Feldman et al’s [6] approach for obscuring features so that the
method works across both numerical and categorical features. Specifically,
their original method relies on the removed (or “protected”) feature being
categorical in nature and the remaining features being numerical; in other
words, we can obscure categorical-numerical relationships in a data-set, but
we are missing methods to obscure numerical-numerical, numeric-categorical,
and categorical-categorical relations [6]. To combat the issue of numericalnumerical relationships we introduce the binning technique described in Section 6.3 which converts numerical features into categorical features; as such,
we can use the repair algorithm in [6] to obscure any numerical-numerical
relations that may exist across features by first transforming the numerical
feature into a categorical feature. Additionally, we use a technique implemented by Gabriel Rybeck to perform repairs on categorical-categorical relationships [22].4 Thus, using these two obscuring procedures and the featuretransformation from numerical to categorical, we can obscure relations between any two features regardless of what type of feature they are.
Another important difference to note between Feldman et al’s [6] algorithm and our implementation is the way in which the feature-to-repair-by
(that is, the feature which will be removed from the data-set) is treated. In
our implementation the feature-to-repair-by undergoes the same relationshiprepair process as each of the other features in the data-set; however, the
feature-to-repair-by is set to converge to either the mean if the feature is
numerical or the mode if the feature is categorical; this is in contrast to Feldman et al’s original implementation which simply removes the feature from
the repaired feature-set [6].
It is important that the original feature is retained rather than discarded
since many APIs require that all data passed to a model has the same featureshape as the data that was used originally to train the model. For example,
if a model was trained on data with ten features, that model can only classify
data with ten features of the same type and value constraints. By obscuring
data-sets in this way, auditing APIs become accessible; specifically, as long as
we have access to a data-set, we can obscure information from that data-set
without needing more substantive information regarding the model.
4

An open-source implementation of GFA and each of the feature-conversion procedures
we used can be found at: https://github.com/cfalk/BlackBoxAuditing
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6.3

Binning Numerical Categories

In order to convert numerical features into categorical features, we bin the
sorted values from that feature and assign a categorical value based on each
unique bin. To begin this process, we first use the Freedman-Diaconis Rule
to calculate an optimal size for each bin [14]. This rule is shown below in
Equation 8, where IQR(X) is the interquartile range of the values X and n
is the number of observations (or equivalently, the size of X).
BinSize = 2(

IQR(X)
√
)
3
n

(8)

From here, we divide the number of entries in the data-set by this calculated bin-size in order to determine the number of bins to use; we also
round the number of buckets up to allow for an overflow bucket if necessary.
Additionally, if all the values in the feature are the same, we default to using
a single bucket. Likewise, if the Freedman-Diaconis Rule calculates that the
bucket-size should be 0 then we set the size to be 1; thus each value is given
a unique bucket (such that for n entries we create n corresponding buckets).
Next, we numerically sort the values of the feature and begin to fill the
empty bins starting with the lowest numerical values. After all the entries
are given a bucket, each observation is then assigned a categorical value
corresponding with the bin in which its feature was placed. Following this
step, the original numerical feature is discarded and replaced with the new
categorical version. In this manner, we are able to convert numerical features
to categorical features.

7

Experimentation: Applications of GFA

Through the use of GFA we hope to uncover what features are most important in determining the outcome for a series of binary classification problems.
We will analyze four separate data-sets: a synthetically-created data-set, the
University of California Irvine’s (UCI’s) adult income data-set, UCI’s German Credit data-set, and the DRP data-set. Each data-set will be analyzed
using a basic FNN with small changes detailed in each section to improve
model performance. For consistency, all experiments will use 10 repair steps
for the GFA process and changes in both accuracy and balanced classification rate will be analyzed. For our purposes, balanced classification rate shall
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be defined as 1−balanced error rate, or similarly 1−the average error rate of
each class [10]. Though we specifically use these measures, it should be noted
that GFA is flexible and can be applied using any performance measure that
analyzes the predicted responses of a model (eg: recall, precision, etc.).

7.1

Synthetic Data-set

The synthetic data-set was designed for the purpose of this experiment
to be easily-classified by machine learning models, yet still interesting for
GFA. Specifically, the data-set contains 6000 observations — each with three
linearly-correlated numeric features (A, B, C), a useless constant-value feature, a useless randomly-valued feature, and a binary response feature that
can be easily classified with Features A, B, or C. The data-set was randomly
split into a 2:1 proportion as training and testing data, respectively. Then,
a basic 1-layer softmax FNN5 was trained with a learning rate of 0.01 and a
batch size of 500 for 100 epochs; since this model already yielded excellent
performance ( 100% accuracy and 100% BCR), we did not add additional
layers to the NN architecture before performing the audit.

Figure 4: Synthetic FNN GFA Graphs
The results of the audit on the synthetic model are shown in Figure 4.
Essentially, we see the five features split into three groups based on their
5

All of the FNNs in this paper use a TensorFlow [8] implementation available at https:
//github.com/cfalk/BlackBoxAuditing
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descent trends: the three features that descend gradually, the single feature
that descends slightly at a full-repair, and the feature that is unchanged.
As the graphs reveal, repairing by Features A, B, and C yields approximately the same downward trend in model performance (both in terms of
accuracy and BCR) as the amount of repair increases; that is, as more and
more information from each feature is stripped from the test data-set, the
model’s predictions on the modified data-set get worse at roughly the same
rate. Since the model’s performance ultimately falls to the same level as random guessing on the binary response, we may also conclude based on GFA
that the information contained in those three features is crucially important
in determining the model’s response.
The useless “Constant” feature also behaves as hypothesized in that regardless of how much the of the feature is repaired the performance of the
model does not waver. That is, since the “Constant” feature by design cannot be used by the model to discriminate between the binary responses, it
makes sense that the model’s predictions would not rely on information that
this feature contains. Thus, we see that the designated useless feature is
indeed indicated as useless by GFA.
The third trend is that of the “Random” feature, which shows that model
performance is mostly unchanged, though there is a slight degradation in
performance. While this may seem unintuitive, it is important to note that
since the feature is random it is possible that small correlations occur between
it and the useful features. As a result, a full repair on the “Random” feature
should also remove small amounts of information from those useful features
(A, B, and C) which, in turn, would hurt the model’s performance.
Therefore, based on this audit using synthetic data, GFA did in fact behave as we would expect in determining which features contained information
that was used by the model and which were not. Though, we also observe
from the GFA plots that it is important to analyze the actual descent trends
of the features rather than simply looking at the overall change that occurs
between the model’s original performance and the model’s performance after
a full repair. Using this alternative approach for gauging the relative importance of features is an open area of research and certainly warrants deeper
study. For all of the experiments in this paper, though we detail the entire
GFA plot, we rely on the simpler approach of judging a feature’s importance
based on the overall difference between its non-obscured and a fully-obscured
performance.
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Figure 5: Synthetic SVM (left) and Decision Tree (right) GFA Graphs
Similar experiments were performed using a decision tree and SVM with
similar results. As is illustrated by the two GFA plots in Figure 5, both
audits revealed that Features A, B, and C were useful to each model, while,
as expected, the random feature and the constant feature were less useful.
Interestingly, the features that are useful to the decision tree seem to be
separated more than those useful to the SVM or FNN; specifically, Feature
A is largely separated from Features B and C, though they share the same
learn-able correlations with the response feature.
Yet on closer analysis, this may be explained by the hierarchical, rulebased way in which decision trees work. Indeed, extracting the if/then ruleset from the decision tree model reveals that the decision tree only learned to
differentiate the binary classes by using Feature A; it did not consider Features B or C at all, which is not surprising as those features would not aid
the model in differentiating classes. Thus, the performance degradation that
we observe for those unused features is afforded solely to the cross-feature
information-obscuring that is incorporated into GFA through the repair process; that is, when we obscure the other non-selected features (Features B and
C), we simultaneously remove useful information from the arbitrarily-chosen
feature (Feature A, in this case) — thus hurting overall model performance
even when auditing based on the non-used features. This proves an important point in that GFA does not view the information in a feature as isolated
and contained in that individual feature, but more properly considers the
information contained in a given feature in respect to the entire data-set.
However, an argument that may arise against GFA is that simply modify27

ing the test data is not sufficient to analyze whether a model is truly learning
to use a feature. Thus, we explored whether re-training models on partiallyobstructed training data yielded similar results to a traditional GFA analysis.
Specifically, before obscuring the test-set for a given obscurity level, we obscured the original training-set at an identical level and constructed a new
model trained on that data. Then, rather than check the performance of the
original model as in traditional GFA, we tested our performance on this new
model. These GFA plots are shown below in Figure 6.

Figure 6: Retrained Synthetic SVM (left) and Decision Tree (right) GFA
Graphs
In a manner that supports our original GFA approach, the same general
trends arise in both the retrained and the traditional GFA plots (from Figure
5). That is, retraining a model on an obscured data-set is not significantly
different than just testing the original model on an obscured data-set. Indeed,
the retrained plots even show a slightly more separated stratification of the
features and include more noise (notably in the decision tree plot). Since
retraining models takes time and does not appear to have a large effect on
the overall GFA results, our future experiments will use traditional GFA
without retraining.
Another important distinction is that the retrained decision tree models
simply learned to use the other useful features as information from any useful
feature was obscured. As a result, we do not observe the steeper trend for
the arbitrarily-chosen Feature A — and more importantly we would not have
discovered that the original model was truly just using that single feature (as
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opposed to using all of the useful features) without being able to dissect the
decision tree model into if/then rules.
In the same vein, being able to avoid retraining the model is crucial for
analyzing models that are masked behind APIs. Often, we do not have the
ability to reconstruct the model — either because of lacking access or simply
lacking time, as retraining models on large data-sets can be computationally
taxing. As GFA performs similarly both when auditing a model by retraining
the model on obscured data and when just testing the model on obscured
data, GFA may still be useful for auditing models through APIs.

7.2

UCI’s Adult Income Data-set

The University of California-Irvine’s “Adult Income” Data-set (also known
as the “Census Income” Data-set) is a frequently-cited data-set from UIC’s
data-set repository6 . This data-set contains nearly 50k observations, 14 features, and a single binary response feature indicating whether an individual
made $50k or more as reported on the 1994 census. The FNN that we used
to perform this classification was relatively simple and similar to that which
we used on the synthetic data-set: the input layer used a softmax activation
function; the batch size was 300; the learning rate was 0.01; and the model
was trained for 1000 epochs. Additionally, the data-sets used to train and
test our model were those supplied by UCI. This basic model did not perform superbly (achieving about 83% accuracy yet only 65% BCR), though
performed decently enough to analyze via GFA.
6

UCI’s machine learning data-set repository can be found here: https://archive.
ics.uci.edu/ml/datasets.html
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Figure 7: Adult Income FNN GFA
One immediate anomaly that we observe is that some of the trend lines
appear to increase model performance at low repair levels rather than decrease performance. However, it should be noted that this trend appears
only to exist in the FNN audit and does not persist in the SVM nor decision tree audits (shown in Figure 9); additionally, the FNN model performed
worse overall than both of these models [1]. Thus, two possible explanations
are (1) that the FNN model was incompletely trained on some features, or
(2) certain features were relied upon by the model when information they
contained actually conflicted with giving a correct response.
To alleviate concerns about how “true” the model was to reality, we used
an additional measurement to analyze how the model reacts to changes in
repair amount. Specifically, for each repair step we tallied the number of
predictions that were the same between that step and the model’s original
predictions; afterwards, we divided that count by the number of observations
to yield a consistency measurement. The GFA graph produced using this
measurement is shown in Figure 8.
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Figure 8: Adult Income FNN GFA Consistency to Original Predictions
Using this measurement, we clearly see that removing the information
contained in the “workclass” feature resulted in the most changes to the
model’s predictions — followed thereafter by “age” and then “occupation”.
Repairing these three features each produce a more substantial (though different) change in the model’s performance than the repairs to the remaining
features. On the other hand, the “sex” feature is the least used.
Notably, the “fnlwght” feature (among others) appears to be largely useless in altering the model’s predictions. According to UCI’s description of the
data-set, “fnlwght” is an estimated “final weight” calculated by the Census
Bureau for use with entries of individuals in the United States. This weight is
calculated such that individuals with “similar demographic characteristics”
are granted similar values across a given state; however, the description also
stresses that the final weight is dependent on the state (which is information
not available in the data-set), so alone it would not be predictive of an individual’s income [16]. Thus, it makes sense that our model would not learn
to use this feature.
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Figure 9: Adult SVM (left) and Decision Tree (right) GFA Graphs
When we analyze the SVM and decision tree models that were produced,
we see that the GFA accuracy plots are much more stratified than the accuracy plot of the FNN model. In fact, the SVM accuracy plot agrees with the
FNN consistency plot that “workclass” is crucially important when predicting
an individual’s yearly income. This categorical feature describes whether an
individual is self-employed, unemployed, employed by a government agency,
or privately employed — so it makes sense that these classes would have different yearly incomes associated with them. We similarly see that “age” and
“occupation” are also important to the SVM, just as they were important to
the FNN — and similarly, both of these features can be said to have strong
predictors on an individual’s yearly income.
The mild-importance of the “marital-status” feature also reveals a shortcoming of our GFA implementation: it does not explicitly tell us why a
feature is important, just that a feature is important. For example, the importance of “marital-status” can be explained in that married individuals
are more likely to have lower incomes (since married individuals can combine their incomes to live comfortably); or, for some other reason, married
individuals may be more likely to have higher incomes (since married individuals may be more likely to be older). GFA does not automatically explain
why a feature is important, but in this case it does provide us with a direction to pursue further analysis of the data-set — such as discovering how
“marital-status” is related to an individual’s income.
The decision tree GFA plot also reveals an interesting twist: the “capitalgain” feature is crucially important to the model, but not until it is removed
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entirely. The “capital-gain” feature is also mildly important to the SVM
and FNN models, but not nearly to the same extent. The sudden shift in
importance may again be a result of the stricter rule-based way in which
decision trees operate (as mentioned earlier in the Synthetic Experiment);
in this vein, if we completely obscure the capital-gain feature, any rules the
model learns related to that feature (as well as any rules following them)
become invalidated and model performance falls dramatically. Indeed, upon
extracting the if-then rules of the decision tree we find that “capital-gain”
is often utilized as a decision criterion throughout the tree. Similarly, rules
for “education-num” and “capital-loss” also appear often. Thus, the audit
that GFA yields is supported by a reading of the if-then rules that can be
extracted and interpreted from the decision tree.

7.3

UCI’s German Credit Data-set

The GFA analysis using the UCI’s German Credit Data-set is largely similar
to the analysis performed on the Adult data-set, though the German data-set
contains 20 categorical features and a binary response feature which details
whether the individual was a good or bad credit risk. The FNN architecture
and training was similar to that of the Adult experiment in Section 7.2 except
the batch size was 700; additionally, the training/test data-set split was
generated with a random 2:1 ratio as it was in the Synthetic experiment.
Additionally, the FNN model performed adequately at 74% accuracy and
70% BCR.

Figure 10: German FNN GFA
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Unfortunately, the accuracy- and BCR-based view of the GFA audit set
appears noisy and jumbled; however, in the same scope as the Adult experiment, this can be partially explained by GFA’s reliance on having a
well-performing model [1]. Another possible explanation for the noisy trends
we observe in the Figure 10 graphs is that the method we used to repair
categorical-categorical relationships between features relies on randomness
when selecting which individual observations to change [22]. As such, when
combined with the fact that the model was already not performing well,
the differences among which individual observations were changed may have
been severely different enough to cause the fluctuations in accuracy and BCR
that we observe. To combat this — similarly to the Adult experiment — we
explored using the consistency measurement for the same GFA:

Figure 11: German FNN GFA Consistency to Original Predictions
Using the consistency audit, we find clearer (though still noisy) distinctions between the features. Most notably, we observe that “existing credits”
had the strongest influence in changing the model’s predictions while “employment” and “other parties” seemed to have the least influence. In the
context of the data-set, this would imply that the “exiting credits” feature
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was most useful to the FNN when predicting whether an individual was classified as good or bad — perhaps because individuals with already-existing
credit are less likely to be able to pay back the credit in the future. Indeed,
if we analyze the number of “existing credits” of the “good” and “bad” individuals, we find that the “good” individuals tended to have fewer existing
credits at the bank than the “bad” individuals. Thus, our GFA analysis
suggests that the FNN is taking this distribution into account when making
its predictions.
Surprisingly, having other parties on the credit loan (denoted by the
“other parties” feature) did not seem to be useful to the model. However, analyzing that feature more closely reveals only a small portion of individuals in
the data-set actually have another party listed (either as “guarantor” or “coapplicant”); a large majority of the individuals share a “none” value, which
makes the feature unhelpful in differentiating “good” and “bad” individuals
in the data-set.

Figure 12: German SVM (left) and Decision Tree (right) GFA Graphs
Perhaps most importantly, the GFA consistency plot of each model also
reveals that the “foreign worker” feature is important. In this vein, suppose
that our model was in charge of deciding real-life credit allotments of individuals. In order to be morally (and legally) fair, we would hope that nationality
is not a factor in coming to a decision about an individual’s credit risk; however, GFA reveals that not one but all of our models are using information
from that feature to improve their BCR scores by 5%-10%.
The remaining features unfortunately are too noisy across each of the GFA
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plots to confidently derive conclusions, though there do appear to be general
stratifications of the features in both the FNN and the decision tree audits.
For example, the “own telephone” feature seems to be less important than
most of the other features (though still is somewhat useful), while “purpose”
of the credit (which is a categorical feature that indicates why the loan is
being requested — whether for business, to purchase a car, for education,
etc.) seems to be more important. Thus, even though the randomness in our
categorical-categorical obscurer caused a great degree of noise in the audits,
we still are able to gain valuable insight into what features each of our models
is actually learning to use.

7.4

Dark Reactions Project Data-set

The FNN used on the DRP Data-set used softmax activations for the input
layer and used hyperbolic-tangent activations for a hidden layer of 50 nodes.
The learning rate was decreased to 0.001 and the batch size was set to 300;
the model was allowed to train for 1500 epochs. The data-set was also split
into a 2:1 training:test split similarly to the Synthetic experiment and the
German experiment. Overall, the DRP FNN model indeed performed better
than a simple linear SVM by 7.4% accuracy and a startling 13.8% BCR [1].
The audit graphs are shown below, but the 274 labels for the features are
redacted from the graphs for simplicity.

Figure 13: DRP FNN Accuracy and BCR GFA Graphs
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Figure 14: DRP FNN GFA Consistency with Original Predictions
While the plots above show a moderate amount of noise in some features,
this may result from the model not being trained long enough — or more
likely may be caused by the categorical-categorical repair issue mentioned
previously in the Adult experiment (since the boolean features in the data-set
are treated as categorical features by our GFA implementation). Regardless,
across each of the GFA graphs we see the same general downward trend in a
majority of the features; this may indicate that many of the features in the
DRP data-set contain similar information.
That said, there also appear to be a good number of features diverging
from this central pattern, such as those features which did not affect the
model’s performance and those that altered the model’s performance more
than the rest. For example, the bottom-most line in the BCR and Consistency plots represents the “numberOrg” feature, which is the number of
organic reactants that were in the reaction. From a chemical standpoint, it
makes sense that the number of organic reactant reactants that are included
in a reaction (and by effect, which reactants were included) would have a
large say on the overall outcome of the reaction.
The “leak” feature (which indicates whether a reaction had an acciden37

tal leak while it was baking) also was seen important to the model. From
a chemical standpoint, if a reaction’s container leaked, pressure would be
lost and the reaction would likely not complete as intended. However, in
the consistency graph especially, leak is not the most influential feature; instead, it is only mildly important and far less influential than the features
indicating the presence of gallium, tellurium, and molybdenum. Following
these element-based features in model influence we observe features regarding certain electron valences (such as “V5”), the “slowCool” boolean feature
(which indicates whether the reaction was slow-cooled or cooled quickly after baking), and other element-based features (notably those indicating the
presence of phosphorous, iodine, selenium, and silicon).
The importance of specific element presences may be particularly interesting to a domain expert, as they may suggest that different types of chemistry are occurring within the reaction; that is to say, the fact that our model
thinks tellurium is more important than selenium may indicate that there
is something unique or characteristic of tellurium-based reactions. Similarly
(though less interestingly) this may just indicate that a higher proportion
of tellurium-based reactions in the database succeed, such that the model is
biased. Regardless, with this knowledge chemists may then be able to derive
new hypotheses about the chemical system in which they are working and
therefore explore additional features that hone in on qualities of Tellurium;
by using GFA, chemists can gather a better idea of which direction to pursue instead of exploring the near-infinite possible feature-space involved in
chemical systems. That said, it is important to recall that the intuition
gathered from GFA is not about what features are truly important in reality
— rather, GFA reveals what features the model believes are important to
reality. Regardless, if we have a well-performing model, we can still gather
intuition about our domain from these strongly influential and non-influential
features.
As an extension, if our DRP models perform decently and it appears
they are not using a feature to make predictions, it is entirely likely that this
feature is not important in the real-life course of the reaction. For example,
the FNN GFA revealed that the “lanthanide” feature was entirely useless to
the model. Investigating further, this can be verified by the fact that none
of the 1832 reactions tested had lanthanides in them — and thus the model
could not use the boolean “lanthanide” feature to differentiate any of the
reactions, let alone predict the reaction outcome.
In the same vein, underutilized or entirely useless features may also arise
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as faults or natural omissions in the data-set. For example, the presence
of oxygen is uniformly useless to the SVM, decision tree, and FNN models
— likely because oxygen is present in every reaction in the form of water.
However, if reactions were included that were not performed in water, and
instead were performed in a different solvent, oxygen may actually turn out
to be influential in determining the outcome of a reaction. Therefore, it is
again important to recall that GFA does not analyze reality, but the model’s
perception of reality through the lense of the data-set it is provided.

Figure 15: DRP SVM (left) and Decision Tree (right) GFA Graphs
Happily, the SVM and decision tree GFA consistency audits agree that
many of the same features were deemed important and unimportant. Notably, the presence of oxygen and presence of lanthanide features were deemed
useless to all the models. Similarly, certain electron valences (especially “V1”
‘V7”) were also not helpful in influencing model predictions. The presence
of copper was also deemed useless for the same reason as the lanthanide
feature: none of the reactions contained copper. The “pH” and temperature (“temp”) features were found to be mildly important to all the models,
though not nearly to the extent as the presence of the previously mentioned
elements — such as tellurium, selenium, and molybdenum. As both the pH
of a reaction and the temperature at which the reaction is performed are seen
as important to the chemists performing the reactions in the Dark Reaction
Project, it is validating to see that such chemical intuition has been deemed
important to our models.
Interestingly though, the decision tree GFA weighted some features rather
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uniquely in terms of prediction influence. Temperature, for instance, was
seen as more influential than practically any of the other elements listed
above (though those elements were still influential). Similarly, the features
regarding the presence of iodine and zinc were more important to the decision
tree than they were for either the SVM or FNN. In the same vein, the SVM
weighted the presence of chromium more heavily than the decision tree or
FNN did, such that for the SVM the presence of chromium was one of the
most important features.
The fact that each type of model valued different features more importantly suggests that indeed each model is learning different trends; no single
one of these trends can be said to be “correct” in reality, but each model
offers valuable insight into the world of chemistry as perceived through the
model. And regardless, providing these insights to chemists and domain experts can still afford new paths to explore further reactions and chemical
feature-spaces. Finally, by continuing to create better performing models for
the DRP data-set, we can likely derive even more chemically-realistic trends.

8

Conclusions and Future Work

The experiments above therefore provide further evidence that Gradient Feature Auditing does appear to illuminate feature-importance for a machinelearning model; as we saw especially well in the Dark Reactions experiment
(Section 7.4) and the Synthetic experiment (Section 7.1), GFA revealed that
removing information available in certain features caused a model’s predictions to change more prominently than when information from other features
was removed. In this way, GFA provides us with a mechanism for auditing
an already-constructed machine-learning model to better understand what
information that model is actually using.
All this said, there is still plenty of work to be done in regards to expanding the capacities of GFA and supplying better examples of its usefulness as
an auditing technique. Most urgently, experiments should be performed that
use well-trained and deep NNs with additional data-sets. As our goal was
a proof of concept of the technique, we regretfully did not spend time finetuning specific models in our experiments; thus, our FNNs were simple and
rather shallow. The same goes for the SVMs and Decision Trees: as we used
Weka’s [11] default parameters, the models we generated for our experiments
were not as optimized for each specific problem as they could have been. We
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hypothesize that, had we fine-tuned our models, the resulting GFA trends
would have been more exemplary (matching perhaps the steep degradation
in performance we observed in the Synthetic Experiment in Section 7.1, as
these models all performed quite well.)
Another area of future research pertaining to GFA is how features are
ranked after the audit is completed; specifically, how do we use the trendlines
of features to determine which features are more important than other nearby
features. For example, suppose we had two features that ultimately resulted
in models that performed equally well, but one of the two features affected
model performance much earlier in the repair process. Are those two features
indeed similarly important, or is the faster-acting feature more important?
Similarly, if we have multiple features with similar trendlines, it would be
helpful to compare algorithms that clusters these similarly-important features
together so that auditing large numbers of features (such as on the Dark
Reaction Project data-set) is more approachable.
Also of note is the fact that the repair implementations we used removes
any information contained in a single feature from other features in the dataset; it may be helpful to explore the impact of removing multiple features’
worth of information instead to see how it shapes the GFA plots. This may
allow a clearer analysis of which sets of features are important as opposed to
which individual features are important.
The categorical-categorical repairer we used also relied heavily on random
choice of which entries to repair, such that between any two repairs there
was not a guarantee that the same data-set entries were being modified; we
suspect this was the cause of the jumps and noise in the GFA plots, notably
in the German Credit Experiment in Section 7.3. It would be advisable that
this method be changed in future implementations of GFA to instead choose
data to repair in a consistent and less noisy manner. Ideally, this would
provide smoother GFA plots, which in turns would be easier to analyze.
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