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Abstract

In recent years, deep neural network models have proven to be incredibly accurate
on many classification benchmarks. Due to this high accuracy, many non-technical
fields are interested in using these models to assist in decision making processes. How-
ever, this curiosity is generally tempered by the realization that it is difficult to under-
stand what features of the data contribute to the prediction.

We present a method to evaluate the effect of each feature in a data set on the
predictions of a model, which we refer to as gradient feature auditing (GFA). To test
this method, we trained four models (a deep neural network, SVM, SLIM, and decision
tree) on recidivism data and then applied GFA to each model. The experimental
portion verified the ability of GFA to obtain a ranked ordering of features. Next,
we attempted to use methods from interpretable learning to validate our procedure.
Overall, GFA allows domain experts to use the most effective model of their data in the
decision making process, while also retaining the ability to explain how those decisions
are being made.

1 Introduction

The field of deep learning algorithms has gained significant publicity recently as faster
GPUs (graphics processing unit) and more advanced algorithmic techniques have allowed
the effective training of complex models. Due to this increased computational power and
complexity, deep learning models have produced incredibly accurate predictions on common
machine learning benchmarks. However, the general field of deep learning is still in its
infancy. There are important questions that need to be answered. For example, how do
we build trust among non-technical domain experts who could greatly benefit from the
advances in deep learning? This thesis will attempt to provide a way for non-technical
domain experts to audit the results of any model, including a deep neural network. We
will be using the issue of criminal recidivism prediction as an example.
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Criminal recidivism prediction has been attempted in many forms, starting in the 1920s
[16]. The process began when researchers first developed scoring systems through intuition
and everyday observations [16]. A scoring system is a simple to calculate formula that yields
a yes or no answer based on its inputs. However, these systems were not data driven and
did not provide a very high degree of accuracy. With the rise of machine learning and
the ability to collect large amounts of data, researchers have begun to develop automated
ways to derive scoring models trained on large datasets [16]. Unfortunately, these machine
learning techniques sacrifice predictive power for interpretability. Their development has
been fueled largely by the non-technical users’ desires to be able to understand what
factors are influencing the models decisions. Users of the system, such as judges and public
servants, would like to confirm the model’s decisions based on their own domain expertise
[16].

This thesis will examine the use of a black box machine learning method for recidivism
prediction. The ultimate goal is to be able to audit these models to provide a perspective
on how the predictions are being made. The term black box refers to the idea that data
is input into the machine learning algorithm and a prediction is output with no clear
explanation as to how the algorithm made the decision. Because of the obscurity involved
in the decision process, we will audit the model using the procedure of gradient feature
auditing (GFA). GFA will be defined in Section 3.2. We will then attempt to verify the
success of this new technique by generating a separate, more interpretable model based
on the predictions of our black box. Both of these methods will allow us to provide an
intuitive understanding of how the predictions are being generated to a non-technical end
user.

The black box model that will be examined is known as a deep neural network. The
two components of this name, deep and neural network, require separate explanations since
they are the combination of two important concepts. Neural networks consist of a network
of connected processors, called neurons, that pass information from one layer to another
across weighted connections [12]. By properly weighting the connections between neurons,
one is able to train a neural network to accurately calculate any function. However, the
process of appropriately weighting the edges between neurons becomes much more difficult
as the number of hidden layers increases in the neural network. Hidden layers are the
layers of a neural network that lie between the input and output layers. The number of
hidden layers in a neural network determine the depth of that network. We will discuss
the topology and training of neural networks in greater detail in Section 2.2.1.

When discussing deep architectures in machine learning, one is referring to models that
are composed of multiple levels of non-linear operations. These can be models such as
complicated propositional formulae re-using many sub-formulae or neural networks with
many hidden layers [2]. When working with deep architectures, the fundamental credit
assignment problem requires the development of creative approaches [12]. The fundamen-
tal credit assignment problem is focused on how one determines which components of a
complex system are the most responsible for the success or failure of that system. Deep
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architectures increase the complexity of this system by creating longer credit assignment
paths. A credit assignment path is the chain of possibly causal links that contribute to
the eventual prediction made by the algorithm [12]. When focusing more directly on deep
neural networks, the fundamental credit assignment problem manifests as how to effec-
tively set the weights within the network. The goal of training a deep neural network on a
large dataset is to effectively solve this problem, yet there are many issues that arise when
attempting to do this in practice.

The original strategy for training deep neural networks was to randomly assign weights
to each layer of the model and then use gradient descent to find the local optimum. Un-
fortunately, this technique has consistently given poor results. Neural networks of depth
greater than three have not been able to outperform shallower networks [6]. However,
Hochreiter’s discovery of the fundamental deep learning problem lead to a resurgence in
the field. The fundamental deep learning problem states that as the depth of the network
grows, we observe either vanishing or exploding gradients when error is backpropagated
through the model [12]. Backpropagation will be explored further in section 2.2.1. The
discovery of the issue underlying the poor performance of deep neural networks allowed
researchers to address the problem in different ways. However, most current implemen-
tations rely on the incredible speed in computing that is available today, when compared
with when the issue was first discovered [12]. With the ability to overcome this funda-
mental issue, research has continued to grow and different types of architectures are being
explored. We will cover these different types of neural networks in section 2.2.

Once we have identified an accurate architecture for our deep neural network, we will
explore new methods to interpret the model. However, before being able to develop these
new methods, we must have a better grasp of what it means for a model to be interpretable.
As a starting point for interpretability, we will look at Cynthia Rudin’s development of
the SLIM model, which accounts for the factors that are important to interpretability [13].
Rudin defines interpretability as a model having the following three properties. First, the
model must be sparse, meaning that it decides based only on a small subset of features.
Second, it must be meaningful, which she defines to be integral (or close to integral)
coefficients for each of the features. Finally, the model must be intuitive in that the signs
of the coefficients must make intuitive sense to the domain experts [13]. We will explore
these concepts and her accompanying paper in section 2.3. The SLIM model will provide
the basis of one attempt to identify the features that the deep learning model uses heavily
in deciding its outcome.

The issue of interpretability is significant for any model, but especially when the pre-
dictions of the model are informing domain experts in serious social situations, such as
recidivism. In section 2.4, we will summarize the objectives of this thesis and layout what
general questions we will be trying to answer. The field of deep learning is growing quickly
and to fully capture its potential we must demystify the models and provide clarity to
those who could benefit greatly from using them.
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2 Related Work

In this section, we will discuss related work in recidivism prediction, the general functioning
of deep neural networks, and interpretability.

2.1 Related Work in Recidivism Prediction

The criminal justice system has used different methods of predicting wether or not a person
will be rearrested since the 1920’s [16]. One purpose of these systems is to attempt to
predict the level of supervision that is needed to best help that individual successfully
reenter society [4]. Early derivations of prediction systems relied heavily on the intuition
of domain experts and did not appropriately weigh statistical results. This has ultimately
hurt the ability for these systems to be accurate, since it has been found that in almost all
decision-making situation, the data driven models have outperformed human intuition [4].

An example of a data driven approach with human input is illustrated by the Criminal
History Category (CHC), which was developed by the U.S. Sentencing Commission in
1987. In the report, it was mandated that courts use some form of a predictive recidivism
model to guide their sentencing [16]. The main reasons for mandated prediction tools
were released with the report. The authors of the report were seeking honesty, uniformity,
and proportionality [14]. In this case, honesty refers to how much of the sentenced time
the person arrested actually serves. Prior to automated sentencing, defendants would on
average serve only one third of the time they were actually given in court [14]. The authors
also desired uniformity in the sentences imposed for similar crimes across all federal courts.
Finally, they sought to create a system that scaled the punishment in proportion to the
crime that was committed and the offenders prior record [14]. The considerations of the
Sentencing Commission in 1987 are representative of the desired characteristics in any
predictive sentencing model. However, the ability to achieve the aspects above can be
come about in various ways, which may or may not be data driven, as discussed above.

In general, recidivism prediction systems have been constrained to the intuitions of
domain experts. However, in this thesis we train a very accurate model, a deep neural
network, on recidivism data. With the use of this new model, we are able to generate
results that can more accurately guide the decisions made by prosecutors and judges.
Despite these improvements in prediction accuracy, the main focus of this thesis will be
in interpreting the model that is making the predictions. Without understanding how the
predictions are being made the model will not be able to gain wide spread adoption.

2.2 Related Work in Deep Neural Networks

As in section 1, I will break down the discussion of deep neural networks into its fundamen-
tal pieces, neural networks and deep architectures. This distinction will allow the reader
to gain a better grasp of the overall functioning of deep neural networks.
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2.2.1 Neural Network Topology

A neural network is a directed graph in which the nodes are neurons with specific properties.
A directed graph is a set of nodes, N = {u1, u2, . . . , un}, and set of directed edges, E ⊆
N ×N between nodes, where each edge has a direction associated with it (ui → uj) [12].
Neurons replace the nodes in the directed graph to allow for effective computation, which
will be shown later. Neural networks can either be feedforward neural networks or recurrent
neural networks, where in the former cycles are not allowed in the directed graph, and in
the latter they are allowed. In a neural network, the first layer of neurons is the input layer,
the last layer is the output layer, and all of the layers in between are considered hidden
layers [12]. The distinction of what determines a layer is simply what is the shortest path
from an input node to any node in that layer. For example, all nodes that are distance 2
away from an input node are considered to be in the second hidden layer. Therefore, the
depth of a given neural network is determined by the shortest path between an input and
output neuron.

An important component of the directed graph, neural network, are the activation
functions of each neuron. The activation function for a neuron can take on many different
forms, but they are typically of the form ft(nett), where nett is a real-valued answer that is
computed from the weights of the input edges[12]. These real-valued answers are then fed
into a non-linear function, such as the hyperbolic tangent function, which will determine
whether or not the neuron activates its outbound edges [12]. To activate an outbound
edge, means that the neuron will output a number between 0 and 1, which the edge weight
is then multiplied by to be input into the next layer of neurons. Two of the most common
forms of the nett functions are the additive case and multiplicative case, which are shown
below:

∑
k∈int

xkwv(k,t) (1)

∏
k∈int

xkwv(k,t) (2)

To understand the above equations, we must define what many of the variables above
represent. Let int represent the incoming connections to our node t. We then have xk be
either an input from the environment, or the activation of a previous neuron k. Finally, let
v(k, t) be a map from the given nodes to the associated weight for the edge [12]. In both
cases, the neuron weights whether or not the previous neuron has been activated, and then
weights that input according to the edge weight associated with it, wv(k,t). For a neuron
to be activated, the activation function must have achieved a value higher than the nodes
given threshold. After receiving the input from all of its edges, the neuron inputs that
information into its own activation function, by addition, multiplication or some other
function, to be passed on to the next layer. By setting the edge weights appropriately,
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one can train a neural network to approximate any multivariate continuous function with
arbitrary accuracy [12].

The problem of correctly assigning weights to edges has been solved using many dif-
ferent techniques, but the error back propagation algorithm is the most popular [5]. The
backpropagation algorithm is used to find the steepest descent in the weight space for a
particular function [12]. By steepest descent, we mean that the algorithm seeks the fastest
path from a starting point to a local minimum, which is accomplished by iterating the
chain rule [12]. To be more precise, a single iteration of gradient descent through the
backpropagation algorithm computes changes of wi in proportion to δE

δwi
=

∑
t
δE
δnett

δnett
δwi

,
where each wi is the weight along some edge [12]. This form of gradient descent to train
the weights of a neural network was first proposed in the 1970s and remains one of the
most effective ways to actively train the weights on a neural network [12].

Once the appropriate weights have been trained, neural networks provide a powerful
model for finding relationships in nonlinear data. To gain a better grasp of what these
neural networks look like, see Figure 1. The figure is labeled as a shallow neural network
because it only has two hidden layers. The four layers that are represented in the figure are
the input layer, two hidden layers (where the computation occurs), and the output layer.
This simplistic model of a neural network has been around since the 1940s, yet many
researchers have continued to push for stronger models by incorporating many hidden
layers into a model, to help learn abstract representations of data [12]. We will examine
this idea of making the neural networks deep in section 2.2.2.

Figure 1: Shallow neural network. Image modified from [11].

2.2.2 Deep Neural Networks

The actual division between deep and shallow networks, with respect to the number of
layers, is still not well defined in the literature [12]. However, figures 1 and 2 provide
decent references for shallow and deep neural networks, respectively. There are several
advantages to training deeper neural networks, but the main advantage is that as the
number of layers increases, the neural network is able to model more and more complex
phenomena. Unfortunately, this also subjects deep learning models to solving a more
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complex version of the fundamental credit assignment problem, as was discussed in section
1 [10]. Deep neural networks are attempting to accurately assign edge weights (credit)
across all of the hidden layers of the model. This can become especially challenging as the
number of nodes in the network grows.

Figure 2: Deep neural network. Image from [11].

The challenge of appropriately assigning credit to a deep neural network was tackled
by a group of researchers from Google and Stanford in a 2012 paper, ”Building High-level
Features Using Large Scale Unsupervised Learning”. For this paper, researchers trained
a deep neural network with 9 layers and over 1 billion connections on 10 million 200x200
pixel images downloaded from the Internet [7]. To accomplish this they spent three days
training a network on a cluster of 1,000 machines (16,000 cores) using a parallel design and
stochastic gradient descent [7]. After training their neural network, the model achieved
15.8% accuracy in recognizing 22,000 different objects from ImageNet. This was a 70%
improvement over the previous record. This work used a biologically inspired architecture
to test the possibility of building high-level features from only unlabled data [7]. Despite
the size of their model, they used some common techniques found in smaller models that
still exhibit much success. They used a deep autoencoder with pooling and local contrast
normalization. We will discuss these concepts next as well as explore some commonly used
design patterns in deep neural networks.

2.2.3 Network Design

We have seen above the general form of a deep neural network and how they function,
but there are a couple subtle properties in how these networks are defined that make them
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behave in different ways. One of the most important properties is to define whether or
not cycles are allowed in the network. Acyclic networks are known as feed forward neural
networks, and can have less predictive power than their cyclic counterparts. Cyclical
neural networks are known as recurrent neural networks and can be much deeper, since
they can activate the same neurons multiple times. This increased depth makes them,
in theory, general computers able to solve any problem they come up against [12]. This
design property can significantly affect the outcome of training and because of this, it is
important to find the appropriate architecture for the given data.

Another design property is determining how many nodes each hidden layer contains.
If you significantly reduce the number of nodes in a particular hidden layer, this creates
what is known as an autoencoder. Autoencoders can be thought of as the model simply
learning how to compress its inputs. The model takes in an input, generally an image,
and then tries to output that image. However, since one of the hidden layers in the model
contains only a small number of nodes, the model must compress the information down
into its most essential form. The output of the autoencoder is then just the model’s best
interpretation of the original input when it has discarded of many of the images features.

The above two properties define the general topology of a neural network, but there
are still decisions to be made on what activation functions should be used. Outside of the
additive and multiplicative activation functions that we looked at above, another common
technique for transforming data between layers is known as max-pooling. An example of
max-pooling is shown in figure 3. The idea behind max-pooling is that a certain subsection
of the previous data is fed into a single node in the next layer, where that node takes the
maximum value of the input data and passes that on to the next layer. Therefore, we get
the activation for some neuron xt, with input edge set int as xt = maxk∈int(xk) [12]. This
technique can be used to reduce an image into its more basic components, which could be
very useful when working with an autoencoder.

Figure 3: Max-Pooling. Image from [11].
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To effectively work with images, Le et. al used a technique known as local contrast
normalization to remove added noise in the images [6]. Local contrast normalization is
used most often with images because it removes noise due to contrast. It normalizes the
contrast in the image to some baseline, so that higher levels in the neural network do
not have to differentiate an image based on its contrast. To accomplish this, the neural
network must establish a layer whose activation functions are nonlinear transformations
of the image data. As can be seen from the past two techniques, the choice of activation
function can significantly effect the outcome of the network.

The principles discussed above are not comprehensive of all possible activation functions
available, but they give a small sampling of some commonly used techniques. Combining
these activation functions with the appropriate topology can yield highly effective deep neu-
ral networks, such as the one examined in [7], which achieved a 70% relative improvement
to the next best model.

2.3 Related Work in Interpretability

Even though we have seen impressive empirical results over the past couple of years, we have
thus far struggled to understand how deep neural networks make their decisions. This issue
becomes important when experts in non-technical areas attempt to use the models to guide
their decisions. According to Cynthia Rudin, a leading researcher in creating interpretable
models, problems involving domain experts require methods that are both accurate and
interpretable. Domain experts are unlikely to use models that they do not understand
[13]. Deep neural networks have demonstrated strong predictive power, however, their
predictions are occasionally non-obvious and hard to understand, even for domain experts.

The balance between accuracy and interpretability is one of major decisions made
when a model is created. In general, the more complex/accurate a model becomes, the
less interpretable its results are. This is partially due to the fact that humans can only
understand the relationship between a few different parameters at a time, while complex
models can have hundreds of thousands parameters [9]. This forces us to ask the question
of how do we create a model that is interpretable and accurate and what exactly do we
mean when we say that a model is interpretable?

Rudin focuses on three main aspects of a model which contribute directly to its inter-
pretability. The first condition is that the model must be sparse. By this, she means that
the model must not be dependent on greater than ten features of the data. The second
aspect of interpretability is limiting the parameters of the model to a meaningful range.
Meaningful in this context refers to making the parameters of the model be integers, or
close to integer numbers [13]. The final aspect that Rudin accounts for is that the model
must be intuitive. Not only must there be close to integer coefficients in the model, but
the signs of those coefficients need to agree with the prior knowledge in that field. This
condition is crucial for domain experts to accept the models they are given, because if the
model does not agree with their intuition, they are far less likely to use it. These three
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principles will guide us later in this thesis in how we will determine the interpretability of
our models.

Given the above constraints for interpretability, decision trees and SLIM (see Section
2.3.2) provide strong starting points for use as interpretable representations of a deep neural
network. The SLIM model satisfies all three of the above constraints, while decision trees
are models that can be intuitively followed to understand how a prediction was made.
This thesis will further examine the use of these two models, while also developing the
technique of gradient feature auditing (see Section 3.2). Through these different methods,
we will attempt to provide a way in which to understand the factors that contribute to the
prediction made on any run of a deep neural network.

2.3.1 Visualization Techniques for Understanding Deep Models

Many of the current attempts to understand deep neural networks are made by visualizing
what inputs most excite individual neurons. Prior to 2013, most attempts at visualization
had been restricted to single layer neural networks dealing with image data [15]. For single
layer networks, one can project the neurons on to a pixel space since there is only one
transformation from the input layer to the hidden layer. To properly visualize higher level
layers, one must construct another deep neural network that mirrors the original model,
except in reverse.

Zeiler et. al. was able to effectively visualize the training of a deep convolutional neural
network, a type of feed-forward neural network, through the use of a deconvolutional net-
work. A deconvolutional network is a convolutional network that uses the same components
(filtering, pooling) but in reverse of the convolutional network it is modeling. Therefore,
the deconvolutional network is instead mapping features to pixels [15]. Once Zeiler et. al.
were able to construct the deconvolutional network they could examine the different ways
in which neurons were activated when presented with an image. They determined which
activation, section of neurons, they wanted to examine and then set all other activations
in the layer to zero. Next, they passed the feature maps as input to the deconvolutional
network associated with that layer [15]. Once this information was entered into the net-
work, they transformed the neural network, such that they could reconstruct the activity
that occured on the layer beneath it. This pattern was continued until the input space was
reached.

The above technique for reconstructing the sensitivity of particular neurons to inputs,
through building out reverse models of the neural network, has been a common approach
in recent attempts to understand deep neural networks. Unfortunately, there is not much
research in visualization techniques for non-image data. Therefore, this thesis will not deal
directly with attempting to visualize our deep neural networks.
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2.3.2 SLIM model for Interpretability

Cynthia Rudin is one of the leading experts in the field of interpretability of machine
learning and has developed several techniques for making interpretable models. Her work
does not directly relate to the field of deep learning, but this thesis will take some of the
concepts she has developed and apply them to deep neural networks. These techniques
will later be discussed in the creation of our auditing process.

We will now explore how Cynthia Rudin tackles the challenges of building an inter-
pretable model in her paper, Superspace Linear Integer Models for Interpretable Classifi-
cation [13]. The premise of the paper is that there needs to be an off the shelf, ready to
use tool for data analysts to apply to classification data to develop interpretable models.
Rudin attempts to solve this problem, by creating a model based on the three criteria
discussed above. Her original formulation of the problem is as an optimization problem of
the following form:

max
f

Accuracy(f) + C · InterpretabilityScore(f) (3)

s.t. InterpretabilityConstraints(f) > 0

For the Accuracy(f) portion of the equation, she uses a 0-1 loss function based on
the linear classifier y = sign(xTλ), where λ ∈ L. L is the language from which we can
draw our values for λ. This language is restricted to coefficients from a user-defined set
of meaningful and intuitive values [13]. The model is constricted to a binary classification
of y ∈ {−1, 1}, which allows the model to use the sign of the response to determine the
correct answer. This gives us the new optimization problem of:

min
λ

1

N

N∑
i=1

1[yix
T
i λ ≤ 0] + C · InterpretabilityPenalty(λ) (4)

s.t. λ ∈ L

She then defines what the C ·InterpretabilityPenalty(λ) should be. This part is crucial
for making the model sparse. To do this, she uses a l0 norm with a tiny l1-penalty to discard
the large number of equivalent classifiers that arise when we induce sparsity with an l0-
penalty [13]. The SLIM model allows the user to set two coefficients to properly weight
the penalties, which she calls C0 and C1. This gives us the final formulation for the SLIM
model:

min
λ

1

N

N∑
i=1

1[yix
T
i λ ≤ 0] + C0||λ||0 + C1||λ||1 (5)

s.t. λ ∈ L
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Since the coefficients of the penalties can be set manually, it allows for the user of
the algorithm to set the exact trade-off between accuracy and the number of features [13].
However, Rudin does provide some guidelines on how to set the C0 and C1 values to achieve
interesting results.

C0 ∈ [
1

N
, 1]

C1 ∈ (0,
min( 1

N , C0)

maxλ∈L(||λ||1)
]

Rudin’s choice of coefficients is meant to prevent any real l0-regularization, since min-
imizing the objective will set λj 6= 0 for any feature j that improves the training error by
1
N% (i.e. any feature that helps classify at least one point correctly). She then chooses
C1 such that it will ensure that we never choose a classifier that has a smaller l1-norm if
it changes the accuracy or sparsity of the classifier[13]. Rudin is constraining the penalty
coefficients such that they do not sway the model outside of the desired behavior. If C0 was
set to greater than 1, than it could result in λ eventually moving towards 0, which would
make the model useless. For the choice of C1, Rudin is attempting to avoid too heavily
weighting the l1 regularization penalty. Through these constraints though, she is able to
effectively convey the optimization problem that will give an interpretable linear model.

To solve the optimization problem, she turns to mixed integer programming, but there
are other ways to solve it. In general though, integral optimization problems are NP-hard
and finding a solution for SLIM can be done with different heuristics. Actually solving the
SLIM problem though is not essential to what we need to understand moving forward in
this thesis, so I will leave it to the reader to further examine Rudin’s work.

2.4 Thesis Goals

Now that we have examined what has been previously accomplished in the training of deep
neural networks, we look to train an accurate deep neural network on the recidivism data.
Once we have determined our model, we will compare its success rate to other machine
learning models trained on the same data set. This will allow us to measure whether or
not the use of the more obscure model is justifiable for its higher predictive power.

The majority of the research in this thesis will consist of the development of gradient
feature auditing (GFA) to create a ranked list of features by importance. We will follow this
by training easily interpretable models on the outputs of the data, as an alternative method
for identifying the important features for the deep neural network. We will use Cynthia
Rudin’s SLIM model as a comparison model to the originally trained neural network, as
well as an interpretable representation of the predictions of the neural network. We are
attempting to effectively train a model of a model to help us understand what is going on
inside of the black box of a deep neural network and verify the results of GFA.
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Using the techniques described above, we hope to demonstrate an effective procedure
for finding the most important features to any given model. The creation of such a sys-
tem would allow for the adoption of advanced machine learning models in non-technical
domains.

3 Methods1

Recidivism prediction is the process of predicting if an individual is likely to recommit a
crime when released from prison [8]. The task of predicting whether a person will recommit
a crime presents some unique challenges. For instance, in the majority of cases the data
indicates that someone does not commit a crime, but limited cases of the opposite. This
can make it challenging to train an accurate model, since the model will always tend to
lean towards the majority case when optimizing for accuracy. Another issue that we face
while working with recidivism data is that the cost of a false negative, predicting someone
will not commit a crime when they actually do, is significantly different than the cost
of a false positive, predicting someone will commit a crime when they won’t. Previous
work accounted for this using cost-sensitive methods [8], but in this thesis, we will not
explicitly account for the costs in our models. Finally, because there are different cost
values associated with each outcome, simply testing our model for a low error rate is not
sufficient to identify whether or not we have generated an accurate model. We will define
a good model for this thesis using the balanced classification rate, BCR[3] (which is 1-
balanced error rate). For the below definitions, let f : X → Y be a predictor of Y from
X.

Definition 1 The balanced error rate, BER, of f on distribution D over the pair (X,Y )
is defined as the (unweighted) average class-conditioned error of f . In other words,

BER(f(X), Y ) =
Pr[f(X) = 0|Y = 1] + Pr[f(X) = 1|Y = 0]

2

The BER allows us to find an appropriate balance between the misclassification of
either class. Using this technique will lead to a decrease in the overall accuracy of the
model, but an increase in the mode’ls specificity.

Definition 2 The accuracy of a test is defined as the probability of returning the correct
class on all examples.

1This work also appears in
P. Adler, C. Falk, S.A. Friedler, G. Rybeck, C.Scheidegger, B. Smith, and S. Venkatasubramanian. Auditing
black-box models by obscuring features. arXiv preprint arXiv:1602.07043, 2016
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accuracy =

∑|Y |
i=1 f(Xi) = Yi
|Y |

Definition 3 The sensitivity of a test (its true positive rate) is defined as the conditional
probability of returning Yes on ”positive” examples (a.k.a. the minority) class.

specificity =
Pr[f(X) = 1|Y = 1]

Pr[f(X) = 1|Y = 0] + Pr[f(X) = 1|Y = 1]

Based on the above definitions, we will be looking at how the BCR (1-BER) is affected
by using different black box algorithms. The algorithms we are going to look at are a form of
deep neural networks, known as feed forward neural networks, and support vector machines
(SVMs). We will then compare those results to those when we use more interpretable
models, SLIM and C4.5 decision trees.

We will then perform a procedure which we are calling gradient feature auditing (GFA)
to determine which features have the highest impact on the overall accuracy of the model.
GFA refers to the process of obscuring features of the model, so that the features offer
less information for use within the model. Using GFA, we created a ranked list of the
features in terms of how they affect the model’s accuracy, which we are using as a proxy
for importance.

Once we obtained the ranked list of features, we trained a new SLIM and decision tree
model using the predicted values from the original FNN model. This process we will refer
to as the training of a model of a model. This process is intended to provide an insight
into how the original black box model is making its predictions.

3.1 Data Cleaning and Retrieval

The data used for these experiments was obtained through the National Archive of Criminal
Justice Data2 and contains the records of 38,624 prisoners sampled from inmates released
in 15 states in 1994. These inmates were then tracked for the next three years. The
original data set contained data covering the inmates demographic information, previous
crimes committed (which were pulled from FBI and state level RAP sheets), and some
of their activities while in prison. We then distilled this information down such that it
matches closely with the data used in [16]. This additional processing gave us a final data
set containing 10 categorical attributes. This data set is now available online.3 We decided
to use a very similar data set to that of [16] because we wanted to mirror their work with
SLIM during our experimental portion.

For each of the 10 features we used, we were able to perform categoric repair as described
in [1]. However, for the data to be used in the neural network and SLIM, we needed to

2http://doi.org/10.3886/ICPSR03355.v8
3https://github.com/cfalk/BlackBoxAuditing
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convert the categorical data into one-hot vectors. If there were only two categories used
for a feature, we simply chose one value to be 1 and one value to be 0 and our choice of
either was arbitrary. If the category was multi-categorical data, then new columns were
added to the data, each one representing a unique category for that feature. For example,
if prisoner x had categorical feature j for feature Xi with possible values 1 . . . j . . . p, then in
the expanded data set, x had a 1 in the feature Xi-j and 0s for the features Xi-{1 . . . p}\ j.
This expanded data set was needed in the running of the neural network and SLIM models.
The decision tree and SVM did not need the expanded data set.

3.2 Gradient Feature Auditing

The method we will rely most heavily on for determining the importance of a feature
to the performance of the model is gradient feature auditing (GFA). GFA is the process
of removing each feature, and all correlated features, individually from the data set and
retesting the model. We then report the difference in accuracy between the new model
and the original to decide the importance of each feature to the original model. Finally,
we rank these features based on the drop in accuracy they create when the feature is fully
obscured. From this, we then use accuracy as a proxy for importance to determine the
most important features in the data set.

Definition 4 We define X̂ \ Xi as the ε-obscure version of X with respect to a specific
feature Xi if Xi is not ε-predictable from X̂\εXi. I.e., if, for all functions f : X̂\Xi → Xi,

BER(f(X̂ \Xi), Xi) > ε

To define gradient feature auditing more precisely, we must first introduce the process
by which we will obscure a feature in the data set (see definition 4). For each feature Xi,
we must create the ε-obscured data set X̂ \Xi. Let us examine how the procedure occurs
for one feature W = Xj ∈ X [1]. Our overall goal in obscuring this attribute is that there
does not exist a function f for which f : X \W →W .

For each feature that is now obscured in the data set X̂ \ Xi we can compare the
accuracy of acc(f(X), Y ) with the accuracy of the obscured data set, acc(f(X̂ \ Xi), Y ).
After each of these accuracies are obtained, we can generate a ranking of the features, based
on their impact on the overall accuracy of the model [1]. This process can be repeated for
multiple levels of ε, so that one can observe patterns in how the rankings are affected to
varying degrees, based on the obscurity of the feature. In this thesis, we will compute the
ranked ordering at 11 different levels, (0 to 1.0, step=0.1) and then graph those results to
observe trends in the data.
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3.3 Building Interpretable Models

To help us better understand how our deep neural network makes its predictions, we trained
a SLIM model and decision tree model using the same data, except we replaced the actual
response values with the predicted values from the deep neural network. This allowed us
to generate a model of the model. More precisely, given a function f that takes a data set
X and produces predictions Ŷ , such that f(X)→ Ŷ , we now train a new model using the
predicted Ŷ values as the correct Y values. We then overfit these new models, so that they
achieve a high degree of accuracy on the training set. To overfit the decision tree model,
we will not apply any type of pruning algorithm to the tree, nor will we restrict the depth
of the tree. The SLIM model is much harder to overfit, since it is specifically designed to
avoid this type of training. Therefore, we will try multiple parameter settings to see which
parameters produce the model with the highest accuracy on the training data.

By training interpretable models of the black box models that are examined, we provide
a unique perspective on the functioning of these black boxes. Using these models of models,
we hope to confirm the results that we have found using the new method of GFA.

Our choice to use the decision tree and SLIM models was based on the ability to easily
interpret the results of these models. The decision tree provides an easily accessible way
to determine the most important feature to the data set, and its branching nature lends
itself to being able to easily trace the way in which the tree made its decision. The SLIM
model is optimized to be interpretable and has been used to create scoring systems that
could be useful in non-technical domains, such as medicine.

4 Experiments

The main question that we were trying to address with our experiments was how best to
identify the features that most impact the outcomes of black box models. The method
developed, gradient feature auditing, was selected based on the fact that it can be applied
to any model, without concern for the inner workings of the model. Also, gradient feature
auditing is able to produce a clear ranking of the features within the data set, which makes
it unambiguous and usable by non-technical experts. We then look to confirm the results
we find by creating a model of the models.

Our experiments consisted of training 4 different models, a deep neural network, SVM,
decision tree, and SLIM, on the recidivism data. After generating each of these models,
we then used gradient feature auditing to create a ranked list of each of the features in the
data set. Finally, we built SLIM and decision tree models that were over fit to the outputs
of our deep neural network models to help us to better understand which features were
important to the models. By comparing the results of gradient feature auditing with the
results of over fitting the two models, we hoped to verify that gradient feature auditing
was highlighting the same features that more traditional models found to be important.

16



4.1 Training of Initial Models

Model BCR

Deep Neural Network 0.735
SVM 0.675
Decision Tree 0.686
SLIM 0.682

Deep Neural Net. The recidivism data was trained on a feed forward neural network,
using a hidden layer of 100 nodes and softmax activation functions between layers. The
training occurred in batch sizes of 500 for 100 epochs. This training resulted in a BCR of
0.735. This was the highest BCR observed out of the four models that were tested. This
supports our initial hypothesis that applying deep neural networks to recidivism prediction
would yield better results then are available in more interpretable models. Since we have
observed the highest BCR using our most obscure model, we can justify its use in recidivism
prediction.

SVM. The SVM was implemented using Weka’s version 3.6.13 SMO. This model
achieved a BCR of 0.675, the worst out of our four models. Since the decision tree and
SLIM out performed the SVM, SVMs may prove to be unnecessary in the process of re-
cidivism prediction. We would not recommend using a less interpretable model, if it does
not produce comparable results to a more interpretable one.

Decision Tree. The C4.5 decision tree was implemented using Weka’s version 3.6.13
J484, with all of the default settings. The decision tree modeled the recidivism problem
well and had the second highest BCR at 0.686. Due to this high BCR, decision trees could
prove very useful in future research that is attempting to understand recidivism prediction.

SLIM. We were not able to exactly replicate the results shown in [16] while using the
SLIM model, but we did find a model that performed reasonably well. Using the library
provided by Berk Ustun5 we attempted to train SLIM using different values for C0 and
C1, such that the model achieved the highest BCR possible. Initially, we ran the program
using all of the standard, preset parameters, C0 = 0.001 and C1 = 0.002, and the CPLEX
solver6. Using these parameters, SLIM produced the model: score = 2 ∗ pior arrests ≥
16 + −2 ∗ prior arrests 1 + −2 ∗ release age ≥ 45; score > −1. This model achieved a
BCR of 0.671. This would leave SLIM as the worst classifier of the recidivism data and
based on reading [16], we felt that we could find a better model.

For our next attempt at the model, we reduced the value of C0 to 0.0001 to see if this
would produce a better BCR. C0 is proportional to how much of an improvement each
feature needs to contribute to the model accuracy for it to be included in the model. It
is the weight placed on the l0 norm component of the SLIM model. By reducing C0, it

4Found at http://weka.sourceforge.net/doc.dev/weka/classifiers/trees/J48.html
5Found at https://github.com/ustunb/slim for matlab
6Create an account at https://developer.ibm.com/academic/ to obtain copy
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should induce more features to enter the model since the threshold for entry will be lower.
All other parameters remained the same during this testing. When this parameter was
changed, we found that the BCR was reduced to 0.644, almost .03 less than the original.
Also, the model that was produced contained the same number of variables as the original
model. However, the new model relied on prior arrests 2 instead of pior arrests ≥ 16.
This was the only significant change in the model. Because we observed a reduced BCR
with a smaller value for C0, we raised C0 back to its original level for the next trial.

Even though decreasing C0 did not induce more variables to be included in the model
and caused the BCR to drop, we decided to try reducing C1 instead, to see if that
would bring about the desired effects. Similar to C0, C1 is the weight placed on the
l1 norm of the SLIM model. By reducing C1, we reduce the threshold by which a fea-
ture needs to contribute to the model to be selected by the l1 norm. We reduced C1

to 0.0002 and held all other parameters the same. The model that was produced con-
tained twice as many features as the previous two models, as well as had a better BCR
on the testing data than the original model. The features included in this model are
prior arrest ≥ 16, prior arrest 5, prior arrest 6, prior arrest 7 to 10, release age 18 to 24,
prior arrest 11 to 15. This model is very clearly dependent on the number of prior arrests
that the prisoner has had. Using this new model, we achieved a BCR of 0.682, which places
it as the third best classifier of recidivism data.

Given that the model improved significantly when we reduced C1 to a tenth of its
original value, we decided to attempt one more model where the value of C1 was 0.0001.
This experiment yielded a model with the same number of parameters and a worse BCR.
Due to this fact, we decided to use the model found in experiment 3 for the rest of our
analysis. The full model is below:

score = 2*prior arrest ≥ 16 + 2*prior arrest 5 + 2*prior arrest 6 + 2*prior arrest 7 to 10
+ 2*release age 18 to 24 + 2*prior arrest 11 to 15

Score > 1 = True

4.2 Gradient Feature Auditing

We observed similar results for each of the four models when we tested the models using
gradient feature auditing. As can be seen in figure 4, the prior number of arrests, release
age and time seved all factor significantly into the decision of each of the models.

Deep Neural Net. The three most important features, as determined by gradient
feature auditing, are the number of prior releases, release age and time served. We can also
see from the graph that the number of prior releases yields an accuracy drop of greater
than .08 when fully repaired, which is about .03 lower than the next two most impactful
features. Both time served and release age cause a drop of about .05 when fully obscured.
Not only that, but the trend in the deterioration of accuracy for both time served and
release age mirror each other closely, with release age ultimately being more impactful
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than time served. At the top of the graph, we can see that whether or not the inmate
had an infraction while in prison, their sex and whether or not they were a drug or alcohol
abuser played minimal roles in the overall functioning of the model. When fully obscured,
none of those features caused the accuracy to drop more than 0.005. Another interesting
aspect of the low importance features is that at some point a higher level of obscurity led
to a greater accuracy of the model. This event was not observed in any of the three most
important features.

SVM. Similar to the deep neural net, we observed that the gradient feature auditing
yielded number of prior arrests, release age, and time served as the three most important
features to the model. However, it appears that the SVM does not rely nearly as heavily
on the amount of time served by an inmate in its model as the deep neural net. The
drop in accuracy observed while obscuring the time served feature is comparable to that
observed for race. It does not mirror the accuracy drop in release age, as it does in the
deep neural network model. At the top of the graph, the three least important features
for the SVM are sex, whether or not an inmate had an infraction in prison, and drug and
alcohol abuse. These are the same features that are observed as least important for the
deep neural network. One interesting aspect of these features is that we do not observe the
large variation in accuracy changes that can be found in the deep neural net graph. The
SVM’s accuracy appears to be relatively stable, as each of it’s features are obscured.

Decision Tree. The graph of gradient feature auditing on the decision tree is very
similar to the one generated for the SVM. The three most important features in the graph
are number of prior arrests, release age, and time served. Number of prior arrests and
release age show a two to three times higher drop in accuracy, when fully repaired, then
the amount of time served. Time served has about the same impact on the accuracy as
the race of the inmate. At the top of the graph, sex, infractions in prison, and drug and
alcohol abuse have the smallest impact on the accuracy of the model. Also, similar to the
deep neural network graph, the non-important attributes have fairly large fluctuations in
their effect on the accuracy of the model. Overall, the decision tree relies heavily on the
number of prior arrests and the release age of the inmate to make its prediction of whether
or not an inmate will commit a crime after being released.

SLIM. The most important features for SLIM are release age, number of prior arrests,
and whether or not they had any infractions in prison (in order of importance). Release
age and number of prior arrests were observed as the most important features in the first
three models, but any infractions was not. In fact, any infractions was listed as one of the
least important factors by gradient feature auditing for each of the other three models. It
is also interesting to note that the SLIM model does not explicit check whether or not the
prisoner committed any infractions in prison when making its decision (see SLIM model).
Therefore, the drop in accuracy observed for the number of infractions may simply be due
to the results of how the data is repaired.

Gradient feature auditing functioned as we hoped it would; it created a ranked list of
the features based on their importance to the model. After obtaining these ranked lists,
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(a) SLIM Audit (b) Decision Tree Audit

(c) SVM Audit (d) Feed Forward Neural Network Audit

Figure 4: Plots of Accuracy as features are obscured.

we should have been able to compare them to the results obtained by the models of a
model approach to check for agreement. Unfortunately, the model of a model approach did
not function as we had hoped and we were thus unable to cross check our results. Other
attempts to verify the process can be seen in Adler et. al [1].

4.3 Models of Deep Neural Network

In this section, we will examine the models that were produced through the method ex-
plained in section 3.3. These techniques could be applied to other forms of interpretable
models, but we decided to focus solely on the SLIM and decision tree models for this thesis.
We decided to use decision tree models because they are widely used and their decisions
can be easily explained. The SLIM model was chosen for its focus on interpretability and
the fact that it had already been used for recidivism prediction in previous works.

SLIM. We were not able to generate a model using our implementation of SLIM
and multiple parameter settings. In each of our attempts, we trained the model on the
predictions of the deep network for the training data. However, in each prediction case,
SLIM created a model that always predicted true. Regardless of this lack of success, I will
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examine each of the different attempts that were made at producing an accurate model so
that future research can understand what did not work.

For our first attempt at training the model, we used the default parameters of C0 = .001
and C1 = .002. When training the model from the original data, these settings produced
the least accurate model that we found, but we still felt that it would give us a good starting
point in determining how C0 and C1 affected the models BCR. However, this produced a
model that guessed true for all data points.

In our second attempt, we reduced C0 to 0.0001, to try to induce any features to be
used in the model. By lowering the level of C0, we reduced the threshold by which features
had to affect the accuracy for the feature to be included in the model. Unfortunately, this
did not change the model.

In our third attempt, we decided to try increasing the value of C0 to 0.01, to see how
that may affect the model’s output. Unfortunately, this did not affect the model.

Finally, we tried reducing C1 to 0.00001, so that the threshold for entry of some attribute
was extremely low. However, this did not induce any features to be included in the model.
After this attempt, we concluded that there may be some underlying factors in how the
deep neural network made its decision, which may preclude SLIM from generating an
accurate model. Further research will be needed to verify this claim.

Decision Tree. Similar to our training of the original C4.5 decision tree model, we
used Weka’s version 3.6.13 J48. However, when we trained it on the predictions from the
deep neural network, we turned off the pruning option for the tree. We turned off pruning
because we wanted to create an overfit decision tree, so that it most closely matched the
decisions made by the original deep neural network. Unfortunately, by not allowing for
pruning of the tree, the tree became too large to gain any useful information from it. This
is unfortunate because the tree achieved above a 99% accuracy on the predictions.

5 Conclusion

In this thesis, I have looked at the importance of interpretability when working with social
data. However, I have also found that this emphasis on interpretability is usually sacrificed
in machine learning research for higher predictive power in models. This has made it
difficult for fields that make important social decisions, such as recidivism prediction, to
adopt the newest machine learning models. It is not because these fields lack the ability to
implement the models, it is that the experts in that field do not feel comfortable turning
over the decision making process to machines that they do not understand. There is also
a fear that the models may be taking into account inappropriate sources of information,
such as race or gender, in making their decisions. Due to the above factors, many fields
have been reluctant to adopt models with high predictive power and low interpretability.

The model that we looked at closely is a deep neural network, which is notorious for the
obscurity of its decision making process. We trained the neural network on the recidivism
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data set released by the National Archive of Criminal Justice Data7, which contained the
data for over 38,000 inmates released in 1994 and tracked for the following three years. We
also trained three other models, an SVM, decision tree, and SLIM model on this data. By
comparing the models using the balanced classification rate (BCR), we found that the deep
neural network had the highest predictive power, out of the four models. This confirmed
our hypothesis that newer types of machine learning models could yield better results than
older models. However, deep neural networks suffer from the problem of obscurity.

After confirming that deep neural networks were a useful method of prediction, we
introduced gradient feature auditing (GFA). GFA is a method to generate a ranking of
the features of the data set in terms of their importance to the model. We ran GFA on
all four trained models and found that each model produced an almost identical ranking
of the features in terms of importance. We did see some differences in the rankings when
comparing the SLIM model to others, but this difference can be attributed to the simplicity
of the SLIM model. When looking at the SLIM model, we see that number of prior arrests
and release age are the only features expressly used in the model. Since these are the only
features used, we would assume that they would be the only ones to have an affect on the
accuracy of the model. However, since there does exist drops in accuracy for other features
in the data, the difference in rankings may be a factor of the repair process.

In order to verify the accuracy of GFA, we attempted to model the predictions of the
sophisticated model, deep neural network, with more interpretable models. Unfortunately,
the SLIM program proved unable to produce any model from the predictions of the deep
neural network. We also trained a decision tree model using the results of the deep neural
network and found that the model became too complex to interpret when the tree was
overfit to the predictions. In future research, other methods will need to be explored to
help verify the accuracy of the GFA method.

Overall, this thesis provides an overview of the problems encountered by non-technical
domains in using the most accurate machine learning models and introduces a possible
solution. Machine learning algorithms, and more specifically deep neural networks, have
the ability to significantly impact many fields, but there must exist a method to integrate
these new methods with the current knowledge in the field. GFA provides a way to gain
insight into how the models are working and gain the trust of domain experts. By gaining
this trust, I hope that GFA will allow for the widespread adoption of the newest machine
learning models.
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