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Abstract

Due to its “fat tails”, the power law distribution provides an effective
model of the tail of stock returns, volume and the distribution of the size
of institutional investors, especially in comparison to the normal distribu-
tion. Gabaix et al. [2006] puts forward a model where fatter tails in the
distribution of institutional investors cause fatter tails in the distribution
of stock returns and volume. Using data on stock returns, volume, and
institutional investors, I apply Granger Causality to show that there is lit-
tle empirical evidence for the relationship that their model puts forward.
Next I discuss the problems with their model that lead to the lack of
applicability of the model to empirical data. While these results detract
from the legitimacy model, it does not diminish the effectiveness of the
power law distirbution in financial markets.
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“Everyone believes in the Gaussian law of errors, the experimen-
talists because they think it is a mathematical theorem, the mathe-
maticians because they think it is an experimental fact.”

- Henri Poincare

“If you use the term statistically significant, beware of the illu-
sions of certainties. Odds are that someone has looked at his obser-
vation errors and assumed that they were Gaussian.”

- Nicholas Nassim Taleb

“In theory there is no difference between theory and practice. In
practice there is.”

- Yogi Berra

“[These outliers] are due to trenchant dependancies such that a
loss is followed by a loss which is followed by a loss which is followed
by a loss. These kinds of dependencies are largely missed by standard
risk management tools, which ignore them.”

- Didier Sornette

“Trying to understand economics with a model that cannot de-
scribe crashes is like planning river management on small, normal
variations in water height and not bothering about the occasional big
changes that cause catastrophic flooding.”

- Phillip Ball

“Much of the real world is controlled as much by the ‘tails’ of
distributions as by means or averages; by the exceptional, not the
mean; by the catastrophe, not the steady drip; by the very rich, not
the ‘middle class.’ We need to free ourselves from ‘average’ think-
ing.”

- Phillip Anderson in Arthur et al. [1988]

“Nature is very consonant and conformable with herself.”
- Isaac Newton



1 Introduction

Recent work (reviewed later) has shown that stock market returns and trading
volume of individual stocks follow a power law (PL) distribution. With the 2008
financial crash still fresh in the memory of economists, the PL is especially rel-
evant, considering its “fat tails” (or long tails, as Benôıt Mandelbrot sometimes
calls them). The fat tails of the PL yield a large number of tail events, relative
to the normal distribution, the gold standard in modelling the distribution of
price changes in speculative markets. Within the context of the normal dis-
tribution, events like the 2008 financial crisis are exceedingly unlikely, enough
to be considered basically impossible. More specifically, large daily percentage
losses in the stock market, including (among many other examples) almost 8%
in October of 2008 and 22.5% in October of 1987, are not expected under an
assumption of normality in stock market price changes. This is not to say that
the normal distribution is completely useless. Instead, it provides an accurate
model of the distribution of price changes most of the time. The Central Limit
Theorem predicts that the distribution of a large number of independent ran-
dom variables will be approximately normally distributed. Beyond this, the
normal distribution is relatively easy to work with. For example, the sum of
two indpendent and normally distributed variables is also normally distributed.
Properties like this make the normal distribution a useful tool. However, I am
interested not in the case where price changes fit the normal distribution, but
instead when price changes are so extreme that they fall outside the tails of
the normal distribution, as was the case in the two examples above. The PL, a
part of the buregeoning field of Econophysics, seems to be the most promising
replacement model for tail events that fall to the extreme ends of the normal
distribution. Importantly, market crashes are not outliers to the PL distribu-
tion. Because of this, it is extremely useful for both risk management and a
better understanding of how stock returns and trading volume behave in the
tails.

In reference to understanding what gives rise to the power law distribution
in economics, Joseph Schumpeter (1949) wrote:

Few if any economists seem to have realized the possibilities that
such invariants hold for the future of our science. In particular, no-
body seems to have realized that the hunt for, and the interpretation
of, invariants of this type might lay the foundations for an entirely
novel type of theory. [Schumpeter, 1949]

With this quote, Shchumpeter points out that the economic explanation
for the existence of PL’s in financial data may require an entirely new theory.
One such recent attempt is made in Gabaix et al. [2006] (referred to as GGPS
from now on) investigating the origin of the PL distribution in financial returns,
trading volume, and investor size. The authors construct a theoretical bridge
between PL’s and conventional finance with a model that, when investors follow
optimal trading behavior, produces stock market behavior consistent with what
is seen in the tails of the distributions of speculative markets. While this result
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is exciting and seems to point to a clean theoretical description of what is really
going on under the hood, a model is only as good as its performance when tested
with empirical data. Without matching up with actual behavior of the stock
market, the theoretical bridge that looked so promising will quickly collapse.

Attempts to create a model that accomodates for the fat tails inherent in
financial data are somewhat different from the creation of other economic mod-
els. Instead of making some assumptions and seeing what the model produces,
the model created in GGPS starts with assumptions and then tries to mirror
empirical regularities. For this reason, testing the empirical legitimacy of the
model is even more essential than with other economic models. If the model
is able to incorporate the fat tails while also fitting in with the conventional
finance literature, that is important. But the model still does not have any use
if the predictions it makes are not consistent with data. In this paper I aim to
test the model’s predictions against empirical data and show why, if the model
does not fit the empirical data, the model breaks down.

To test the practicality of the model in GGPS, I use data from the Thomson
Reuters Institutional (13F) Holdings database to fit a PL to the size distribution
of traders for each quarter from 1993 through 2012. I then, using the Center
for Research and Security Prices (CRSP) daily stock data, fit a PL to both
the daily absolute change in returns and daily trading volume for each stock
in each quarter described above. According to GGPS, the association between
the tail exponent of the size distribution of traders and the tail exponents of
trading returns and volume should both be positively correlated. Specifically,
the authors suggest that, from their model, “the more fat-tailed the size distri-
bution of traders, the more fat-tailed the distribution of volume and returns”
(488). By size distribution of traders they mean the distribution of the number
of shares held by each trader for a specific stock. After first simply examining
contemporaneous correlations between these tail exponents, I employ Granger
Causality to determine whether the hypotheses in GGPS are correct. Despite
the fact that the model in GGPS appears to fit PL empirical regularities with
the conventional finance literature, I find that the model does not hold up with
actual stock market data. More specifically, there seems to be no relationship
between the tails of the size distribution of institutional investors and those of
trading volume and absolute change in returns. With this lack of agreement in
mind, I show how assumptions about the parameterization of the price impact
function, essential to their model, are at odds with with empirical data.

This paper is organized as follows. Section 2 describes the Power Law dis-
tribution and its properties in more detail. Section 3 presents the related liter-
ature. Section 4 describes the methodology and data. Section 5 examines the
results from the methodology. Section 6 analyzes these results. Finally, Section
7 concludes.

4



2 Power Laws

2.1 Power Law Properties

The power law distribution is a ubiquitous empirical regularity in a wide range
of fields including “the sizes of earthquakes, moon craters, solar flares, computer
files, and wars” Newman [2005], among many others. More specifically, GGPS
names well-established PLs in economics, including firm sizes, city sizes, income
and wealth, and CEO compensation. It has even been applied to the growing
wealth of sports data. Bohrmann [2013] shows that the distribution of the
top goal scorers in an English Premier League season is PL distributed, while
Chaudhuri [2013] shows that the number of goals scored by a single player in
an English Premier League match is also PL distributed. Although these are
all very different areas of study, the PL distribution models the tails of each
surprisingly well.

A PL is a relation of the type p(x) ∼ ζXC/x
ζX+1, where ζx is called the

tail exponent of the PL. This tail exponent is the parameter of interest because
the fatness of the tails of the PL distribution are described by the size of the
tail exponent. A smaller tail exponent indicates fatter tails in the distribution,
while a larger tail exponent indicates the opposite. While the probability density
function given above gives the relative probability for the random variable to be
equal to a certain value of x, economists usually look at the counter-cumulative
distribution function. This can be derived from the probability density function
above, yielding P (X > x) ∼ C/xζX . The counter-cumulative distribution func-
tion gives the probability that a value of the random variable is greater than or
equal to some x.

2.2 Fat Tails and Outliers

As I pointed out before, PL’s have fat tails, meaning the distribution accomo-
dates a lot more tail events, or observations very far from the mean. The best
way to get a sense of what this really means is to randomly generate data ac-
cording to both a PL distribution and the normal distribution. This method can
create data distributed according to any distribution by generating a number of
observations. I first randomly generate a PL distribution of 10,000 observations
with tail exponent ζ = 3 and xmin = .1. This parameterization, as we will
see, is similar to what one might expect for the tail distribution of the absolute
value of the change in the price of a stock. The value of xmin is extremely
important, as this is point where, to the right of that point, the observations
are PL-distributed. Anything to the left could hypothetically follow any dis-
tribution, although the normal distribution is the most common for modeling
the distribution of non-tail events. The xmin parameter indicates why PL’s are
used to model the tails of a distribution; xmin just tells us where the tail starts.
As is often the case in traditional finance, one may be tempted to model the
tails of the change in stock price using the normal distribution. With my ran-
domized data, we can see what would happen in this case. For example, the
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mean and standard deviation of the distribution I generated are .197 and .203,
respectively. Using these two parameters, I next generate 10,000 observations
from N ∼ Normal(.197, .203)1. The histograms of the tails (all observations
above .1) of the generated normal data and PL data are presented in Figures
(1) and (2), respectively.

The presence of fat tails in the PL distribution is clear in the comparison
between Figures (1) and (2). In Figure (1), all of the values are between .1 and
1. Extreme values like 1 are rare, but they do occur with positive probability.
Contrast this with Figure (2). The tail of the distribution actually extends way
past 1, all the way to 5. While the tail may not look “fat”, it is actually fat
relative to the tail of the normal distribution, whose tail is non-existent for values
greater than 1. Even if extreme values like 5 are very rare in the distribution,
they are possible. Although it seems like there may not be any values greater
than 1 in the generated PL distribution, they are only not appearing because of
the scale. Figure (3) provides a comparison of the tails of the normal distribution
and PL distribution that I generated above. From this graph it is clear how much
larger the tails are in the PL as compared to the normal distribution.

We can see this even further by looking at percentiles of each distribution.
For example, the 80th percentile tells us the observation that is greater than
exactly 80% of the rest of the data. Beyond the visual explanation of fat tails
above, percentiles give a numerical explanation. In Table (1) I calculate the
90th, 95th, 99th, 99.9th, and 100th2 percentiles. The 90th and 95th percentiles
are larger for the generated normal distribution compared to those of the PL
distirbution. However, the fat tails of the PL are apparent from the 99th and
99.9th percentiles. While these values for the normal distribution are under
1, they are just over 1 and around 2.5 for the generated PL distribution. This
contrast is a direct consequence of the fat tails of PL’s. Even more, the maximum
value that the generated normal distribution yields is only just over 1. While
the normal distribution is able to capture the distribution of the central events,
it does not even accomodate for any values over 1, while the maximum value
of the PL distirbution is just under 5. Such is the size of the tails in the PL
distribution.

2.3 The Importance of xmin

An interesting property of PL’s is that the log-rank plot of the data yields a
linear relationship. The slope of the line that the data yields is a good approxi-
mation for the magnitude of the tail exponent.3 The log-rank plot simply looks
at the relationship between the natural log of the rank and the natural log of the
variable of interest. For example, to generate a log-rank plot for the distribution
of trading volume for a certain stock, one would first sort the data according
to the size of the trading volume in descending order. If the tail of the data is

1I only look at positive values of the normal distribution
2This is equivalent to the maximum
3As I explain later, this approach to calculating the tail exponent is a good approximation

but not the best technique. I discuss the improved technique in Section 4.2
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PL-distributed then we should see a roughly linear relationship between the log
of the rank and the log of the volume size in the tail. As I pointed out in the
previous section though, the xmin parameter dictates where the PL-distributed
part of the distribution begins. Choosing an incorrect value of xmin can lead
to completely misleading results. For example, Figure (4) shows the log-rank
plot for the trading volume of the stock Genpact Limited (G). From this graph
it is easy to see what the appropriate value of xmin should be: the distribution
seems to start becoming PL-distributed at the kink in the graph.

Figure (5) displays a poor parameterization of xmin. The value of xmin is
much too small; We are capturing a section of the distribution that is not PL-
distributed, skewing the results that are obtained. Figure (6) uses an improved
xmin value. This graph clearly shows the linear relationship of the log-rank
graph. While I do not show it graphically, choosing a value of xmin that is too
large (the opposite case of Figure (5)) also has negative effects. In this case we
would be unnecessarily throwing out PL-distributed data in the tail.

Much of the related literature, discussed more completely in the next section,
use a simple rule of thumb to determine the value of xmin for a PL distribution.
While this may work some of the time, a more analytically rigorous approach
should find a more suitable value of xmin. Much of the previous literature
simply assumes that the top 5% of data is PL-distributed, while other papers
first normalize the data in the distribution and look at only the data greater
than a certain number of standard deviations above the mean. From Figures
(5) and (6), this is putting a lot of weight in to the assumption that they are
correctly parameterizing xmin. The pitfalls of this approach and alternatives
that I elect to use in this paper are discussed further in Section 6.1.

3 Related Literature

3.1 A History of Fat Tailed Thinking

In the larger finance literature, the assumption of normality in trading volume
and stock returns has been questioned. While most “normal” periods of trading
may warrant an assumption of normality, the tails of the empirirical distribution
deviate markedly from those implied by normality. These tails incorporate a
larger number of events relative to the normal distribution, and are thus referred
to as fat tails. While the notion of fat tails has recently become popular, the
original idea originated around 50 years ago.

Around 1900, Louis Bachelier originally put forward the assumption of nor-
mality in financial returns. If one assumes that transactions are independent
and identically distributed random variables with finite variances, one can show
that, over longer intervals, the Central Limit Theorem can be applied to show
that the sum of a large number of independent random variables will be approxi-
mately normally distributed. “Brownian motion”, first used to describe the ran-
dom motion of particles suspended in a fluid, was also applied to describe stock
market fluctuations. In this description, price fluctuations are independent and
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the magnitudes of the price fluctuations are normally distributed. Finally, in
1963 Benôıt Mandelbrot published Mandelbrot [1963], in which he points out
that “the empirical distributions of price changes are usually too peaked to be
relative to samples from Gaussian populations” (394). In other words, Mandel-
brot thought that Brownian motion was not always applicable to stock price
movements, specifically due to the the fact that the tails of the empirical distri-
bution are larger than those of the normal distribution. Under the assumption
of Brownian motion, stock prices should be normally distributed. After putting
forward a new model of price changes, Mandelbrot applied his model to the
changes in cotton prices to show that, in the tails, the normal distribution is
not appropriate.

Mandelbrot’s student, Eugene Fama, extended Mandelbrot’s work in Fama
[1963] and Fama [1965]. Fama understood the importance of Mandelbrot’s work
when he pointed out in Fama [1963] “We shall see later that if Mandelbrots
hypothesis is upheld, it will radically revise our thinking concerning both the
nature of speculative markets and the proper statistical tools to be used when
dealing with speculative prices” (420). Especially important is that economists
often throw out the tail data, simply because it does not conform to the as-
sumption of normality. While this may make for an acceptable model a lot of
the time, it will not be helpful when the very tail events that the economist has
thrown out actually occur. Even worse, these tail events are the most important
events for an investor to be wary of and plan for. In the extreme case, these
events are the stock market crashes associated with the Great Depression, the
Great Recession, the popping of the Internet stock bubble in the early 2000s,
the resulting collapse of the stock market after the failure of Long Term Cap-
ital Management in 1998,4 etc. In less extreme cases, the ability of prices in
the stock market to change in ways not explainable by the assumption of nor-
mality often leads to surprises that, under different assumptions, would not be
surprises.

While the normal assumption may be appropriate for the normal variations
in the market, often times the market strays from its Gaussian properties and
events occur that are deemed exceedingly unlikely. I am not interested in in-
vestigating the prediction of these tail events. In fact, purely by the nature of
the events they are likely unpredictable. However, it is essential to first have
a model that is able to accommodate these extreme events in the fat tails so
that when the extreme events do happen, we at least see the possibility of their
existence in the formation of our model.

While Mandelbrot does not specifically mention the phrase “power laws”
anywhere in his original paper, his model is based on the “stable Paretian”
family of probability laws. The Gaussian distribution is a special type of a
stable distribution. However, other non-Gaussian types of stable distributions
are asymptotically PL’s with fat tails. In other words, the extreme events are
not distributed according to the normal distribution, but instead according to

4It should be noted that LTCM was composed of conventional finance all-stars and future
Nobel Laureates Myron Scholes and Robert Merton. Both Scholes and Merton’s work was
largely based on the assumption that stock returns follow Brownian motion.
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a PL. The fact that the distribution of price changes (and, as I later show,
trading volume) is asymptotically PL-distirbuted in the tail is essential to the
model presented in GGPS. While the center of the distribution may be normally
distributed (the non-extreme events), at some point in the tail the distribution is
better modeled with a PL due to its fat tails. As explained earlier, this “point”
is the value of xmin.

More recently, work on the subject has come from the relatively new field of
Econophysics. The term, coined in 1994 by Eugene Stanley, refers to the use of
techniques developed for physics in economics. While most of the research in
the field is beyond the scope of this paper, it is at least worth mentioning that
much of the recent development in PL’s, especially with respect to how PL’s
form, is rooted in Econophysics.

3.2 Previous Power Law Results

I am focused on investigating 3 empirical facts within economics: The PL distri-
bution of the tail of price fluctuations, the PL distribution of the tail of trading
volume and the PL distribution of the tail of the size of large investors. GGPS
calls the first two the cubic law of returns and the half-cubic law of trading
volume, respectively. Each of these are presented below in Equations (1), (2),
and (3):

P (|r| < x) ∼ 1/xζr with ζr ' 3 (1)

P (q > x) ∼ 1/xζq with ζq ' 3/2 (2)

P (S > x) ∼ 1/xζs with ζs ' 1 (3)

Each of these equations has been supported in numerous papers. The cubic
law of returns, as put forward in Equation (1), was originally noted in Jansen
and Cries [1991] using data from stocks from the S&P 500. Lux [1996] does
the same but with data from major German stocks. Finally, Gopikrishnan
et al. [1999] continues the analysis, but with a much larger number of data
points for a number of different stock markets, including the S&P 500, the
NIKKEI index, and the Hang-Seng index. A similar consistency in previous
results has been found for the half-cubic law of trading volume, Equation (2)
above. Gopikrishnan et al. [2000] calculate the tail exponents for the distribution
of the size of individual trades for 1000 stocks over a 2 year period and find tail
exponents around 3/2. Maslov and Mills [2001] does the same analysis and
finds similar results. Additionally, GGPS test the robustness of this result by
examining stocks on the Paris Bourse and London Stock Exchange and find
similar results looking at volume aggregated in to 15-minute intervals. Finally,
GGPS find that mutual fund sizes follow Equation (3) above. This is also known
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as Zipf’s Law.5. The magnitude of the tail exponents in each of these equations is
vital to the theoretical model in GGPS, and each has been consistently confirmed
throughout the previous literature.

It is important to note that this result holds for shorter time intervals. Over
longer intervals of time, as explained in GGPS, there are two forces shaping the
distribution. The first is the fact that the sum of independent and identically
distributed PL variables with exponent ζ is also power law distributed with the
same exponent. Based on this we should expect the cubic law of returns to
hold over the longer term, as the longer term can just be viewed as the sum of
a number of shorter-term distributions. This force works to make the longer-
term returns distributed according to Equation (1). On the other side, the
Central Limit Theorem says that the aggregated returns over a longer-period
of time should converge to Gaussian. In other words, we should expect fewer
and fewer extreme events. Overall, these forces work against each other so that
eventually the center of the distribution is Gaussian, while the tail events are
still PL-distributed.

3.3 Institutional Investors

A number of papers have investigated the relationship between the institutional
investors of a certain stock and its return. Specifically, these articles look at
investor herding, defined as “a group of investors trading in the same direction
over a period of time” (Nosfinger and Sias [1999], 2264). Under the hypothesis
in GGPS, it is the behavior of institutional investors that causes the tail events
present in the PL distribution that make it unique. Thus, it is beneficial to
review the literature on the subject in more detail. The institutional investor
literature uses the idea of herding as an explanation for the large effect that the
trades of institutional investors have on both stock prices and trading volume.
Understanding the literature on how institutional investors act and the effect
their actions have on stock price and trading volume is essential to understand-
ing the relationship between the fact that the sizes of institutional holdings of
stock prices are distributed according to Zipfs Law and the cubic law of returns
and half-cubic law of trading volume.

Stock ownership data is only available at the quarterly level. Because of this,
the literature on institutional investors and the effect their trades have on stocks
is not able to examine more granular levels than just quarterly. For this rea-
son, Sias et al. [2006] develops a method that allows them to estimate unbiased
higher frequency estimates of the covariance between returns and changes in
institutional ownership. With this method available, it is possible to find where
the positive correlation between returns and changes in institutional ownership
occurs. The authors take advantage of the fact that the covariance between
the change in institutional ownership and returns, both at a quarterly level,
can be decomposed in to covariances at the monthly level. While the change

5Zipf’s Law, originally outlined in Zipf [1949], is just a PL with a tail exponent equal to 1.
It has been empirically confirmed in a number of different distributions, including city sizes
in Gabaix [1999]
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in institutional ownership is not available at the monthly level, the continu-
ous return is available. Thus, by decomposing the quarterly covariances in to
monthly covariances, the authors obtain an estimate of the covariance between
the change in institutional ownership and returns at a monthly level. The pre-
vious literature, as Sias et al. [2006] points out, finds a positive correlation
between changes in institutional ownership and returns. Because they develop
a technique to estimate covariances at a monthly level, the authors find that the
correlation between changes in institutional ownership and same-quarter returns
occurs contemporaneously. In other words, there is a positive correlation be-
tween monthly changes in institutional ownership and same-month returns that
mirrors those at the quarterly level. These same-month correlations account
for almost all the positive correlation seen at the quarterly level. This gives an
insight in to how institutional trading affects returns, specifically that there is
a strong contemporaneous correlation (as opposed to lead or lag correlation)
between the two.

Nosfinger and Sias [1999] find a strong positive correlation between annual
changes in institutional ownership and returns measured over the same period.
They find evidence that this correlation is due to the fact that investors positive-
feedback trade more than individual investors and institutional herding impacts
prices more than herding by individual investors. In this case, positive-feedback
trading “involves correlation between herding and lag returns” (Nosfinger and
Sias [1999], 2263). Similarly, Jones et al. [1999] analyzes U.S. equity holdings
of institutions from 1984 to 1993 and find that institutions “herd” in the form
of positive-feedback trading. These results mesh well with my analysis, as both
provide evidence of the mechanism that causes institutional investors to have
such a large effect on both trading volume and returns. Finally, Wermers [1999]
finds evidence of mutual fund herding and investigates the impact that this
herding has on stock prices. They find little herding in the average stock by
mutual funds, but find much higher levels in trades of small stocks and in the
trading of growth-oriented funds.

Overall, the tendency for institutional investors to exhibit herding behavior
is a key piece of the model in GGPS. Without this herding behavior, institutional
investors would not have such a large effect on trading volume and returns in the
stock market. The propensity for these large investors to mirror one another’s
actions creates trading volumes and returns with large magnitudes, relative
to the mean. These tail events make up part of the reason for the emprical
regularity of fat tails put forth in Equations (1) and (2).

3.4 Review of GGPS

As my work investigates the model created by GGPS, it is useful to review
their work more in depth. In their paper the authors develop a model in which
volatility in stock prices and trading volume is caused by trades of large insti-
tutions. These spikes in volatility are created by a combination of the trades of
large institutional investors and news. They unify the accumulated evidence on
the magnitude of the PL tail exponent already discussed by assuming a concave
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price impact function of the form r ∼ kV γ with γ = 1/2. This equation implies
that ζR = ζV /γ. Given that the previous literature finds ζR = 3 and ζV = 3/2
in Equations (1) and (2), the value of γ = 1/2 is suspiciously convenient for
the model, especially because the authors do little to support their claim that
γ = 1/2 is an appropriate parameterization. As I show in Section 6.2, there
is ample evidence to question the parameterization of γ = 1/2. Even further,
the equation ζR = ζV /γ yields predictions that are the exact opposite of what
one determines empirically. According to GGPS, “The power law of individual
trades continues to hold for volumes that are aggregated (for a given stock) at
the horizon ∆t = 15 minutes” (470). Instead of looking at 15-minute intervals,
I look at the absolute change in returns and trading volume aggregated in to
daily intervals.

The most important aspect of the model in GGPS is that it yields the em-
pirical PL regularities when traders behave optimally. This way, their model
fits in with the conventional finance literature while simultaneously taking in
to account the newer and seemingly disparate PL finance literature. A num-
ber of points from the work of GGPS are important to the understanding of
my methodology. First, GGPS points out that “the fat-tailed distribution of
investor sizes generates a fat-tailed distribution of volumes and returns.” (463)
Further, the end of the article suggests a number of research angles from which
their work can be continued. In one of them, GGPS says:

Proposition 5 predicts that the more fat-tailed the size distribu-
tions of traders, the more fat-tailed the distributions of volume and
returns. Investigating this prediction directly might explain a cross-
sectional dispersion of power-law exponents.

Proposition 5 is restated below mathematically with Equations (4) and (5):

ζV = min[(1 + γ)ζS , γζM ] (4)

ζR = min[(1 + 1/γ)ζS , ζM ] (5)

Where ζV is the tail exponent of the PL trading volume distribution, ζR is
the tail exponent of the PL stock returns distribution, γ is the curvature of the
price impact, ζS is the tail exponent of the PL mutual fund size distribution,
and ζM is the tail exponent of the impact of news PL distribution. Equations
(4) and (5) above suggest that the PL tail exponent of the distribution of stock
returns and trading volume is determined by both news (the ζM term) and the
size of the investors making the trade (the ζS term).

A useful property of the PL distribution is that the tail exponent of the
product of two independent random variables is equal to the tail exponent of
the more fat-tailed variable. In other words, the tail exponent of the product
of the two random variables is equal to the minumum of the the tail exponents
of the random variables. This is why GGPS takes the minimum of the two tail
exponents. Thus, there are two different cases here. When ζM < (1+1/γ)ζS , the
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distribution of news are (relatively) more fat tailed.6 On the other hand, when
ζM > (1 + 1/γ)ζS the effect of trades of large investors tend to dominate the
effect of news on the behavior of the stock’s prices and volume. The latter case
is what we are interested in, as this paper is concerned with how institutional
investors affect stock price and volume behavior. The effect of news is outside
the scope of this paper. Assuming the latter case, it is possible to solve for
Equations (6) and (7) below:

ζV = (1 + γ)ζS (6)

ζR = (1 + 1/γ)ζS (7)

Equations (6) and (7) indicate that the tail exponent of the PL distribu-
tions of trading volume and stock returns is determined by the tail exponent
of the size of mutual funds. These equations illustrate the importance of the γ
parameterization. It is the piece that connects ζS to both ζR and ζV . If their
parameterization of γ is incorrect (i.e. γ 6= 1/2), the model is ineffective at
predicting any empirical data. With this in mind, it is surprising that they do
not examine the validity of the assumption that γ = 1/2. This is exactly what
I do in Section 6.2.

4 Methodology

The general idea behind my methodology is relatively simple. First, I calculate
the tail exponent value for the size distribution of traders for each unique quarter
and stock combination from 1980 through 2012. Next, I do the same for the daily
absolute returns and the trading volume. Importantly, before calculating the tail
exponents for both the distribution of returns and trading volume, I normalize
both to remain consistent with the methodology of GGPS. First, I normalize
the distribution of returns by subtracting the mean value from each individual
observation and dividing by the standard deviation. Since I am interested in
only positive values, I then take the absolute value of these normalized values.
Next, I normalize the trading volume values. Because the standard deviation
fo the distribution of trading volume is infinite, I instead normalize the volume
by dividing each value by its absolute deviation from the mean. With these
calculations I can test for any relationship between the tail exponent of the
size distribution of traders and the tail exponents of both the daily absolute
returns and trading volume using Granger Causality (Granger [1969]). While
Granger Causality is a weaker form of causality, it provides an appropriate way
of testing for the relationship between tail exponent sizes predicted in GGPS.

6The distribution of news is a somewhat strange concept that seems difficult to measure.
All the authors are trying to say here is that when there are news concerning an individual
stock, this information can tend to be influential in terms of volume traded and its returns
(fatter tails, lower magnitude of ζM ) or not so influential (thinner tails, larger magnitude of
ζM ).
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I am interested in testing the model in GGPS in a way that would be most
likely to yield significant results. Thus, if I find no evidence of the weaker
Granger Causality, it is clear that their model would also show no evidence
of true causality through a more rigorous approach like using an Instrumental
Variable. Because of this, Granger Causality is an appropriate test in this case.
The results from these tests are presented in the Results section, while the data
and methodology are outlined in more detail here.

4.1 Data

The data I use comes from Wharton Research Data Services (WRDS), which
offers a large number of detailed financial datasets. From within WRDS, I use
both the Thomson Reuters 13F Holdings database and the CRSP daily stock
dataset. The first gives the distribution of holdings of institutional investors
for each stock and quarter from 1980 through 2012. I use this to calculate the
PL tail exponents of the institutional investor distribution for each quarter and
stock. The data is limited to quarterly updates, so I am not able to access
more granular data. However, this seems to be a problem that most economists
have, as institutional holdings data at a shorter interval than once a quarter
are not available. This limitation means that I am forced to assume that the
distribution of traders holding a stock is constant throughout the entire quarter.
It is important to point out that it simplifies what is really going on. Clearly,
the distribution of traders holding a stock fluctuates throughout the quarter.
This assumption, while necessary, ignores any intra-quarter fluctuations in the
distribution. The second dataset provides daily trade data for individual stocks
from 1980 through 2012. I choose a random sample of 15 stocks for my analysis,
and use the CRSP dataset to calculate the PL tail exponents of the daily abso-
lute change in price and the trading volume for each stock and quarter. More
information on each dataset is included in the Documentation associated with
this paper.

4.2 Tail Exponent Estimation

There are two techniques to estimate the tail exponent of a distribution. The
first is to use a log-rank, log-size regression and estimating the coefficient, as I do
in Section 2. A more accurate approach is to use Hill’s estimator, described in
Gabaix [2009]. The formula for Hill’s estimator is presented below in Equation
(8), along with the asymptotic standard error for the tail exponent in Equation

(9). According to GGPS, “ζ̂ is best interpreted as the optimal one-parameter
approximation of the tail.” (494). In other words, it will give me the best PL fit
to the empirical distribution. Using this approach yields a much more accurate
tail exponent than the log-rank slope estimation technique demonstrated earlier.

ζ̂ = (n− 1)/

n−1∑
i=1

(ln r(i) − ln r(n)) (8)
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σ̂ = ζ̂n−1/2 (9)

Where r(i) is the value of each ordered observation, r(n) is the minimum of
the observations and n is the number of observations.

To directly test the impact that the size of the tail of the distribution of
investor size in a specifc stock has on that stock’s returns and trading volume, I
first fit the PL distribution to the distribution of investor size of each stock for
each quarter from 1980 to 2012. The values should replicate Equation (3). I next
calculate the tail exponents for the distribution of absolute returns and volume
for each stock. Both the distribution of returns and volume are normalized
according to the method above, keeping consistent with GGPS. The sizes I get
for the tail exponents should replicate Equations (1) and (2). My empirical
validation of (1), (2) and (3) is presented in Section 5.1.

4.3 Granger Causality

Overall, I now have the tail exponents of the PL distributions of the size of insti-
tutional investors {St}Tt=1, the absolute returns {Rt}Tt=1 and the trading volume
{Vt}Tt=1, for each stock/quarter. I test whether the variable {St}Tt=1 Granger-
causes both {Rt}Tt=1 and {Vt}Tt=1. (T is the number of total observations). With
time-series data, Granger Causality takes advantage of the fact that events in
the past can affect events today. However, events in the future obviously cannot
affect events today. Because of this, Granger Causality tests whether the current
value of one variable, X, is related to past values of another, Y, while holding
the past values of X constant. In this case, I use it to test whether past values of
the tail exponents of the size of institutional investors have explanatory power
for the tail exponents of the trading volume and return distributions, which is
exactly what Proposition 5 from GGPS says. As pointed out earlier, Granger
causality is different from what economists call causality. It does not test for
true causality, but rather looks for for any past movements in the explanatory
variable that are associated with later changes in the outcome variable.

To test for Granger causality I run the 6 regressions, presented below:

Rt =
m∑
k=1

β1kRt−k +

m∑
k=1

β2kSt−k + ε1t (10)

Vt =

m∑
k=1

β3kVt−k +

m∑
k=1

β4kSt−k + ε2t (11)

St =

m∑
k=1

β5kSt−k +

m∑
k=1

β6kRt−k + ε3t (12)

St =

m∑
k=1

β7kSt−k +

m∑
k=1

β8kVt−k + ε4t (13)
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Rt =

m∑
k=1

β9kRt−k +

m∑
k=1

β10kVt−k + ε4t (14)

Vt =

m∑
k=1

β11kVt−k +

m∑
k=1

β12kRt−k + ε4t (15)

Where m is the number of restrictions, k is the number of parameters in the
unrestricted regression7 and ε1t, ε2t, ε3t, ε4t are uncorrelated error terms.

Equation (10) says that current R is related to past values of both R and
S. Equation (11) says the same but for V instead of R. Equation (12) says that
current S is related to past values of both S and R. Equation (13) says the same
but for V instead of R. Equations (14) and (15) say that current R (V) is related
to past values of both R (V) and V (R).

I first test three hypotheses. These hypotheses are derived from the propo-
sitions put forward by GGPS and should, from their model, hold true. If this is
not the case then their model is limited in its predictive ability with empirical
data. Granger Causality provides a direct way to test the theoretical proposi-
tions put forward in their paper. First, there is unidirectional causality from
S to R. This is present if the lagged S coefficients in Equation (10) (the β2k’s)
are statistically different from zero and the lagged R coefficients in Equation
(12) (the β6k’s) are not statistically different from zero. Second, I test for uni-
directional causality from S to V. This is present if the lagged S coefficients in
Equation (11) (the β4k’s) are statistically different from zero and the lagged
V coefficients in Equation (13) (the β8k’s) are not statistically different from
zero. If these two tests yield statistically signifcant results, we can say that
“S Granger-causes R” and “S Granger-causes V”. In other words, the current
values of both R and V are related to past values of S, holding the past values
of R and V constant. In the context of this paper, knowing information about
the past tail exponents of S will help us predict the current value of R and V.
This is the type of causality that Granger Causality tests for. For completeness
I also test Equations (12) and (13). These regressions determine whether there
is any reverse Granger causality from what I am testing above. Finally, I also
test Equations (14) and (15). Under the model presented, these should not
be statisitcally significant. In other words, there should be no reverse Granger
causality (in relation to my hypotheses), and lagged values of the tail exponents
of the distribution of returns should have no effect on current values of the tail
exponent of the distribution of volume, holding the volume tail exponent values
constant, and vice versa.

These hypotheses come directly from Proposition 5 in GGPS, which states
“Proposition 5 says that when the distribution of the size of institutions is more
fat-tailed, volume and returns are also more fat-tailed” (484). In other words,
knowing some properties of the distribution of the size of institutions for a

7Here, m is the number of restrictions, or lagged terms in the test, A value of m=3 would
indicate that we are including 3 lagged terms in the test. k is the number of parameters in
the unrestricted regression. Since I am looking at only 1 parameter, k=1 for all of my tests.
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specific stock gives us information about the properties of the distributions of
returns and volume. Mathematically, this hypothesis is presented in Equations
(10) and (11).

To check for multiple possibilities of causation, I try multiple iterations of
the Granger Causality test. These include trying different values of m8.9.

I utilize Granger Causality here due to the wording of Proposition 5. While
I could use an Instrumental Variable approach to attempt to determine true
causality, Granger Causality is a much simpler approach that also fits the needs
of what I am looking to test.10 As previously mentioned, Granger causality is
an appropriate test in this context, as it is a weaker test as compared to an
Instrumental variable approach. Thus, if I do not find any evidence of Granger
causality then one would not expect any form of causality to be present. While
many Instrumental variable approaches have been used in previous papers con-
cerning financial data, none that I find concern tests for causality with tail
exponent data. Thus, Granger causality seems to be a suitable approach.

4.4 F-tests

To determine the validity of these hypotheses, I run 6 F-tests of the form below:

F =
(RSSR −RSSUR)/m

RSSUR/(n− k)
∼ F (m,n− k) (16)

where RSSR is the restricted residual sum of squares from the restricted
regression. The restricted regression is run with all the coefficients in the second
addend in Equations (10)-(15) (the even subscripted βk’s) set to 0. RSSUR is
the unrestricted residual sum of squares from the unrestricted regression. The
unrestricted regression is run with no restrictions on the coefficients.

The null hypothesis of this test is that the even subscripted βk’s coefficients
are not statistically different from zero. If the F value exceeds the critical F-
value of the chosen significance level then we can reject the null hypothesis
and say that there is Granger Causality. This is done for all 6 regressions in
Equations (10)-(15). If Proposition 5 is supported by empricial data then we
expect to reject the null hypotheses in Equations (10) and (11), but fail to reject
the null hypotheses in Equations (12) - (15).

8m here is the number of restrictions. In other words, how many lagged terms should
Granger Causality take in to account? A value of m = 1 only uses 1 lagged term, whereas a
value of m = 3 utilizes 3 lagged terms

9As opposed to the case of just 1 set of time-series data in Equations (10) - (15)
10I am NOT saying that Granger Causality implies true causality. Instead, it merely implies

that lagged terms of the time series of one variable provides additional information about
contemporaneous values of another, controlling for the lagged time series of the variable in
the context of the data.
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5 Results

This section first examines the magnitude of the tail exponents that I calculate
and compares them with the results from the previous literature. As a prelim-
inary approach to testing whether fat tails in the distribution of institutional
investors are associated with fat tails in the distributions of trading volume and
returns, I look at the scatterplots between the first with the latter two. To be
conistent with GGPS, these scatterplots should show a clear positive association.
Next I present the results from the tests described in Equations (10) - (15e).
These tests are single variable tests with one lagged term. In order to check
all possible scenarios, I also run single variable tests with three lagged terms.
Despite trying a number of different iterations of tests for Granger Causality, I
am unable to yield results consistent with Proposition 5 in GGPS.

5.1 Tail Exponent Empirical Validation

One way to check the empirical validity of the theoretical assumptions is to
examine whether the tail exponents I calculate correspond to those of GGPS.
Specifically, the tail exponents I calculate should resemble Equations (1), (2)
and (3). To be consistent with the assumptions made in GGPS we should see
some variation with a central peak around 1 for the distribution of the calculated
institutional investor size tail exponents. We should see the same for the tail
exponents of both trading volume and stock returns, but with central peaks
of 3/2 and 3, respectively. Figures (7), (8) and (9) are the histograms of the
distribution of tail exponents of stock returns, trading volume, and institutional
investor size, respectively.

Figures (7) and (9) paint a picture that is consistent with the previous
literature. In the case of the institutional investor tail exponents in Figure (7),
most values fall around the center of the histogram, which is around 1. There
will still be some variation, as is evident in the histogram, but most values fall
around where the previous literature predicts they will. For the histogram of the
distribution of stock returns in Figure (9), the previous literature again predicts
the empirical results I calculate. The center of the histogram is around 3, in
line with what one would expect.

It is important to point out that the tail exponents for volume and returns
are calculated at intervals of 1 day. This approach is markedly different from
the previous literature, which largely examines intervals of 15 minutes. How-
ever, Gopikrishnan et al. [1999] calculates the tail exponents of the distribution
of returns over a number of different time intervals. These include 16 minutes,
32 minutes, 128 minutes, and 512 minutes. The authors conclude that “the
[return] distribution appears to retain its power law functional form for these
time scales” (3). Due to dataset limitations, I am not able to access data at
a more granular level than once per day. However, when I analyze the distri-
bution of returns over a 1 day interval, the results should not be far from the
15 minute interval that the previous literature tends to use. No previous paper
that I have encountered has looked at how the tail exponent of the distribu-
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tion of volume is affected by the length of the time interval. When I calculate
the volume tail exponents over a 1 day interval, they are somewhat larger than
what the previous literature has found. This can be seen in the histogram of tail
exponent sizes for the distribution of trading volume in Figure (8), which tells
a different story than Figures (7) and (9). When calculating tail exponents for
trading volume, the previous literature examines the size of individual trades.
My approach calculates the tail exponent for individual trades that are aggre-
gated in to daily intervals. As I pointed out earlier, GGPS mention that the PL
of individual trades should hold for aggregated volumes at 15 minute intervals.
Similarly, calculating the tail exponents for trading volume aggregated in to
individual days is still PL distributed because, as GGPS points out, the length
of the interval is not long enough for the Central Limit Theorem to dominate
the tendency for the distribution to follow a PL distribution in the short term.
Instead of a histogram centered around 3/2 as the previous literature predicts,
it is clear that the tail exponents are somewhat larger. In other words, the dis-
tribution seems to be less fat-tailed than one would expect. Since I am summing
trading volume over a longer time interval, large individual trades by institu-
tional investors have a relatively smaller effect on the size of the interval as a
whole. Because of this, trades one would consider outliers have a smaller effect,
relative to the 15 minute time interval. Thus, one should see a less fat-tailed
distribution, which is exactly the case here.

Instead of detracting from my results, this methodological difference actually
highlights one of the problems with the approach in GGPS. For their model to
be valid, it should be robust to different lengths of time intervals, as long as
the interval does not become large enough so that the data is no longer PL-
distributed. GGPS points out that their tail exponent calculations “hold for
relatively short time horizons- a day or less.” (468). Thus, their model should
be robust to different lengths of intervals up to one day. As Figure (7) shows
and Gopikrishnan et al. [1999] confirms, it seems that this difference in the
length of the time interval actually does not affect the magnitude of the tail
exponent for stock returns. On the other hand, Figure (8) seems to say that,
for whatever reason, the magnitude of the trading volume exponent is dependent
on the length of the time interval examined.

5.2 Contemporaneous Tail Exponent Associations

Without looking for any causality, I first simply look at the contemporaneous
relationship of the tail exponents of the institutional investor distributions with
both the tail exponents of trading volume and returns. According to the results
from GGPS, these scatterplots should show a clear positive association. Put
more simply, fatter tails in the distribution of institutional investors should be
associated with fatter tails in the distributions of trading volume and returns.
Figures (10) and (11) display these scatterplots. Instead of a positive relation-
ship, there seems to be only random noise. This is confirmed by the lines of
best fit that are plotted in each figure. In both cases the lines are relatively flat
or negatively sloped, lending little evidence of the proposition that GGPS put

19



forward. The slopes and related p-values are presented with the figures. The
relationship between institutional investor tail exponents and returns is not
statistically different from 0. Similarly, the slope of the relationship between
institutional investor tail exponents and trading volume is not statistically dif-
ferent from 0. In both cases the magnitudes are small and have little economic
significance. Even more, both plots have very low R squared values. Clearly,
a more rigorous test than graphical relationships is needed. Granger Causality
provides such a test, and the results are presented in the following sections.

5.3 Single Variable Granger Causality Results

Table (2) presents the results from the single variable first order Granger Causal-
ity tests, as described in Equations (10) - (15). These are single variable tests
because they only look at the relationship between two of the three variables at
once. They are first order tests because I only examine one lagged term from the
previous quarter. Since Table (2) presents results, each element is a p-value. I
am interested in the 2nd and 4th columns, as these give the results of statistical
significance tests for the institutional investor tail exponents Granger-Causing
the returns and volume distribution tail exponents, respectively. Table (3) gives
a more concise summary of Table (2), where the cells with boxed fractions are
the results that this paper is interested in, as they correspond to Equations (11)
and (12). In order for the results to support the model in GGPS, one should
see a large fraction of stocks that were statistically significant. In other words,
the tail exponents of the distribution of institutional investors in a stock should
tend to be predictive of the tail exponents of both trading volume and stock re-
turns in the contemporaneous quarter. If there is no relationship evident, solely
due to random chance, one would expect about 1 of 14 stocks (about 7%) to
randomly yield statistically significant results. Table (2) presents little evidence
in support of the propositions put forth in GGPS. The institutional investor tail
exponent was predictive of the trading volume tail exponent in 1 of 14 stocks,
and 2 of 14 for the stock returns tail exponent. In other words, the empirical
evidence shows that there is little support for the proposition that fat tails in
the distribution of institutional investors holding a stock for one quarter leads
to fatter tails in the distribution of trading volume and returns for that stock.

5.4 Higher Order Granger Causality

While the results from the previous section only tests for single order Granger
Causality, it is reasonable to think that the lack of statistically significant results
is a function of only using one lagged term. Including more lagged terms could
change the results. Table (4) presents the results from the Granger Causality
tests, this time using three lagged terms. Despite the plausability of the idea
that using higher order tests may yield results consistent with Proposition 5,
this does not seem to be the case. Instead, the results are still largely in line
with those of the tests with only one lagged term. Table (5) gives a more
concise summary of Table (4), where the cells with boxed fractions are the
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results that this paper is interested in. Table (5) can be read the same way
as Table (3). Again, the results are largely insignificant. With three lagged
terms 1 of 14 stocks show Granger Causality from institutional investor tail
exponents to volume tail exponents, and 3 of 14 stocks show Granger Causality
from institutional investor tail exponents to returns tail exponents. It is clear
that changing the number of lagged terms from three to one does not affect
the lack of significant results I find concerning Proposition 5 from the model in
GGPS.

5.5 Tail Exponent Robustness

As a further robustness check, I also calculate the tail exponents for the size of
institutional investors, stock returns, and trading volume over a year interval.
This is different from my original methodology, which calculates tail exponents
over each quarter. The reason for looking at the tail exponents over a longer
time interval is to ensure that I have enough data to get reliable tail exponent
estimates at the quarterly level. Since I am looking at daily prices and volume,
a quarter does not provide a large number of data points in the distribution.
Thus, a legitimate concern is if there are enough observations left in the tail of
each distribution. By instead looking at the distributions over an entire year I
am able to analyze much more data and get a reliable estimate. This approach
limits the number of observations I have for the Granger causality tests, but
I am interested in checking to see if I am able to repeat the sizes of the tail
exponents that I previously find over the quarter time interval.

When I calculate the tail exponents over a period of a year, it does not
seem to change the magnitude. For example, the average tail exponents for the
return distribution over a quarter and a year are 3.26 and 3.43, respectively.
Similarly, the average tail exponents for the trading volume distribution over a
quarter and a year are 3.41 and 2.14, respectively. In both cases, the means are
close enough so that it seems that the tail exponent calculation is not affected
by the time interval that I calculate it over. Thus, it seems that looking at
the distribution over a quarter does not limit the number of observations so
much that it affects the magnitude of the tail exponents. For completeness, I
do the same robustness check for the average tail exponents of the institutional
investor size. Again, the means are very similar. Calculating the tail exponents
over the quarter yields a mean of 1.41, while calculating them over the year
yields a mean of 1.50.

6 Analysis

In the previous section I showed that there is little empirical evidence in support
of one of the main propositions from the model in GGPS. Beyond just showing
that their model does not hold up, I am interested in why the model is not able
to fit in with the empirical picture. First, I examine an improved approaching
to estimating xmin. Since the crux of their model is based on the relationship
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between the sizes of the institutional investor, absolute returns, and trading
volume tail exponents, it is useful to probe the model’s assumptions with respect
to the tail exponent relationships. As I explain, there is little evidence that the
authors parameterization of γ = 1/2 is valid. Further, there is no empirical
evidence in support of Equations (6) and (7).

6.1 A More Rigorous Approach To Calculating xmin

Earlier, this paper brought up the importance of xmin in calculating the tail
exponent of some PL-distributed set of data. Graphically, this importance was
highlighted in Figures (5) and (6), which show a poor choice for xmin and a
better choice for xmin, respectively. GGPS, as pointed out before, simply define
the top 5% of the data as the tail of the distribution, and assume that the tail
is PL-distributed for all values above this threshold. While this crude approach
may work some of the time, a more analytically rigorous approach is needed.
While I have no way of saying whether their simple approach tends to choose
values of xmin that tend to be too high or too low, it is clear the negative
consequences of both errors.

First, and probably less detrimental, a value of xmin that is larger than the
correct value of xmin will throw away data that should not be thrown away.
While it will not likely bias the estimate of the tail exponent in either direction,
it will remove data that is part of the PL-distributed tail that should not be
removed. On the other hand, choosing a value of xmin that is smaller than
the correct value of xmin has much more harmful effects. This scenario can be
seen in Figure (5), where the obvious choice of the value of xmin is the kink in
the graph. Because this kink is present in the graph, the line of best fit has a
noticeably lower slope than it should be. In other words, choosing xmin too small
yields a smaller slope in this case, which means it determines a tail exponent
that is smaller than the true value. Consequently, this error leads to the idea
that the distribution is more fat-tailed than it truly is. The direction of the bias
is related to the distribution below xmin. While the example above shows a bias
towards 0, a bias away from 0 is also a reasonable possibility depending on the
distribution of the non-tail data.

A better alternative is clearly needed considering the importance of the pa-
rameter. Instead of using a simple rule, which most of the previous literature
opts to do, I instead use the method described in Clauset et al. [2009]. In refer-
ence to the visual approaches (such as the approach in GGPS), the authors ex-
plain that, “these approaches are clearly subjective and can be sensitive to noise
or fluctuations in the tail of the distribution...A more objective and principled
approach is desirable.” (10) The more “objective and principled approach” that
the authors come up with is relatively simple. They choose xmin such that the
probability distribution of the actual data above that point and the PL distri-
bution have the closest fit. Mathematically, they use the Kolmogorov-Smirnov
statistic, which calculates the maximum distance between the cumulative dis-
tribution functions of the empirical data and the PL distribution in this case.
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D = max
x≥xmin

|S(x)− P (x)| (17)

In Equation (17) above, S(x) represents the CDF of the empirical data and
P (x) represents the CDF of the best PL fit to the data above xmin. Thus,
the best estimate of xmin is the one that minimizes D. Instead of writing an
algorithm myself to do this, I instead take advantage of the many additional
packages that users have written for R. One of these, the “poweRlaw” pack-
age, written by Gillespie [2013], was written to perform a number of different
PL-related operations. One of the functions estimates the best value of xmin

according to the process explained above and originally put forward in Clauset
et al. [2009]. This is the function that I elect to use. This way, I am able to
reliably find a value of xmin. Even more importantly, since I am calculating
the tail exponents repeatedly, the algorithmic approach lets me calculate xmin

without having to visually inspect each CDF.11 It is important to point out
that, for whatever reason, this approach is very slow, especially with large data.
Thus, when I originally attempted to use it with the institutional investor data
my machine was not able to calculate tail exponents in a reasonable amount of
time. Thus, I opt for the computationally simpler 5% tail approach in this case.
However, I am able to employ the Clauset et al. [2009] approach for the returns
and trading volume tail exponents calculations.

As I have made clear, the fact that GGPS determines the value of xmin in
a subjective way likely leads to either the elimination of important tail data or
a tail exponent that is biased low. This is solely an issue with the estimation
of the tail exponents; It has little to do with the limitations of their actual
theoretical model. I discuss those further in the next section. However, it is
important to at least point out that a more rigorous approach to the calculation
of xmin is needed beyond just a simple heuristic.12

6.2 Price Impact Parameterization

The parameterization of the price impact function is extremely important in
the theoretical model put forward by GGPS. It is the key to their relationship
between the tail exponent of the size of institutional investors and both the tail
exponent of trading volume and the tail exponent of stock returns. They model
the price impact r of a trade of size V as follows in Equation (18).

r ∼ kV γ , (18)

where k > 0 and 0 ≤ γ ≤ 1. PL’s have numerous tractable aggregation
properties. One of these, pointed out in the appendix of GGPS, is stated below
in Equation (19)

ζXα = ζX/α (19)

11This approach is extremely subjective, anyways
12Their paper, written in 2006, was not able to benefit from the xmin estimation technique

originally outlined in Clauset et al. [2009].
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From Equations (18) and (19), it follows that ζr = ζV /γ. GGPS makes an
assumption that γ = 1/2. It is important to examine whether this parameteri-
zation is valid, as it is essential in linking the tail exponent of the distribution
of returns and trading volume.

In determining the magnitude of the price impact of large trades, GGPS have
overlooked a vital aspect of the trading behavior of institutional investors: when
large trades are executed, they are often made as block trades. Block trades
are trades made at an arranged price outside of the open markets. This way,
institutional investors can make large trades while lessening the price impact
that the trade has. Lillo et al. [2005] use a Hill estimator applied to aggregated
trading volume data. They find a tail exponent of 1.59 for block trades off-book,
and a tail exponent of 2.9 for the on-book trades. The authors hypothesize that
this split in tail exponent sizes is due to the fact that order splitting (dividing
a large trade in to much smaller trades to mitigate the price imapct) is much
less common in the on-book market. Thus, there are really two different price
impact functions: one for the on-book market, and one for block trades. Since
institutional investors use block trading often, one can assume that they tend to
make trades with a lower price impact compared to the on-book trading since
off-book trading mitigates the price impact that a large trade may have had in
the on-book market. This implies that the paramterization of γ = 1/2 is too low
for the off-book market. Since there is a smaller price impact, a paramterization
closer to γ = 1 is more appropriate. Lillo et al. [2005] explains the lack of order
splitting in off-book trading when they point out that:

off-book trading is based on personal relationships and order split-
ting is believed to be less frequent. This is because a series of orders
of the same sign tend to gradually change the price in a direction
that is unfavorable to the other party. Thus one might make the hy-
pothesis that in the off-book market people just submit their orders
rather than hiding them, while in the on-book market they hide their
true orders and execute them through a series of revealed orders (7).

In other words, institutional investors trading in the off-book market are
more likely to just submit orders in full because they don’t want to unfavorably
move the price for the other party.

Fewer trades executed with order splitting (the case in the off-book market)
means that there will be much larger trades (in terms of volume) relative to the
mean, and so we expect fatter tails and, consequently, a smaller tail exponent.
On the other hand, if more trades are executed with order splitting (like in the
on-book market), there are fewer large volume trades (since each large trade
is split in to smaller trades) relative to the mean, and so we expect relatively
less fat tails, which implies a larger tail exponent. This is exactly in line with
the tail exponent sizes in Lillo et al. [2005]; a smaller tail exponent for off-book
trades (around 3/2) and a larger tail exponent for on-book trades (around 3).

Since off-book trades lessen the price impact, a parameterization of γ = 1
is appropriate, while γ = 1/2 is more accurate for on-book trades. The model
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in GGPS predicts that ζr = ζV /γ. In other words, since ζr is held constant at
3, we should see ζV and γ move in tandem (be positively correlated). However,
with off-book trading ζr > ζV /γ since 3 > (3/2)/1. With on-book trading,
ζr < ζV /γ since ζr < 3/(1/2). Clearly the empirical data is telling an opposite
story than what GGPS predicts. When γ is closer to 1, we see ζV actually
decreases to 3/2, while when γ is closer to 1/2 we see ζV increases to 3. The
empirical data shows that the exact inverse of what GGPS’s model predicts is
true.

GGPS expects γ and ζV to move together; considering ζr is fixed in both the
on- and off-book markets, in order for the equation ζr = ζV /γ to hold an increase
in ζV should correspond to an increase in γ. Examining the empirical data,
Lillo et al. [2005] finds the opposite: “As a stronger test, one might hope that
variations in measured values of α [the tail exponent] might predict variations
in measured values of γ. The model fails this test. Performing a regression
of predicted vs actual values gives a statistically insignificant, slightly negative
slope.” (8)

While Lillo et al. [2005] realize that the price impact parameterization de-
pends on the type of market the trades are being made on, GGPS entirely
overlooks this fact. Even further, GGPS create a model that predicts a direct
relationship between γ and ζV , while it is clear that there is actually an inverse
relationship between the two.

7 Conclusion

There is a clear need to update conventional finance and its reliance on the
normal distribution assumption to better fit in with empirical data. Specifically,
extreme events occur empirically much more often than expected under the
assumption of the normal distribution. From this, the PL distribution is a
useful tool due to its fatter tails, which are able to accomodate for these extreme
events. Mandelbrot took the first step in that process of reconciling theoretical
finance with the empirical data all the way back in 1963. The process has been
continually improved upon, and recently has become much better equipped with
the growth of Econophysics. Despite this, the clear gap between what financial
theory predicts and what financial data we actually observe still remains. This
gap needs to be bridged.

GGPS aims to build this bridge. While most theoretical models tend to make
assumptions, then see where these assumptions lead them, the paper instead
starts with empirical regularities as assumptions and moves forward from there.
While I think that this is a step in the right direction, little can be taken from
the model that fits in with emprical data. This is troubling considering the
building blocks of their model are taken from regularities in empirical data. As
I have shown, many of the propositions stemming directly from their model
fail to hold up under statistical tests. Most importantly, the prediction that
fatter tails in the institutional investor distribution are associated with fatter
tails in the trading volume and returns distributions is invalidated using Granger
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Causality. The bridge they seek to build does not hold up under further scrutiny.
One of the major causes of this discord between theory and empirics is likely

due to the authors’ choice of the size of the price impact. This parameter,
essential to the results of their model, does not hold up with reality. Instead,
the price impact parameter varies depending on the market in which the trade
is made. Trades in the off-book market, by design, have a much smaller price
impact compared to the trades made in the on-book market. The model in
GGPS predicts that we should then see a larger volume tail exponent in the
off-book market, and a smaller one in the on-book market. The exact opposite
seems to be true.

This is not to say that the model in GGPS is useless. Instead, it is a
useful step in moving forward. While their theoretical results do not align with
results we see in empirical data, they have taken the important step of trying
to accomodate for empricial regularities in their model. The assumption of
normality has been repeatedly shown to fail when it most matters: in predicting
extreme events. The PL distribution, equipped with its fat tails, gives a much
more realistic view of how stock prices and volume behave in the tail. There is
still a lot of work to do in determining how PL’s can build off the conventional
finance literature, but economics and finance are headed in the right direction.
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8 Figures and Tables

Figure 1: Histogram of data randomly generated from the normal distribution
(with only positive values), with mean and standard deviation equal to the mean
and standard deviation in Figure 2

Figure 2: Histogram of data randomly generated from the PL distribution with
tail exponent = 3 and xmin = .1
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Figure 3: A comparison of the PDF’s of the generated PL and normal distribu-
tions from Figures (1) and (2). I limit the axes scales so that the difference in
the size of the tails is evident. Since the PL distribution only looks at positive
data, I also limit the normal distribution to only positive data.

Figure 4: The best xmin value can be seen as the kink in the log-rank graph, as
shown here
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Figure 5: The same data as Figure (4), with a bad choice of the xmin parameter.
The slope of the line of best fit here is -1.77, indicating a tail exponent of 1.77,
which is too low

Figure 6: The same data as Figure (4), with a much better choice of the xmin

parameter. The slope of the line of best fit here is -2.76, indicating a tail
exponent of 2.76, which is much more accurate
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Figure 7: Histogram of the size of the tail exponents for the PL distribution
of daily stock returns. The histogram suggests that the tail exponent of daily
stock returns is close to 3, confirming results from the previous literature. More
specifically, I find a median of 2.83 and a mean of 3.26. The distribution is
skewed right, hence the median is less than the mean. The median is a more
accurate characterization of the distribution in this case.

Figure 8: Histogram of the size of the tail exponents for the PL distribution of
trading volume. The results, as discussed in Section 5.1, are not in line with the
previous literature. I find a median of 1.87 and a mean of 2.42. The distribution
is skewed right, hence the median is less than the mean. Again, the median is
a more accurate characterization of the distribution in this case.
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Figure 9: Histogram of the size of the tail exponents for the PL distribution of
the size of institutional investors. The histogram suggests that the tail exponent
of the size of institutional investors is close to 1, confirming results from the
previous literature. The median of the values is 1.11, while the mean is 1.41

Figure 10: Scatterplot of the contemporaneous relationship between the tail
exponents of the institutional investor and returns distributions. The line of
best fit is shown by the line in the graph, with a slope of 0.027 +/- 0.073,
which is not significantly different from 0. Additionally, the value of R-squared
is essentially 0, suggesting a very weak correlation
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Figure 11: Scatterplot of the contemporaneous relationship between the tail
exponents of the institutional investor and trading volume distributions. The
line of best fit is shown by the line in the graph, with a slope of -0.072 +/- 0.073,
which is not significantly different from 0. Additionally, the value of R-squared
is essentially 0, suggesting a very weak correlation.

Percentile 90 95 99 99.9 100

Power Law 0.3139857 0.4373008 1.0376451 2.5811946 4.9945083

Normal 0.4533434 0.5255249 0.6699601 0.8030631 1.0686874

Table 1: Numerical percentile comparison of the tail data of randomly generated
PL and Normal distributions with equal means and standard deviations.
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ticker r2i i2r v2i i2v r2v v2r

ABT 0.116 0.992 0.864 0.473 0.917 0.016
AHP 0.711 0.689 0.619 0.585 0.791 0.977
AN 0.590 0.212 0.900 0.812 0.832 0.193

ARC 0.650 0.319 0.252 0.437 0.494 0.395
BA 0.087 0.224 0.776 0.419 0.868 0.655

BMY 0.458 0.992 0.298 0.485 0.241 0.862

CHV 0.902 0.014 0.708 0.324 0.839 0.966

CL 0.684 0.001 0.576 0.283 0.769 0.889
G 0.658 0.890 0.158 0.318 0.219 0.054

GM 0.580 0.472 0.343 0.015 0.811 0.714
KO 0.029 0.816 0.980 0.503 0.414 0.303
MO 0.242 0.864 0.834 0.925 0.206 0.459
SLB 0.717 0.728 0.943 0.625 0.730 0.817
XOM 0.933 0.405 0.429 0.417 0.396 0.489

Table 2: P values of all 6 tests for Granger Causality with one lagged term.
The column names each correspond to one of Equations (11) - (16), with m=1
in this case. For example, the second column ”i2r”, gives the results of the
statistical test for the institutional tail exponent granger causing the returns
tail exponent. I am interested in the ”i2r” and ”i2v” columns. The stocks with
significant results (at the 5% level) in these columns are boxed.

To Institutional Investors Volume Returns

Institutional Investors X 1/14 2/14

Volume 0/14 X 1/14

Returns 1/14 0/14 X

Table 3: Each cell of the column indicates the fraction of stocks that showed
statistical significance in terms of Granger Causality. The top row gives the
variable that is being Granger-caused. The far left column gives the variable
that is Granger causing. For example, the cell with 2/14 indicates that the
institutional investor tail exponents Granger-caused the returns exponents in 2
of the 14 stocks I examined at the 5% significance level. This corresponds to
Equation (12)
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ticker r2i i2r v2i i2v r2v v2r

ABT 0.049 0.999 0.981 0.470 0.515 0.011
AHP 0.961 0.784 0.582 0.858 0.872 0.456
AN 0.957 0.642 0.614 0.986 0.657 0.442

ARC 0.877 0.717 0.784 0.372 0.796 0.899
BA 0.141 0.115 0.837 0.456 0.983 0.173

BMY 0.666 0.988 0.106 0.996 0.505 0.567
CHV 0.984 0.119 0.934 0.756 0.726 0.961

CL 0.184 0.006 0.914 0.748 0.870 0.341
G 0.881 0.898 0.800 0.697 0.271 0.133

GM 0.731 0.025 0.946 0.022 0.271 0.697
KO 0.095 0.563 0.983 0.910 0.352 0.190

MO 0.171 0.019 0.468 0.949 0.631 0.494
SLB 0.968 0.605 0.669 0.860 0.183 0.778
XOM 0.080 0.822 0.921 0.953 0.738 0.719

Table 4: P values of all 6 tests for Granger Causality with 3 lagged terms.
The column names each correspond to one of Equations (11) - (16), with m=3
in this case. For example, the second column ”i2r”, gives the results of the
statistical test for the institutional tail exponent granger causing the returns
tail exponent. I am interested in the ”i2r” and ”i2v” columns. The stocks with
significant results (at the 5% level) in these columns are boxed.

To Institutional Investors Volume Returns

Institutional Investors X 1/14 3/14

Volume 0/14 X 1/14

Returns 1/14 0/14 X

Table 5: Each cell of the column indicates the fraction of stocks that showed
statistical significance in terms of Granger Causality. The top row gives the
variable that is being Granger-caused. The far left column gives the variable
that is Granger causing. For example, the cell with 3/14 indicates that the
institutional investor tail exponents Granger-caused the returns tail exponents
in 3 of the 14 stocks I examined at the 5% significance level. This corresponds
to Equation (12)
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