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Abstract 

Referring expressions like the tall red cup are used to identify entities in many 

different language tasks, so referring expression generation (REG) is a crucial part 

of computational natural language generation. One of the challenges of REG is 

relational descriptions that refer to an object by relating it to some other object, 

as in the cup on the table. This paper presents a new computational algorithm, 

DR-REG, for referring expression generation using relational descriptions. DR

REG generates relational referring expressions for complex objects by searching 

through syntactic and semantic information for a suitable expression. DR-REG 

is evaluated in a controlled experiment that shows its referring expressions lead 

readers to correctly identify a target object. 

1 Introduction 

Referring expressions are phrases used to identify a particular entity in a discourse. 

Referring expressions can consist of a proper name (Bob), a pronoun (he), or a descrip

tion (the tall man). The choice of referring expression depends on context, as the man 

may suffice to describe someone in an otherwise empty room whereas the tall man 

wearing a red coat may be necessary when there are other men in the room. Referring 



expressions are used for a wide variety of cOlmnunication tasks, from concrete (pass 

me the red pen) to abstract (what do you think about the ideas we discussed yesterday?). 

Since referring expressions are ubiquitous in language use, referring expres

sion generation (REG) is an important task for any natural language generation 

(NLG) system. The goal of an NLG system is to turn computer-based information into 

human-understandable natural language. To communicate effectively, an NLG system 

must be able to consider the information it has about a certain entity and produce a 

referring expression that identifies that entity in a way that is both unambiguous and 

easy to understand for a human. 

When people refer to objects, they often use relational descriptions, expres

sions that describe one entity in terms of another, as in the cup on the table or the shirt 

with buttons. Various kinds of relations are possible: spatial relations, part-whole re

lations, possession, etc. A complete REG system must be able to determine when to 

use relations, as opposed to inherent properties like color; what kind of relation to use; 

what entity, or relatum, to relate the target object to; and how to describe the relatum. 

In this paper, I present a novel system, DR-REG, a Distinguishing Relational 

Referring Expression Generator that generates referring expressions with relational de

scriptions. It searches for an appropriate utterance by combining the words it knows 

and assembling the syntax and semantics of the resulting phrase. Complex objects that 

can be described in terms of their parts are used to evaluate the system's performance. 

I begin this paper with a closer look at the problem of REG in Section 2. Then, 

I discuss previous work on REG in Section 3. Section 4 discusses the goals of the 

DR-REG system, and Section 5 presents the structures and algorithms that make it up. 

In Section 6, I describe a controlled experiment used to evaluate the performance of 

DR-REG. I conclude with a smmnary of the major results of this thesis in Section 7. 
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2 Referring Expression Generation 

Since referring expressions are required for all sorts of communications tasks, from 

interacting with real-world objects to making travel plans, it is not surprising that REG 

is an important and well-studied part of NLG (Krahmer and van Deemter 2012). One 

part of REG is choosing whether to use a proper name, a pronoun, or a description. If 

the entity is very salient, a pronoun may suffice, and a proper name will work if both 

interlocutors know it. However, the entity may not have a proper name or its name may 

not be know to both interlocutors. In this case, a referring description like the tall man 

will be used. Determining what a referring description should consist of is a significant 

question. In this paper, I focus on the problem of forming a definite noun phrase that 

refers to a certain target object. 

This problem can be defined as finding an expression that refers to a target 

object but is not true of any distractors, or other objects in the domain. Such an 

expression can be called distinguishing. Being distinguishing is crucial if the goal is 

to identify the referent to the hearer. For example, say you want to point out dog (a) in 

Figure l. Dog (a) is the target object, whereas (b), (c), (d) are the distractors. The small 

dog is a distinguishing referring expression for (a). The black dog is not distinguishing, 

as it describes both (a) and (b). 

However, considerations other than being distinguishing are also important to 

(a) A small (b) A large black dog (c) A large white dog (d) A small black 
black dog cat 

Figure 1: A scene involving pets 
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REG. A referring expression should avoid including information that would lead to 

false implicatures, especially related to Grice's (1975) Maxim of Quantity. Dale and 

Reiter (1995) give the example of someone being asked to sit by the only table in the 

room in two possible ways: 

(1) Sit by the table. 

(2) Sit by the brown wooden table. 

Even if both (l) and (2) successfully refer to the table, (2) may create a false implicature 

if the hearer infers that the properties of brownness and woodenness are somehow 

significant. Thus, if the speaker intends only to refer to the table, it is often best to 

avoid the extra information given in (2). 

Despite this, it is common for human speakers to produce referring expressions 

with redundant information (Krahmer and van Deemter 2012). This may occur because 

extra information can sometimes make a referring expression easier to understand or 

make it easier for the listener to find the referent. For instance, psycholinguistic exper

iments show that "It is harder to search for 'something red' than for 'a big red bird', 

even if the colour would be sufficiently discriminating" (Parabani et al. 2007 quoting 

Levelt 1989). 

Paraboni et al. (2007) also show that redundant information can reduce the time 

needed to identify the referent in domains that are structured hierarchically. For ex

ample, even if there is only one house numbered 968 in an entire town, 968 Lewes 

Road is a more useful referring expression than number 968 alone. Clearly, the issue 

of what redundant information is useful and when it should be included is a complex 

one. One approach to answering these questions is to consider naturalness - that is, 

how to generate referring expressions that are similar to ones produces by humans. 

Many REG systems use a rule-based approach in which the system designer 

plans the system's behavior. However, using corpus data to train part of the system is 

a promising method for achieving human-like results. For example, data can be used 

to identify what properties (like color or shape) are used most frequently, which can 
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Type Size Color 
(a) dog small black 
(b) dog large black 
(c) dog large white 
(d) cat small black 

Table 1: Properties of the pets in Figure 1 

guide an REG system's decisions (Krahmer and van Deemter 2012). 

3 Related work 

3.1 Early algorithms 

Given the complexity involved in developing and evaluating REG systems, it is com

mon, if not necessary, to focus on certain parts of the problem and ignore others. Early 

approaches to REG deal only with content determination, leaving the task of linguistic 

realization to some other NLG module. Many of these algorithms start with a simple 

knowledge base that knows objects' properties; usually, the programmer is the one to 

identify and enter the properties into the knowledge base. For example, we can see 

some properties of the pets from Figure 1 enumerated in Table 1. Content determina-

tion is then a question of searching through these properties until some combination 

of them is found that describes the target object but none of the distractors - in other 

words, that rules out all other objects. 

Two early algorithms approach this search in different ways. One is the Full 

Brevity algorithm (Dale 1989). Its goal is to refer to the target object using as few 

properties as possible. Thus, it tries all possible descriptions of one property, then all 

descriptions made by including two properties, then three, and so forth . For example, 

to generate a referring expression for dog (a) from the properties in Table 1, it would 

first check if dog, small, or black were a distinguishing description. Then it would try 

dog & small, dog & black, and small & black. dog & small is distinguishing and would 

be returned. Given a larger, more complex domain, the Full Brevity algorithm can be 
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very slow, as the number of descriptions that must be checked grows exponentially with 

the number of properties to consider. For instance, in a domain with 3 properties and 

10 distractors, there are 175 possible descriptions that must be checked. Increasing this 

to 4 properties and 20 dis tractors means that over 6000 descriptions must be checked 

(Dale and Reiter 1995). 

The Greedy Heuristic algorithm (Dale 1992) is a slight improvement. It always 

picks the property that rules out the greatest number of distractors. To describe dog (a), 

it would pick small first, as it rules out both (b) and (c), whereas dog and black only 

rule out one distractor each. Then it would choose dog to rule out (d), returning dog 

& small in fewer steps than the Full Brevity algorithm. However, the Greedy Heuristic 

algorithm may not always make the optimal choices. For example, it may choose 

obscure or unhelpful properties simply because they rule out many distractors. If pets 

(b), (c), and (d) were all male and pet (a) were female, the Greedy Heuristic algorithm 

would return the female even though the small dog uses more obvious, easy-to-identify 

properties. 

The Incremental Algorithm (Dale and Reiter 1995), considered by Krahmer 

and Deemter to be "the most influential algorithm of the pre-2000 era" (2012: 6), 

approaches the search differently. There are certain attributes like type, size, and color 

for which each object has a value like cat, small, or black. Central to the Incremental 

Algorithm is the ranking of these attributes. Dale and Reiter propose that type should 

be ranked first, and that discrete attributes are preferred to gradable ones like size, so 

in their example they use the ranking (type, color, size). The algorithm considers each 

attribute in that order. If adding the value of the target object to the description would 

rule out at least one other object from the set of distractors, it is added. Thus, to refer 

to dog (a), the Incremental Algorithm would first consider the attribute type. Dog (a)'s 

value for type is dog. Selecting this property rules out at least one distractor, (d), so 

it is chosen. Next is color. Selecting (a)'s value, black, rules out (c), so it is chosen. 

Next the algorithm considers size, and chooses small, which rules out (b). Since all 

dis tractors are ruled out, dog & black & small can be returned. 
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The Incremental Algorithm never backtracks, so it is computationally efficient. 

On the other hand, as we see in the example above, it can be redundant. Dale and 

Reiter argue that ranking the attributes correctly leads to results that are similar to what 

humans produce, redundancy and all. However, an absolute ranking of attributes may 

not be ideal. For example, even though color is usually preferred over shape, a simple 

shape like square may be preferred over a strange or complex color like pinkish-orange, 

but this distinction is not captured by the Incremental Algorithm. 

The Incremental Algorithm and similar algorithms make many simplifications 

to the REG task. As Krahmer and van Deemter (2012) note, they only generate refer

ences to a single object; all properties are treated as discrete, even grad able properties 

like small and large that may be used differently depending on the context; all objects 

are treated as equally salient; only content determination is addressed, not linguistic 

realization; and the knowledge about objects is limited to simple properties. Hence, 

these algorithms are unable to deal with relations. 

3.2 Relational descriptions 

Many domains involve relations between objects, so an REG system should be able to 

generate descriptions that use relations. Dale and Haddock (1991) propose a system to 

generate referring expressions involving relations that is based on the Greedy Heuristic 

algorithm. Rather than deal with attribute-value pairs like the Incremental Algorithm, 

they simply consider the properties of the target object (cup( c), one c, t), etc.). Properties 

are added based on how many objects they eliminate, so one x, y) will be chosen if only 

a few objects are on something else. When a relation is chosen, the algorithm calls 

itself to generate a referring expression for the relatum. 

For example, to describe the middle cup (c2) in Figure 2, Dale and Haddock's 

(1991) algorithm would first add cup( x) to the referring description, as head or type 

properties are always selected. Next it tries to find the property that rules out the most 

distractors. Both gray and beside rule out one other object: gray rules out (c3) and 
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Figure 2: A scene involving cups and tables 

(c3) 

J. 

beside rules out (el). If we assume it chooses beside(x, c3), it now begins a new task: 

refer to (c3). It adds the head property, cup(y), so the current description is cup(y) & 

beside(x, y) & cup(x). This could refer to either (c2) or (c3), so it will add black(y). 

This description, which could be realized as the black cup beside a cup, sufficiently de

scribes (c3), so it returns. The algorithm then checks that it has sufficiently described 

the target (c2), which it has . The description cup(y) & beside(x, y) & cup(x), which 

could be realized as the cup beside the black cup when describing (c2), is distinguish

ing. 

Using a similarly recursive approach, Krahmer and Theune (2002) expand the 

Incremental Algorithm to deal with relational descriptions. In addition to the normal 

attribute-value pairs used by Dale and Reiter (1995), they include pairs like spatial 

relation - one c1, tl). Arguing that one-place properties should be preferred due to their 

simplicity, they rank relations lower than other attributes. If Krahmer and Theune's 

algorithm examines a relation and determines that it rules out at least one other object 

- e.g., there is some other object that is not on anything - then it includes the relation 

and recursively calls itself to generate a referring expression for the relatum. Thus, if 

the attribute ranking is something like (type, color, spatial relation), then to refer to 
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(c2), Krahmer and Theune's algorithm will check cup, then gray, adding both since 

both rule out at least one distractor. If it checks on, it will not be added, because the 

remaining distractor, (c1) is also on something, so nothing is ruled out. Instead, beside 

can be added because (c1) is not beside anything, and a recursive call used to describe 

(c3). Since (c3) is already referred to by the cup next to the gray cup, the final referring 

expression will be something like the gray cup next to a cup. 

It seems like a risky assumption to prefer all non-relations to relations, as Vi

ethen and Dale (2008) find that people use relations even when objects can be dis

tinguished by non-relational properties. Furthermore, incorrect ordering of properties 

could lead Krahmer and Theune's algorithm astray, as Krahmer et al. (2003) point out 

with an example of the algorithm choosing the dog next to the tree infront of the garage 

when the dog in front of the garage would suffice. 

There are some problems evident in the algorithms proposed by both Dale and 

Haddock (1991) and Krahmer and Theune (2002). First of all, it is not entirely clear 

that checking how many objects the relation rules out is the best policy. For example, 

in the scene in Figure 2, the cup on the black table is a good description for (c1). 

However, because all the cups are on something, adding the relation on does not rule 

out any objects, so choosing on would be dispreferred or even impossible. In addition, 

the recursive method could cause problems. Dale and Haddock (1991) discuss the 

problem of a REG system recursing infinitely if it tries, for example, to describe (c1) 

by relating it to (tl) but then tries to identify (tl) by relating it to (c1), producing an 

infinite stream of the cup on the table that supports the cup on the table that supports 

the cup .... Even if that problem is dealt with, the recursive method seems suboptimal. 

Once a relation is chosen, the algorithm is locked into a new description task that only 

considers the properties of the relatum. In many cases, it might be best to consider 

other properties of the target object as well. 
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3.3 Adding surface realization 

Many REG systems focus solely on content determination. For the referring expres

sion to actually be used, some other program must turn the semantic representations 

produced into natural language. In contrast, some approaches combine content selec

tion and surface realization into a single algorithm. Krahmer and Theune (2002), for 

example, keep track of a syntactic tree as they search through properties to include 

in the description. When a property is chosen, its associated word is attached to the 

syntactic tree. If this is impossible due to some syntactic restriction the property is 

rejected, but otherwise the search continues, building up the syntactic tree as it goes. 

A more in-depth approach to integrating content determination and surface re

alization is described by Stone and Doran (1997). Their Sentence Planner Using De

scription (SPUD) system is aimed at generating entire sentences, for which generating 

descriptions is a central part. Crucially, SPUD proceeds by searching through linguis

tic resources that include syntactic, semantic, and pragmatic information for a given 

word. Considering all these factors, it selects the best linguistic resources in order to 

build up both the semantics and the syntax of the sentence. Hence, only one step is 

needed to generate usable sentences, and syntactic information is integrated into the 

system's decisions. 

4 Empirical motivation for DR-REG 

In constructing DR-REG, I hoped to make a system that can generate clear, useful 

referring expressions for complex objects. One way to accomplish this is to try to 

make DR-REG's referring expressions resemble those produced by humans. Observing 

human-produced referring expressions, then, will provide motivation for how DR-REG 

should behave. I examined a corpus involving several transcripts of pairs of people 

remotely playing a computer-based matching game originally developed by Devault 

(2008). In the game, both players see a set of objects such as those in Figure 3. One 
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Figure 3: A scene involving flowers 

player is instructed to ask the other player to select a certain object. Since the objects 

are not labeled, referring expressions are required to accomplish this task. 

Examining how players referred to the objects revealed the following trends: 

Type nouns 

Nouns like flower or sunflower were evident in almost every referring expression. 

One-place properties 

Descriptions often included simple properties, as in the big sunflower, the violet 

colored flower, and the yellow and brown flower. Color was the most common 

property used. 

Part relations 

Relations dealing with parts of the target object, like leaves and petals, were 

often used: the daisy with leaves, the cluster of blue flowers each of which has 

five petals. These commonly included number information and quantifiers like 

the blue flower with multiple blossoms. 

Described relata 

When relations were used, the relata themselves were often described further. An 
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interesting facet of this is constructions like the tall sunflower with five leaves on 

its stem and the flower that's mostly yellow with brown accents on its petals. I 

interpret this as a reformulation of the flower with petals with brown accents -

that is, the petals are parts of the flower and the accents are parts of the petals, 

but not directly parts of the flower. Another possible interpretation is the flower 

with brown accents, which are located on its petals. However, you can imagine 

describing a cat as the cat with stripes on its tail, but if most of its body is solid, 

the cat with stripes would be a bad way to refer to it. It seems that the stripes are 

not directly parts of the cat. Thus, I maintain my interpretation of these types of 

referring expressions as part-of-part descriptions. It should be noted that relata 

were also described with one-place properties (brown accents) in addition to 

another relation. 

Different strategies 

An intriguing aspect of the corpus is that different people used different strate

gies for the task. Some people opted for efficiency, producing simple utterances 

like yellow in reference to a flower. However, many of the participants produced 

long referring expressions, like the tall sunflower with five leaves on its stem, 

even when a shorter one would suffice to identify the object. This matches pre

vious observations (discussed in Section 1) that people may include redundant 

information in referring expressions, possibly to make it easier for the reader to 

identify the referent. 

To imitate human production of referring expressions, then, DR-REG needs to 

be able to use type nouns, one-place properties, and part relations, including complex 

descriptions of the relata like part-of-part relations. Also, it would be useful if DR-REG 

could be adapted to use different strategies in its generation. 
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5 DR-REG System 

My system, Distinguishing Relational Referring Expression Generator (DR-REG), ap

proaches the REG problem as one of search: in the space of all the possible utter

ances made by grarmnatically combining the words the system knows, which utterance 

should be used to refer to the target object? As in SPUD (Stone and Doran 1997), DR-

REG builds up utterances by combining linguistic resources. Linguistic resources are 

lexical entries that consist of a word, its associated syntactic tree, and a representation 

of its meaning. Some linguistic resources in DR-REG are phrases rather than single 

words. For example, with a stem is treated as a single linguistic resource offering a con-

crete addition to the syntax and semantics of the utterance. The motivation for these 

multi-word linguistic resources is in the iterative search process. DR-REG should be 

able to assess, whenever it adds a new linguistic resource, whether this addition make 

a better or worse referring expression. If the single word with is added, how could its 

contribution be evaluated? (We saw some of the problems with this in Section 3.2.) 

Treating with a stem as a single linguistic resources helps ameliorate this issue. 

DR-REG searches through possible expressions, adding new linguistic re-

sources and evaluating the results until a good referring expression is found. Structures 

called derivation trees are used to keep track of how linguistic resources are combined. 

The derivation trees' syntax and semantics are the result of combining those of their 

component linguistic resources. The usefulness of derivation trees is clear in Figure 4. 

the flower 

~ 
with petals yellow 

(a) Derivation tree for the 
yellow flower with petals 

the flower 

I 
with petals 

I 
yellow 

(b) Derivation 
tree for the 
flower with 
yellow petals 

Figure 4: Two different derivation trees. Each node represents a linguistic resource. 
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~ 
I NjR I 

NP VP PP 

~ V~ ~ 
Det N' AdjP P NP 

I I I I 
I I 

with N' 

the N V Adj I 

I I I N 
I 

flower pick red petals 

(a) NP tree (b) VP tree that re- (e) AdjP (d) PP tree that right-
quires NP substitu- tree that adjoins to NP 
tion left-adjoins 

toN' 

Figure 5: Elementary LTAG trees 

Both trees are made of the same linguistic resources, yet their corresponding sentences 

have different syntax and semantics. Keeping track of how linguistic resources are 

combined allows DR-REG to match syntax and semantics accurately. 

5.1 Syntax 

DR-REG represents syntactic structure using a simplified Lexicalized Tree Adjoining 

Grammar (LTAG). Each linguistic resource is associated with one elementary LTAG 

tree. Some example trees can be seen in Figure 5. Trees are specified to combine with 

others in certain ways: substitution, left-adjunction, and right-adjunction. Figure 6 

shows some results of combinations. Tree 5(b) has a node specified for NP substitu

tion, so it can combine with 5(a) to make 6(a). DR-REG uses a simplified form of 

adjunction where the new tree is simply attached to the target node. Tree 5(c)'s top 

node is specified for left-adjunction to an N' node, so it can attach to 5(a) to make 6(b). 

Similarly, tree 5(d) is specified for right-adjunction and results in 6(c) when combined 

with 5(a). 

Syntax restricts how derivation trees can be formed, as syntactically incompat

ible combinations of linguistic resources are rejected. Syntax determines where a new 

derivation node attaches. Returning to Figure 4, if we begin with the flower with petals 
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VP 
NP NP 

~ ~ ~ Det N' Det N' PP 
V' NP 

I A I I ~P I ~ P I Det N' the AdjP N N I V 

I I I I the I N' 
I with 

flower flower I 
pick the N Adj N 

I I I 
flower red petals 

(a) Substitution (b) Left-adjunction (c) Right-adjuction 

Figure 6: Trees resulting from combinations of elementary trees 

and attach yellow to the N' node offlower, we get tree 4(a). If we attach yellow to the 

N' node of petals, we get tree 4(b). 

5.2 Semantics 

The goal of DR-REG's semantics system is to provide a simple representation of the 

meaning of each linguistic resource, so that the meaning of the entire derivation tree 

is captured by a combination of each component linguistic resource's meaning. First 

order logic with lambda notation can be used to formally examine DR-REG's seman-

tics. Linguistic resources combine through conjunction into a single predicate, such 

that when the predicate is applied to an object, the result evaluates to true if the refer-

ring expression describes that object. For instance, the meaning of the red flower can 

be represented as Ax.(ftower(x) & red(x». Given an object a, we can check if the red 

flower is an accurate description of a by evaluating Ax.(ftower(x) & red(x»)(a), which 

reduces to (ftower(a) & red(a». 

Different types of linguistic resources have different semantic information. An 

important type of linguistic resource in DR-REG is type nouns. These are definite 

noun phrases like the flower or the daisy and serve as the starting point for DR-REG's 

search. The semantic information for the flower, for example, is Ax.(ftower(x». Thus, 
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the flower the flower 

the flower red 

I Ax.( flower(x) ) I + I Ay.( red(y) ) 
red red 

I Ay.( red(y) ) (x) I red (x) 

Figure 7: The combination of the semantics for the flower and red, showing how the 
value of red is applied to the key variable inflower. 

an object a can be accurately described as the flower if flower(a) is true. 

The semantics for one-place predicates - adjectives - are similar to type 

nouns. For example, red's meaning is represented Ay.(red(y». One-place predicates, 

unlike type nouns, are always attached to existing to derivation trees. When a linguistic 

resource node is attached to a given node in the derivation tree, its semantic formula is 

given the key variable of the parent node as an argument. The key variable is a concept 

that exists to simplify combining semantics in DR-REG, and refers to the variable be

ing bound by the operator. For example, Figure 7 shows the process when the linguistic 

resource red is attached to the flower. Red's semantic formula is given the argument 

x, the key variable of the flower. Once this substitution has been made, the semantic 

interpretation of the red node can be reduced to red(x). 

For a more formal description of adding a new linguistic resource to a derivation 

tree, let the existing parent linguistic resource have semantics Rx.h(x) and let the new 

linguistic resource have semantics Qy.g(y), where Q and R are any operators, y and 

x are variables, and g and h are formulas. First, a check is run to ensure none of the 

variables in the two semantic formulas are the same, and if they are, a new randomly 

selected variable is substituted in. Then, the semantics of the new linguistic resource is 

updated to Qy.(g(y»(x). 

Once all the linguistic resource nodes have been added to a derivation tree, its 

total meaning is found by combining all the semantic interpretations of its nodes with 

coordination. Each operator has scope over the linguistic resource node it appears in 

and all its children. Thus, in Figure 7, the operator AX has scope over both nodes, the 
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the flower with a stem 

I M.( f1ower(x) ) I + I Ay.( 32 (with(y, 2) & stem(2) )) I = 

the flower the flower 

with a stem with a stem 

I Ay.( 32 (with(y, 2) & stem(2) ) ) (x) I I 32 (with(x, 2) & stem(2) )) I 

Figure 8: The combination of the semantics for the flower and with a stem. The value 
of with a stem is applied to the key variable inflower. 

flower and red, giving the final interpretation Ax.(flower(x) & red(x», which will be 

true of any object that is a flower and red. 

Relations are slightly more complex, as they introduce an existential quantifier. 

For example, with a stem's meaning is represented as Ay.:3z(with(y, z) & stem(z». That 

is, something can be considered 'with a stem' if there is some other object that is part 

of it and is a stem. When a node with a relational meaning is added to a derivation tree, 

it is applied to the key variable of its parent, just as with one-place predicates. Thus, 

the flower 

with a stem 

I 32 (with(x, 2) & stem(2) ) ) 

the flower 

with a stem 

long 

I Ay.( long(y) ) (2) I 

long 

+ I Ay.( long(y) ) 

the flower 

with a stem 

long 

I long(2) I 

Figure 9: The combination of the semantics for the flower with a stem and long to 
produce the flower with a long stem. The value of long is applied to the key variable in 
with a stem. 
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in Figure 8, with a stem is applied to x, resulting in ::Jz(with(x, z) & stem(z)). When 

assessing the total meaning of the derivation tree, the lambda operator has scope over 

everything, so the meaning of the flower with a stem is Ax.(flower(x) & ::Jz(with(x, z) & 

stem(z))). 

The need for the derivation tree structure, and the key variable concept, is clear 

if we consider the combination of the flower with a stem and long. Figure 9 shows the 

combination that would produce the flower with a long stem. Because long is attached 

syntactically to part of with a stem, its derivation tree node is attached to that of with 

a stem. The key variable of with a stem is z, since z is bound by the operator ::J . Thus, 

long's meaning is applied to z, producing long(z). Furthermore, the derivation tree 

structure ensures that scope is handled correctly: the top lambda has scope over all 

the nodes, whereas the existential quantifier has scope only over its own node and its 

child node, long. This is important to get the correct semantic representation of the 

flower with a long stem, Ax.(flower(x) & ::Jz(with(x, z) & stem(z) & long(z))). As we 

see in Figure 10, this is in contrast to the long flower with a stem, whose semantic 

representation is Ax.(flower(x) & long(x) & ::Jz(with(x, z) & stem(z))). 

In order to imitate the strategies of humans producing referring expressions, 

DR-REG should be able to use numbers to say, for example, the flower with 5 petals. 

3z 

(a) The flower with a long stem 

the flower 

long 

I long(x) I 

with a s tem } 

I 3 z (with(x, z) & stem(z) )) I 3 z 

(b) The long flower with a stem 

Figure 10: Two different derivation trees, with brackets showing the scope of operators 
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Describing this formally is beyond the scope of this thesis, but it is implemented in a 

way that parallels the existential quantifier. For example, if the referring expression in 

Figure 8 were the flower with 3 stems instead, it would be true of an object a only if 

there are 3 distinct objects z such that (with(a, z) & stem(z» is true. Currently, DR-REG 

does not make use of negation, due to the complex semantic situations that can arise. 

However, the human transcripts do show examples like the orange daisy with no leaves, 

so implementing negation would be an interesting topic for further investigation. 

5.3 Search 

DR-REG incrementally builds up derivation trees, which represent possible referring 

expressions. It keeps a list of the derivation trees it is considering and explores the most 

promising options first. Thus, its search process can be described as a best-first search. 

A scoring function is used to evaluate how promising derivation trees are, and it can 

be modified to adapt and improve search behavior. In addition to the scoring function, 

a separate success function decides if a complete referring expression has been found. 

This function can also be modified to produce different results. The search algorithm 

itself is described in Section 5.3.1. Then, the success function and scoring function 

are discussed in Sections 5.3.2 and 5.3.3. Finally, an example run-through, in Section 

5.3.4, illustrates how the algorithm works. 

5.3.1 Search algorithm 

DR-REG stores derivation trees that are currently being considered in a priority queue, 

a list that sorts the derivation trees by score. When the algorithm begins, the priority 

queue is initialized with a blank derivation tree that is semantically null and that only 

definite noun phrase trees can attach to, which forms the starting point for new referring 

expressions. On each step of the search algorithm thereafter, DR-REG removes and 

evaluates the top derivation tree in the priority queue - in other words, the tree judged 

most promising by the scoring algorithm. If this tree satisfies the success function, 
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which is described in Section 5.3.2, then the algorithm is finished and can return the 

referring expression, which is found by extracting the words from the syntactic tree. 

If the tree is not yet a successful referring expression, it is expanded to generate 

a number of new derivation trees. The new trees are those that result from adding one 

linguistic resource to the current tree. For a given linguistic resource, the tree may 

be able to expand in multiple ways: adding red to the flower with petals creates two 

new trees representing the red flower with petals and the flower with red petals. The 

expansion is done for every linguistic resource that is syntactically able to attach, so the 

tallflower with petals, the flower with petals and with a stem, and many more could all 

be generated. Each of the newly created trees is evaluated, and those that are not true 

of the target object are eliminated. Such trees are essentially dead ends, as no matter 

what other linguistic resources are added to them, they can never become true. This 

is because DR-REG's semantics do not include any disjunction; if they did, the flower 

with blue petals might become the flower with blue or purple petals and thereafter 

accurately describe a purple-petaled flower. But in a system with only conjunction, 

like DR-REG, the flower with blue petals will never describe a purple-petaled flower, 

and can be eliminated. 

The same linguistic resource can be added to a derivation tree multiple times. To 

see why, consider the case of the fish with stripes and stripes, which seems redundant 

but may develop into a useful description like the fish with blue stripes and red stripes. 

Because of this, we do not want to prevent duplication from occurring. However, this 

creates a problem if DR-REG is unable to find a distinguishing referring expression 

- say because all of the objects' properties are shared by the distractors. DR-REG 

can only create referring expressions for a single object, and indeed it always begins 

its expressions with the, which presupposes that there is a single matching object. But 

if the target object is not unique, or DR-REG lacks the vocabulary to describe it, the 

algorithm will continue to search fruitlessly by adding the same linguistic resources 

many times. To prevent this, derivation trees that exceed a certain length, say seven 

linguistic resources, should be eliminated. An impossible referring expression task 
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will then end in failure when all fewer-than-seven-Iength derivation trees have been 

attempted. 

The newly created trees that remain - those that are true of the target object, but 

do not have seven or more linguistic resources - are each given a score that estimates 

how promising they are by the scoring function , described in Section 5.3.3. The trees 

are then added to the priority queue, which sorts them according to their score. Then 

the process repeats by removing the top-scored tree from the queue until the success 

function identifies a suitable referring expression. If the queue is empty, the algorithm 

returns failure. 

5.3.2 Success function 

The success function determines if a given derivation tree is an acceptable referring 

expression by checking a series of conditions. The two most important conditions are 

whether the potential utterance is syntactically complete and whether it unambiguously 

distinguishes the target object. Other conditions can be added if needed. For example, 

in a situation where referring expressions should contain lots of information - such 

as imitating the redundancy strategy employed by some human players of the match

ing game - the success function could require that the derivation tree be at least a 

minimum size. 

5.3.3 Scoring function 

The scoring function uses a number of factors to evaluate derivation trees. By giving 

good scores to trees that seem to be on the path to a good referring expression, the 

scoring function can make the search process faster. A basic scoring function has two 

components, rewarding short descriptions and rewarding descriptions that rule out a 

high number of distractors. This ensures that the algorithm always makes progress 

towards its goal, a distinguishing referring expression. Hence, we will see in the ex

ample run through in Section 5.3.4 a simple scoring function which gives a negative 
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score based on length and a negative score based on the number of distractors. Using 

this method, higher (less negative) scores are given to derivation trees that are short yet 

rule out many distractors, which are the most promising. 

On the other hand, the scoring function can be expanded to take into considera

tion many other factors. For example, given that evidence shows people often use color 

in referring expressions, the scoring function could evaluate descriptions that use color 

more highly. In addition, the different factors can be weighted differently in determin

ing the total score. Assigning these weights could, in the future, be done by a learning 

algorithm in order to maximize the success and speed of the search. 

An interesting aspect of the scoring function is that it can be used to make DR

REG mimic the behavior of other algorithms. If the score depends entirely on the 

length of the description, DR-REG performs like the Full Brevity algorithm of Dale 

(1989). If the score takes into account what properties are included, ranking some 

above others, this creates an attribute ranking scheme similar to that of the Incremental 

Algorithm (Dale and Reiter 1995). DR-REG's flexibility allows a user to draw upon 

the aspects of these different algorithms that are most suitable for a given domain. 

5.3.4 Example run 

To illustrate DR-REG's search process, we can step through a simple example. Assume 

that the current context is the set of objects in Figure 11, with the properties shown hav

ing been chosen and entered by a human user. Assume also that DR-REG knows the 

syntax and semantics for linguistic resources corresponding to the flower, the stem, yel

low, red, long, short, and with a stem. It is asked to generate a distinguishing referring 

expression for (fl). 

The algorithm begins by creating a null derivation tree as a starting point. This 

derivation tree is expanded, meaning that new trees are created for every linguistic 

resource than can attach to it. Because the null tree's syntax specifies that it is looking 

for an NP node to substitute in, only two of the linguistic resources can attach to it, 

the flower and the stem. Thus, the expansion step creates two new derivation trees 
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(f1 ) (f2) (f3) 

Object Properties 
(fl) flower(fl), yellow(fl), with(fl, sl) 
(t2) flower(t2), red(t2), with(t2, s2) 
(f3) flower(f3), yellow(f3), with(f3, s3) 
(sl) stem(sl),long(sl) 
(s2) stem(s2), long(s2) 
(s3) stem(s3), short(s3) 

Figure 11: A scene involving flowers and stems, which are parts of the flowers. 

corresponding to the flower and the stem. These trees are evaluated to see if they are 

true of the target object. The stem is not true of (fl), so it is eliminated. The flower is 

true of (fl), so it is given a score based on two features: its length in linguistic resources 

and the number of distractor objects of which it is true. Both of these are considered 

negatives when calculating the total score, since brief, unambiguous expressions should 

receive the best scores. The number of distractors is more relevant to future success, so 

it is given double weight. Thus, the flower loses 1 point for being of length 1 and loses 

4 points because it also describes 2 distractors, (f2) and (f3), giving it a total score of 

-5. The new tree is put into the priority queue. At the end of this step, then, the priority 

queue is as shown in Table 2. Note that what is represented as a phrase (the flower) 

in this depiction of the priority queue is actually a derivation tree that assembles its 

Expression Total score Distractors * 2 
the flower -5 -4 

Table 2: The priority queue after one expansion 
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syntax and semantics from its component linguistic resources, as described in Sections 

5.1 and 5.2. 

At the beginning of the next step, DR-REG removes the top derivation tree from 

the priority queue, which in this case is the flower. First it checks for success. Since 

the flower describes all the distractors in addition to the target object, it is deemed 

unsuccessful. Next, it expands the derivation tree with each linguistic resources that 

can attach to it. This creates many new trees: the yellow flower, the red flower, the 

long flower, the short flower, and the flower with a stem. When they are evaluated, 

only the yellow flower and the flower with a stem prove to be true of (fl). They are 

scored and added to the priority queue, which is then ordered as shown in Table 3. The 

yellow flower is given a better score than the flower with a stem because it has only one 

distractor, (f3), whereas the latter describes both (f2) and (f3). 

Expression Total score Length Distractors * 2 
the yellow flower -4 -2 -2 
the flower with a stem -6 -2 -4 

Table 3: The priority queue after two expansions 

In the next step, then, DR-REG removes the yellow flower from the priority 

queue. It is not judged successful, since it is not distinguishing: it describes both (fl) 

and (f3). Next is expansion by each linguistic resource. The new trees are the yellow 

and yellow flower, the yellow and red flower, the long yellow flower, the short yellow 

flower, and the yellow flower with a stem. While seemingly clumsy, the yellow and 

yellow flower is considered a valid expression. Of the newly generated trees, only the 

yellow and yellow flower and the yellow flower with a stem are true of (fl). These 

two turn out to have the same score. In case of score ties, DR-REG prioritizes the 

most recent addition, which helps avoid flip-flopping between two equally promising 

routes; for the yellow and yellow flower and the yellow flower with a stem, the ordering 

depends on the order in which new trees were generated. Table 4 shows the priority 

queue after this step. 

The next tree to be removed from the priority queue is the yellow and yellow 
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Expression Total score Length Distractors * 2 
the yellow and yellow flower -5 -3 -2 
the yellow flower with a stem -5 -3 -2 
the flower with a stem -6 -2 -4 

Table 4: The priority queue after three expansions 

flower, which is not judged a success since it describes both (fl) and (f3). Two valid 

new trees result from expanding it: the yellow and yellow flower with a stem, and, yes, 

the yellow, yellow, and yellow flower. The length of these options hurts their score to 

the point that they are sorted lower in the priority queue, as seen in Table 5. 

Expression Total score Length Distractors * 2 
the yellow flower with a stem -5 -3 -2 
the yellow, yellow, and yellow flower -6 -4 -2 
the yellow and yellow flower with a stem -6 -4 -2 
the flower with a stem -6 -2 -4 

Table 5: The priority queue after four expansions 

In the next step, the top tree, the yellow flower with a stem, is removed from 

the queue. It is not a success because it is not distinguishing, so the derivation tree 

is expanded. The results that are true of (fl) are the yellow and yellow flower with a 

stem, the yellow flower with a long stem, and the yellow flower with a stem and a stem. 

When these trees are scored, the yellow flower with a long stem receives the highest 

score since it has no distractors. Note that the algorithm does not check success at this 

point. This is so that if multiple distinguishing expressions were generated in a single 

step, they could be sorted first, and the best one returned. The trees are added to the 

priority queue - the yellow and yellow flower with a stem is already there, so it is not 

added again - resulting in the priority queue in Table 6. 

Finally, the yellow flower with a long stem is removed from the top of the queue. 

This time, the success function declares it a distinguishing referring expression. DR-

REG picks this derivation tree to refer to object (fl). The final derivation tree with 

semantic information and the final syntactic tree can be seen in Figure 12. 
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Expression Total score Length 
the yellow flower with a long stem -4 -4 
the yellow flower with a stem and a stem -6 -4 
the yellow, yellow, and yellow flower -6 -4 
the yellow and yellow flower with a stem -6 -4 
the flower with a stem -6 -2 

Table 6: The priority queue after five expansions 

yellow 

I yellow(x) I 

the flower 

with a stem 

3 z (with(x, z) & stem(z) ) ) 

long 

Ilong(z) I 

Distractors * 2 
0 
-2 
-2 
-2 
-4 

Ax.( flower(x) & yellow(x) & 3 z.( with(x, z) & stem(z) & long(z) ) ) 

(a) Semantics 

NP 

~P 
Det /1 ~P 

I ~IPr---
the AdjP I Det N' 

I N with I r---. 
Adj I I ~ a AdjP 

I 
Adj 
I 

long 

N I 
I flower 

yellow 
stem 

(b) Syntax 

Figure 12: The derivation tree with semantic information and the syntactic tree of the 
chosen referring expression, the yellow flower with a long stem 
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6 Evaluation 

6.1 Study 

To evaluate DR-REG's success at producing useful referring expressions, I carried out a 

study in which DR-REG's referring expressions were evaluated by human participants. 

Referring expressions produced by humans, from the transcripts discussed in Section 

4, were also evaluated for the sake of comparison. Participants in the study filled out an 

online survey in which they were presented with 36 referring expressions, some from 

humans and some from DR-REG, along with images of the relevant set of objects, and 

asked two things: which object in the set the expression referred to, and how clear the 

expression was. The directions asked participants to assess clarity on a scale from 1 

to 5 by considering both how easy the expression was to understand and how easy it 

was for them to find the target object using it. Figure 13 on page 28 shows an example 

question. 

The goal of the survey was to measure the usefulness of DR-REG's referring 

expressions, using human referring expressions as a control. I definitely wanted to in

clude all 24 expressions generated by DR-REG for the various objects. However, since 

I have three different transcripts of humans playing the object-matching game, there are 

about 72 human-produced expressions - too many to ask participants to consider. In 

order to limit the time participants needed to spend on the survey, I decided to present 

them with only 36 expressions, 24 from DR-REG and 12 human. First I narrowed 

down the human-produced expressions to 48, two for each object, trying to pick two 

referring expressions with different strategies (for example, the pink colored fish and 

the pinkish orange roughee which has no bump and no blue on its tail). These expres

sions were split randomly into four groups, and mixed at random with the DR-REG 

expressions. Thus, there were four different versions of the survey, each containing all 

the DR-REG expressions and some human expressions, each ordered differently. This 

approach seemed like it would reduce the effects of question order or anyone specific 

human referring expression, while still keeping the survey to a reasonable length. See 
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What object does the brown fish with stripes refer to? 

A B 

o E 

G H 

O A 
O B 
O C 
O D 
O E 
O F 
O G 
O H 
0 1 
o None 

How clear is the brown fish with stripes? 

234 5 

Very unclear 0 0 0 0 0 Totally clear 

c 

F 

Figure 13: An example of the questions presented to participants in the online survey 
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DR-REG Human 
Version Participants Correct Clarity Correct Clarity 

1 117 80.082% 3.711 88.229% 4.069 
2 9 88.616% 3.595 86.012% 3.858 
3 8 84.722% 3.417 95.556% 4.186 
4 6 81.333% 3.780 96.667% 4.123 

Total 140 83.689% 3.506 91.616% 4.038 

Table 7: Summary of the percent of correct identifications and the average clarity rating 
given to DR-REG and human referring expressions on the different versions of the 
survey. Participants were asked to rate clarity on a scale from 1 (very unclear) to 5 
(totally clear). 

Appendix A for lists of all the referring expressions used. 

A total of 140 people participated in the survey. Unfortunately, due to a mix up, 

one version of the survey was filled out by most of the participants (117). The other 

versions had significantly fewer responses. However, as we will see below, the results 

from all four versions were fairly consistent with each other. 

6.2 Results 

For each referring expression, participants were asked both to identify what object it re

ferred to and to rate its clarity. Checking how many people identified the correct object 

(that is, the object intended by the speaker) is an important measure of the usefulness 

of a referring expression. However, clarity is also an important measure, since good 

referring expressions are easy to understand. Table 7 summarizes these two measures 

on each of the different versions of the survey, as well as overall. Note that average 

clarity only takes into account cases in which the object was identified correctly. The 

results for each individual referring expression can be found in Appendix A. 

Both DR-REG and human referring expressions helped people identify the tar-

get object and were rated decently on clarity. However, on the whole, human referring 

expressions were more successful than DR-REG-generated ones in terms of correct 

identifications and clarity ratings. 
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Object Referring expression Percent correct 
the flower with many small blue blossoms 28.784% 

the orange fish with 4 fins 43.363% 

the round black fish 48.280% 

the round white fish 55.470% 

Table 8: The most troublesome of DR-REG's referring expressions 

6.3 Discussion 

Examining the results shows that there were certain referring expressions produced by 

DR-REG that consistently did poorly. The offenders are shown in Table 8. Clearly, 

cases like the round white fish show poor decisions on DR-REG's part. DR-REG ranks 

the inclusion of color highly, so it included white in the description. However, the color 

of the fish may be more accurately described as black and white or white with black 

stripes. DR-REG, however, is not able to recognize that its description of the fish's 

color was, in essence, incomplete. 

In addition to these faults in DR-REG, many of the problems in Table 8 come 

from a different source: disagreement about properties. That is, DR-REG believes the 

flower to consist of many different blossoms, but many people might see the flower 

as a single round blossom instead. The number of fins on the orange fish and the 

roundness of the black fish could also be debated. DR-REG cannot see the objects 

and decide these facts for itself. (Eventually, DR-REG could be combined with other 
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DR-REG Human 
Version Participants Correct Clarity Correct Clarity 

1 117 88.875% 3.922 87.lO4% 4.049 
2 9 9l.875% 3.732 84.740% 3.800 
3 8 90.056% 3.660 94.444% 4.219 
4 6 88.889% 4.060 95.833% 3.988 

Total 140 89.136% 3.901 87.746% 4.040 

Table 9: Summary of the percent of correct identifications and the average clarity rating 
given to DR-REG and human referring expressions on the different versions of the 
survey, with the four most problematic objects (shown in Table 8) removed. 

vision or information-gathering algorithms to do this, but that is not part of its specific 

purpose.) Instead, it simply considers the information I gave it about the objects and 

tries to find the best combination to use as a referring expression. Thus, in effect, 

some of DR-REG's failures in this study are in no way DR-REG's fault. It is hard 

to avoid this confounding effect. Perhaps a more careful evaluation could be done by 

first seeking input from multiple people on what information DR-REG should have 

about each object, then having DR-REG use that information to generate referring 

expressions. 

For now, we can try removing data related to the four problematic objects in 

Table 8 from our analysis. Table 9 shows the average correctness and clarity when 

all referring expressions meant to indicate one of the four objects are removed. DR

REG's performance increases significantly, with average correctness increasing from 

83.494% to 89.136%. In contrast, removing those four objects, which did not have 

problematic human-produced referring expressions, decreased the average correctness 

on human referring expressions, meaning that DR-REG's average correctness was ac-

tually higher. The average clarity rating (which, again, only counts questions where 

participants correctly identified the target object) of DR-REG's referring expressions 

also increased with the removal of the problematic objects, although it remains less 

than that of human expressions. Overall, this reinforces that in most cases, DR-REG's 

referring expressions enable people to identify the target object about as well as human-

produced expressions do. 
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Apart from the problematic objects, there are a few other issues with the study. 

The situation with the inequal distribution of different versions is far from ideal. A 

future evaluation with a better approach to survey creation, randomization, and distri

bution would obtain more reliable results. Another issue is the failure to control how 

the images show up on different people's monitors. Since many of the descriptions 

used color, different color settings may have affected participants' decisions. Despite 

these limitations, however, the study suggests that in most cases, people find DR-REG's 

referring expressions useful in identifying the target object. 

7 Conclusion 

The goal for DR-REG was to build a system that can generate distinguishing, natural

sounding referring expressions that use relational descriptions. By combining syntactic 

and semantic information into linguistic resources, then using a best-first search to 

build a derivation tree, DR-REG was able to find suitable referring expressions, even 

for complex objects with parts. The results of a study in which humans evaluated 

DR-REG's referring expressions confirmed that in most cases, the expressions clearly 

indicated the target object. 

DR-REG represents an improvement over many previous relational referring 

expression systems. Unlike some, it considers both syntax and semantics instead of 

limiting itself to content determination. Furthermore, it does not use a recursive ap

proach to relational REG. Therefore, it avoids being sidetracked by new descriptive 

tasks and remains focused on what words will best describe the target object. Another 

key part of DR-REG is the adaptability of its search algorithm. Altering the scoring 

and success functions to consider different features of possible referring expressions 

can produce different behaviors. In the future, a learning algorithm could be used to 

adjust these functions so that DR-REG produces even more human-like referring ex

pressions. 
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A Objects and referring expressions 

The following tables show the average correct identifications and average clarity ratings 

by survey participants for each of the referring expressions used. 

A.I Flowers 

A B c 

o E 

Object Expression Source Correct Clarity 

A the flower with many small blue blossoms DR-REG 28.78% 2.79 

the tight cluster of light blue flowers Human 100.0% 4.33 

the blue flower with lots of leaves Human 96.55% 4.33 

B the flower with pink blossoms DR-REG 95.64% 4.60 

the 3 purple ones Human 57.14% 3.50 

the violet coloredflower Human 42.61% 2.81 

C the brown and yellow pansy DR-REG 96.37% 4.33 

the yellow and brown flower with leaves all Human 75.00% 4.00 

from the same point at the bottom 

the flower that 's mostly yellow with brown ac- Human 86.96% 4.04 

cents on its petals 

D the flower with many blue blossoms with 5 DR-REG 97.09% 4.22 

petals 

the cluster of blue flowers each of which has five Human 87.50% 4.00 

petals 

the blue one with multiple blossoms Human 83.33% 1.60 
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Object Expression Source Correct Clarity 

E the tall yellow sunflower DR-REG 86.75% 3.98 

the tall sunflower with five leaves on its stem Human 100.0% 5.00 

the yellow daisy with leaves Human 77.59% 4.11 

F the yellow orange-centered flower DR-REG 85.56% 3.23 

the sunflower that has no leaves Human 100.0% 5.00 

the orange daisy with no leaves Human 100.0% 4.33 

A.2 Fish 

A B c 

D E 

G H 

Object Expression Source Correct Clarity 

A the long tan fish DR-REG 82.28% 3.14 

the fish that is long and has a pink body with Human 83.33% 3.80 

round spots on its side 

the skinny one with round patches Human 100.0% 4.50 

B the round white fish DR-REG 55.47% 2.24 

the angel fish that is black and silver Human 100.0% 5.00 

the black and white one with long barbs hang- Human 100.0% 4.56 

ing down 
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Object Expression Source Correct Clarity 

C the round orange fish DR-REG 91.30% 3.68 

the gold fish with a white belly Human 98.28% 4.69 

the bulbous goldfish Human 100.0% 4.00 

0 the long blue fish DR-REG 98.56% 4.46 

the blue shark thing Human 75.00% 2.67 

the solid blue tuna Human 100.0% 4.33 

E the small green fish DR-REG 78.29 3.31 

the fish with a blue stripe and a red stripe near Human 100.0% 4.67 

the tail 

the blue and red one with green fins Human 100.0% 4.44 

F the pinkfish with fins DR-REG 94.97% 4.09 

the pink colored fish Human 96.49% 3.92 

the pinkish orange roughee which has no bump Human 100.0% 3.67 

and no blue on its tail 

G the round black fish DR-REG 48.28% 2.34 

the darker fish with two white stripes Human 100.0% 4.50 

the white striped clown fish Human 8l.74% 3.85 

H the tan striped fish DR-REG 79.57% 3.24 

the brown fish with stripes Human 94.02% 3.49 

the brown and white tiger fish Human 87.50% 3.00 

I the orange fish with 4 fins DR-REG 43.36% 3.16 

the fish that is all an orange brown color with Human 100.0% 3.56 

one solid tail fin 

the orange fish with a bump on its head Human 96.52% 4.22 
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A.3 Shoes 

A B c 

D E 

Object Expression Source Correct Clarity 

A the gray women's boots DR-REG 97.38% 4.42 

the boots Human 100.0% 5.00 

the tall boots Human 100.0% 4.56 

B the brown men's loafers DR-REG 100.0% 4.61 

the brown loafers Human 100.0% 5.00 

the dark brown men's dress shoes Human 87.50% 4.00 

C the pink women's sandals DR-REG 56.82% 2.85 

the cross-strapped women's sandals Human 97.41% 4.47 

the women's shoes that are lighter in color and Human 100.0% 4.56 

have a taller heel and no back 

D the black women 's shoes DR-REG 95.64% 4.50 

the black shoes Human 100.0% 4.83 

the black women 's shoes with a short heel Human 88.89% 3.75 

E the gray high-heeled shoes DR-REG 86.87% 3.32 

the high-heeled pumps Human 87.50% 3.43 
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A.4 Chairs 

A B 

c o 

Object Expression Source Correct Clarity 

A the tan chair with wheels DR-REG 100.0% 4.80 

the office chair that is kind of beige in color Human 100.0% 4.75 

the desk chair Human 100.0% 2.56 

B the brown wood chair DR-REG 94.12% 4.06 

the dark side chair Human 100.0% 4.00 

the black dining chair Human 87.50% 2.86 

C the tan wood chair DR-REG 72.68% 3.45 

the one with a red cushion Human 99.14% 4.85 

D the tall yellow stool DR-REG 76.21% 3.70 

the modern green chair Human 9l.45% 4.37 

the stool Human 87.50% 4.43 
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